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Abstract

Inferring depth from single images is important for general scene understanding,

re�ning of 3D databases, image retrieval and 3DTV. In this paper, we present a

novel approach for computing the location of maximum depth in a single, ordinary

image. Due to many factors in general images which obstruct the process, such as

clutter, occlusion and textures, we do not employ line detection for this purpose,

but rely on all image gradients instead. Eliminating irrelevant data in several steps,

we perform the selection of edges induced by geometry and useful for depth esti-

mation. We evaluate the performance of the detector on a large and diversedataset

of video frames, widely used in video retrieval. Comparison to four state of the art

methods demonstrates the usefulness of our approach in many scenarios and in the

presence of large foreground obstructions. Developing criteria to reject the image

if it does not contain any depth, we are able to distinguish between the `depth' and

`no-depth' cases with 80% accuracy, while still maintaining a good precisionin

determining the maximum-depth location.
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Figure 1: (a)The last supperby Leonardo da Vinci, creating an illusion of depth. (b) A typical

photograph, illustrating the scarcity of edge support for depth estimation.

geometry estimation, edge selection

1. Introduction

An image is in essence a representation of the scene with the depth taken out.

What remains are image structures which reveal what the depth of the original

scene has been. It took quite a while before artists �gured out the laws behind the

creation of depth in a picture. A vanishing point was formulated by Alhazen,a

mathematician from Iraq, around 1020. He described it as a scienti�c observation,

designating it rightfully as a consequence of image formation. It took four hundred

more years before the Renaissance architect Brunelleschi introducedthe vanishing

point to create the illusion of depth in a painting. It was an instant success and

immediately adopted by his fellow painters, as demonstrated in Figure 1.a.

We focus on rough depth as derived from a single image, attempting to de-

termine the location of maximum depth. We base the method on automatically

selecting the lines which point to this image position. The location of maximum

image depth is closely related to the vanishing point concept. Namely, when the
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image contains perspective, it corresponds to the vanishing point on the depth axis.

In fronto-parallel views of the scene, when no perspective is present, it indicates

the surface positioned at maximum depth in the image.

The location of maximum image depth is instrumental in creating depth for

3DTV [1], as well as in 3D image stitching [2, 3] for databases such as Google

Earth and Microsoft Virtual Earth. It indicates the direction of depth increase in

the scene, hints at possible orientations of objects and constrains the directions of

their movement. Moreover, a sense of depth in the scene, even when it is approx-

imate, is of great help in image retrieval [4] or in the recognition of object types,

where weighing by depth information in the bag of words approach [5] may help

to distinguish context from foreground, and hence improve performance.

Hoiem et al. [6] approach depth in a single image by following the slant of

panels. And we have followed the integral approach in [7] by describingthe global

spatial layout in one model, selected from a limited set of stages. From these ap-

proaches it is clear that deriving depth information from a single image is a dif�cult

problem. In this paper, we take the alternative approach of accumulating theevi-

dence of lines, aiming to improve on recent works on geometry which followeda

similar path [8, 9, 10, 11, 12, 13].

The main contribution of this paper is an extended scheme for edge selection,

increasing considerably the robustness of current research. In thepast, signi�-

cant performance in vanishing point detection has been achieved either on a few

hand-picked images, or on a large dataset of clear road images, integrating scene

knowledge into the method. We consider the estimation of maximum image depth

in a large, general set of images, randomly selected from television framescovering

a variety of topics [14]. Such task implies that knowledge about the scene cannot

be integrated a priori in the approach. In addition, our goal implies that criteria

are needed to evaluate when perspective is not present in the image. Finally, the

3



most dif�cult part of such an approach is to achieve robustness. As anexample, in

Figure 1.b, no more than 5% of all edges support the perception of depth.A few

edges of the house (and not the strongest ones!), in combination with the imagi-

nary lines connecting the cars, lead to a proper depth estimation. The cars and the

house do not have much in common, neither as structures nor visually, yet their

edges must be combined to �nd the location of maximum image depth. Neverthe-

less, the sparse edges are suf�ciently powerful for humans to estimate thepoint of

maximum depth immediately. In fact, for general images, such a small amount of

reliable edges is common. This rules out the use of straightforward edge-voting

approaches [15], as they require a much larger percentage of relevant edges to be

visible in the end result.

The core of our approach is to �rst identify properties of edges to select the ones

which are indeed supporting depth. Then, as in other approaches, we focus on those

intersecting line sets which give the most likely candidate for the maximum depth

location. As the scene is dominated by signals from upright structures, occlusions

and random textures, the �rst task is the most challenging.

2. Related work

Many solutions to the problem of general geometry estimation have been pro-

posed in the past. InMultiple View Geometry[16], the authors assume multiple

images, such that many relevant structures are determined from point correspon-

dences. Criminisi et al. [17] describe single view metrology, where measurements

rely solely on scene landmarks. These methods use calibrated cameras andderive

exact depth measurements from the image. In contrast, we attempt to obtain only a

rough sketch of image depth for ordinary images. We use a general dataset, without

any knowledge of camera or scene parameters.
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For vanishing point estimation, multiple approaches rely on Gaussian sphere

representation [18, 19, 20]. Recently, Ko�secḱa and Zhang [9] have proposed a

robust system using an EM-algorithm, under the assumption that detected line

segments align with principal world directions. Alternatives to Gaussian sphere

representations include using the Hough space [21, 22], as well as treating all pair-

wise intersections of line segments [8]. These methods are reliable, but usesparse

line representations based on connected edge components. In addition, they have

been demonstrated to work only on a few examples with little clutter and a clear

vanishing point. We aim for a robust and general algorithm applicable to every-

day images. Therefore, we rely on all directed gradients which are relevant, thus

avoiding the issues posed by foreground occlusions.

Applying the Manhattan world assumption to general images, Coughlan and

Yuille have successfully used gradient statistics to estimate camera orientation in

a scene [15]. Their work was followed by [23], in which estimates were made on

a sparse set of edges instead of dense gradient maps. However, these algorithms

learned Bayesian models of edge pro�les, which will not be suf�ciently robust in

general video frames, when the estimation is affected by clutter. Consequently, we

limit ourselves to the use of gradients in a purely bottom-up fashion, discarding

noisy evidence in subsequent stages.

In recent developments, deriving absolute depth from a single image has be-

come feasible due to heavier reliance on machine learning [24, 25]. Saxena et al.

[25] have estimated absolute depth value for each pixel in the image. Hoiem and

colleagues [26] proposed a piece-wise planar scene model, in which relative depth

and the orientations of major surfaces are being inferred. Hoiem's work has been

followed by several other researchers who learned depth information assuming the

simpli�ed scene model [27, 28, 11]. These works learn scene geometry from vi-

sual features with varying degrees of success, impressive nevertheless given the
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dif�culty of the task. The method proposed here, on the other hand, relieson low-

level gradients without learning the statistics. Our work is similar to [10], which

achieves remarkable results on indoor scenes starting from low-level gradients. In

contrast to the reference, however, we do not assume strong Manhattan structures

or directions corresponding to the Cartesian frame, but attempt to be robust to gen-

eral images with many foreground obstructions.

Most of the above methods are usually illustrated on a constrained dataset.

They either use images with little clutter and occlusion, or strongly rely on Man-

hattan structures and principal world directions, or both - when evaluatedon a few

examples only. In contrast, the authors of [12] evaluate the method on one thousand

road images and achieve impressive and accurate results, unbeaten by state-of-the-

art. Their dataset mostly contains non-cluttered, straight, countryside roads and

the model has adapted to that restriction where straight lines prevail. On the other

hand, the stochastic method of Tardif [13] and the related geometric parsingby

Barinova et al. [29] also use large datasets, but either assume Manhattanimages

or the presence of horizon and zenith, which all imply the abundance of straight

lines. Since we aim for a general applicability of the method on random television

images, including cluttered scenes, but also cases without any clear perspective,

we take a different approach and start by sifting through all edge pixelsto arrive at

the set of relevant ones.

The success of many methods above rests in part on the implicit observation

that long lines are more likely to carry depth information than short ones. Re-

specting these methods, which have made considerable progress, it is clear from

the example in Figure 1.b that real data poses new challenges for depth estimation.

An essential element in our approach therefore has to be to rely on linear evidence

on a pixel basis and not to employ lines as connected components. We do aim to

employ elongated line strucures, but for general images such an approach cannot
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rely on the length of line segments, as they can be broken at arbitrary locations.

This design choice makes the method robust to noise and occlusion.

3. Our approach

Accurately determining 3D scene geometry from a single image has proven

to be a very dif�cult problem. Although bottom-up algorithms have been formu-

lated for computation of many relevant scene structures [16], these approaches are

ill-posed in a general setting. This is mainly due to many occlusions and object

clutter that appear in ordinary images, which obstruct the edge detection process,

a starting point in most depth estimation approaches (e.g. [8, 9, 13]). Therefore,

in our algorithm, gradient detection is followed by steps of �ltering out unwanted

information, rather than by binarization based on edge intensity.

Given that image lines can be fragmented at arbitrary places due to occlusion,

another standard procedure, namely grouping of edges into line segments, is intrin-

sically unreliable. To circumvent this problem, we propose that segments andline

length do not play a role in the approach. Rather, all gradients supportinga certain

direction, albeit disconnected, should be accumulated. In the proposed approach,

this is done by accumulation on a pixel-by-pixel, rather than on a line segment

basis.

In addition, it is important to note that line intensity does not in�uence the

computation of depth. The most prominent edges in an ordinary picture are usually

related to changes in man-made structures, made to be salient (e.g. advertisements,

decorations, stylings, etc.). On the other hand, linear structures informative about

depth are often less conspicuous, as they are related to folds in buildings,edges of

streets and similar structures. This excludes the use of edge intensity for determin-

ing the location of maximum depth, but rather calls for a voting-based approach.
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Figure 2: A block diagram, showing the steps of our approach.

As a consequence, in developing a method for detection of maximum-depth

locations in arbitrary images, we pose the following demands on the algorithm:

(a) to be robust against accidental occlusions in the �eld of view of any kind;

(b) to be independent of intensity and illumination changes in the image;

(c) to classify edge pixels into relevant vs. irrelevant for depth estimation;and

(d) to decide when the image shows no depth, and therefore has no maximum-

depth location.

In this paper, we propose a new method for computation of image location at

maximum-depth, which attempts to satisfy the above criteria. The novelty of the

method can be summarized as follows:

� To detect directed image structures, we propose novel, very elongated,ori-

ented Gaussian �lters.
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� To discriminate between edges induced by perspective effects and thoseun-

related to scene depth, we successively �lter out the evidence not supporting

a point of maximum depth.

� To make the method robust to occlusion at arbitrary positions, we count the

local support of an elongated structure point by point. Relying on all directed

gradients, our approach does not require edge detection or groupingsteps.

� To be independent of illumination changes in the image, we rely on a just

noticeable intensity difference instead of line intensityper se.

As a further novelty, in order to achieve general applicability of the method,we

detect cases when there is no location of maximum depth in the image. By analyz-

ing the distribution of potential candidates for maximum-depth location, we reject

cases when no depth exists in the scene. Finally, to demonstrate the usefulness of

our approach, we evaluate the proposed method on a large and diversedataset of

general television frames.

4. The method

In edge-based depth estimation, there are many sources of potential error which

the algorithm needs to circumvent. Namely, for everyday natural images, typically

less than 5% of all edges contribute to the location of maximum depth (see Figure

1.b). The remaining large majority of edges belongs to one of the following classes:

� subscripts, logos and other graphics overlaid on the image in case of televi-

sion frames;

� short line segments or individual edges resulting from occlusion, without

belonging to any large directed structure;
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� noise lines caused by artifacts of JPEG compression and the broadcasting

process;

� many small gradients emphasized by the light (from above);

� random textures, generated by trees, soil, grass, crowds and alike, acciden-

tally coinciding in direction with lines towards the vanishing point on the

depth axis.

Although dealing mostly with Manhattan structures, Denis et al. [23] have al-

ready shown that sparse edge models lead to more accurate geometry estimation.

We follow the same approach and deal with the above interfering factors in the

subsequent order, signi�cantly reducing the input data. Apart from all these steps

implementing the selection of edges, it is also important to select the scale of ob-

servation to achieve optimal directional dispersion. Finally, all edge evidence is

accumulated and classi�ed. The processing pipeline of the approach is illustrated

by the block diagram of Figure 2.

Pre-processing..Our dataset consists of television frames from various interna-

tional channels, in which the pictorial data is often distorted in several ways. Be-

side compression artifacts common in other datasets, our frames may contain black

bars around the image, as well as superimposed channel logos and subtitles. For

this reason, a number of pre-processing steps are applied in a completely automatic

manner, which remove the uninformative image parts. Dark borders (within 8% of

black) are �rst removed around the image. Upper image corners are thenchecked

for the presence of channel logos, whereas the bottom of the image is inspected

for subtitles. In both cases, the detection is performed in the gradient domain.

Namely, if gradient histogram of the relevant region is shifted towards very strong

edges, the graphics are likely to be present, and their contribution to the gradient
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(a) (b) (c) (d) (e)

Figure 3: Motivation to use just noticeable noise removal in Section 4.2. (a) A histogram (top) and a

probability distribution function (bottom) over all pixels of the winning direction�̂ , for a completely

black television frame. Note the anomalous response for�̂ = 0 . For a random television frame (b),

the correspondinĝ� histogram and pdf are shown in (c). The dominance of�̂ = 0 is illustrated in (d),

where the positions in the image are lit where the horizontal response wins over other directions. This

occurs frequently in every other line, and in particular in homogeneous image regions, indicating

that it is a consequence of interlacing. (e) The histogram and pdf under(c), after interlacing and

homogeneous region corrections. All graphs show bins for�̂ 2 f 0; �= 32; :::; 31�= 32g, with their

y-axes equally scaled.

map is removed.

4.1. Elongated structure detection

Support for the location of maximum image depth clearly rests in longer lines.

However, since we want to circumvent occlusion problems, we do not putany

weight on line length. Therefore, in the case of arbitrarily broken lines, we accu-

mulate their support using elongated �lters. Such �lters are robust to occlusion, yet

they possess the possibility to employ the advantages of connected line segments.

We use elongated Gaussian �lters to obtain gradient maps with prominent di-

rected structures. The general case of an anisotropic Gaussian 2D �lter at arbitrary

orientation� , is given by:

g� u ;� v ;� (u; v) =
1

p
2�� u

exp
�

�
1
2

u2

� 2
u

�
�

1
p

2�� v
exp

�
�

1
2

v2

� 2
v

�
; (1)
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v

1
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4
cos� sin �

� sin � cos�
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5
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@
x

y

1

A ; (2)

11



with theu-axis in the direction of� , and thev-axis orthogonal to� .

A decomposition of the above anisotropic �lter into a computationally more

convenient set of bases has been proposed in [30]. Filtering in two dimensions is

achieved by a sequence of two Gaussian 1D �ltering operations in non-orthogonal

directions: one along thex-axis, followed by another along the linet = x cos' +

y sin ' :

g� u ;� v ;� (x; y) =
1

p
2�� x

exp
�

�
1
2

x2

� 2
x

�
�

1
p

2�� '
exp

�
�

1
2

t2

� 2
'

�
; (3)

with corresponding 1D �lter parameters:

� x =
� u � vp

� 2
v cos2 � + � 2

u sin2 �
; (4)

� ' =
1

sin '

q
� 2

v cos2 � + � 2
u sin2 �; (5)

and intercept tan ' =
� 2

v cos2 � + � 2
u sin2 �

(� 2
u � � 2

v ) cos� sin �
: (6)

We convolve the image with elongated Gaussian �lters atN � = 32 orienta-

tions. The spectral space is sampled atN � = 4 octave intervals appropriate to the

size of images in our dataset:� v 2 f 0:25; 0:5; 1; 2g pixels. The elongation factor

is 9, leading to very elongated �lters, with a maximum kernel span of12 � 108

pixels. Note that the recursive implementation of the anisotropic Gaussian �lter

from [30] leads to the computation time that is independent of �lter size.

In the sequel, we drop symbols� u and� v for clarity, and use� j to indicate a

speci�c set(� u ; � v) of related �lter scale parameters. The resulting �ltered image

stack is denoted byE� j ;� i (x; y); j = 1 ; :::; N � ; i = 1 ; :::; N � .

4.2. Noise removal

As we measure information with unusually elongated gradient �lters in many

directions, with video frames we face dif�culties due to the nature of the broad-

casted signal. More speci�cally, we have to discard the in�uence of interlacing of
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the odd and even scan lines, as well as of JPEG compression coding into8 � 8

pixel blocks [31]. A combined effect of these broadcasting artifacts onelongated

gradient �lters and responses induced by dominating Manhattan structures ([23])

is illustrated in Figure 3.

As we aim for broad applicability of the method, we cannot avoid facing the

problem. The effect of interlacing calls for camera-speci�c remedies, and the effect

of JPEG coding blocks is speci�c to the broadcaster. In general, no such informa-

tion is available. Therefore, we reduce the effect in the outcome by removing all

pixels where the maximum gradient response is less than just noticeable on a tele-

vision. The just-noticeable-difference (JND) at a pixel(x; y), has been established

as maximally 40 times greater than the corresponding intensity levelI (x; y) [32],

leading to a ratio threshold� jnd = 2 :5%. Therefore, we discard an edge from

further computation when
Ê � j (x; y)
I (x; y)

< � jnd ; (7)

where Ê � j (x; y) = max
� i

�
E� j ;� i (x; y)ji = 1 ; :::; N �

	
(8)

This step results in a much sparser stackE� j ;� i (x; y), as illustrated by the histogram

in Figure 3.e.

4.3. Directedness enhancement

An effect hindering the approach of using a maximum over different orienta-

tions is a homogeneous surface with sheer lightning (usually from above).This

introduces a gently sloping intensity �eld and many points with a small gradient

in the direction perpendicular to the light. Naturally, this is irrespective of depth

directionality or location of maximum depth. As a remedy, we remove all pixels

without the pronounced gradient direction.
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First we normalizeÊ � j (x; y) by the median value over� , ~E � j (x; y):

Ê � j (x; y) =
Ê � j (x; y)
~E � j (x; y)

(9)

From literature on natural image statistics it is well known that visual images

exhibit statistical regularities. In fact, integration over gradient statistics ofindi-

vidual scene surfaces results in the integrated Weibull distribution [33, 34]:

f (r ) =



2

1

 � �

�
1



� e
� 1




�
�
� ( r � � )

�

�
�
�



; (10)

where�; � and
 represent the center, width and peakness of the distribution, re-

spectively, whereasr is the gradient response (� denotes the Gamma function).

This distribution is characterized by a long tail, such that very small gradientsare

found close to the mean. After the normalization step above, we �t the Weibull

function to the overall gradient distribution, using a maximum likelihood estimator

(MLE). The corresponding standard deviations is given by:

s =

s

� 2�
�

1 +
1



�
� � 2; � = � �

�
1 +

1



�
(11)

Therefore, we disregard all edges for which

E � j ;� i (x; y) < es; (12)

whereE � j ;� i (x; y) denotes the gradient magnitude of a �lter at scale� j , andes is

the response at a distances from the mean. The directedness step results in further

reduction of data in stackE� j ;� i (x; y).

4.4. Lateral inhibition

In ordinary, cluttered images, it is crucial to distinguish between �lter responses

originating from scene structures and those being the result of texture and noise.
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The same is true for our task, where only discontinuities due to perspectiveeffects

should count.

Biological visual systems routinely employ several forms of lateral inhibition

techniques when locally sampling the environment (e.g. [35]). Grigorescuet al.

[36] propose a similar, non-classical receptive �eld inhibition, for edgedetection

in computer vision. Their method involves two types of response suppresion. In

anisotropic inhibition, the �lter response is suppressed by other neighboring re-

sponses of the same orientation. Such a mechanism preserves only single directed

lines, while suppressing identically oriented response �elds. This is valuable in

our task as it further reduces the effects of slowly varying illumination and shaded

areas. In isotropic inhibition, all orientations equally contribute to suppression and

the most prominent response is chosen if it wins over the neighboring responses.

This technique avoids responses originating from texture, favoring isolated directed

lines; it also helps us eliminate the evidence unrelated to perspective effects.

For any given image point(x; y), the suppression term is computed in a ring-

like area around the central �eld. We follow [36] and use the same weighting

functionw� j (x; y):

w� j (x; y) =
1

kH (DoG� j k1
H

�
DoG� j (x; y)

�
; H (z) =

8
<

:

z; z � 0

0; otherwise
;

(13)

wherek:k1 denotes theL 1 norm and DoG� j (x; y) is the difference of Gaussians

function:

DoG� j (x; y) =
1

2�
�

4� 2
j

� e
� x 2+ y 2

2(4 � 2
j ) �

1
2�� 2

j
e

� x 2+ y 2

2� 2
j (14)

Anisotropic inhibition.. Here, an inhibition term is computed for every orienta-

tion � i separately, as a convolution of the Gaussian responseE � j ;� i (x; y) with the
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weighting function:

tA
� j ;� i

(x; y) =
�
E � j ;� i � w� j

�
(x; y) (15)

The inhibition is performed by eliminating all edge pixels where

H
�

E � j ;� i (x; y) � �t A
� j ;� i

(x; y)
�

= 0 ; (16)

where factor� controls the strength of the surround suppression.

Isotropic inhibition.. In case of isotropic surround suppression, the inhibition term

is independent of orientation. Maximum Gaussian response over all orientations

is used, given in Equation 8. The isotropic inhibition term is computed as the

convolution of the maximum energy map with the weighting function:

t I
� j

(x; y) =
�

Ê � j � w� j

�
(x; y) (17)

Similarly to above, we discard locations where

H
�

Ê � j (x; y) � �t I
� j

(x; y)
�

= 0 (18)

We implement the method by closely following [36], except for using elon-

gated Gaussian �lters instead of Gabor ones. We apply both types of suppression

at all scales, setting parameter� to the medium value of1:5. With the lateral

inhibition step, theE� j ;� i (x; y) stack is made additionally sparse at each scale.

4.5. Natural scale selection

Structures of different sizes contribute to determining the location of maxi-

mum depth. In addition, edges at varying depths and with a broad range ofblur are

equally important for geometry estimation. In order to include the effect of each

such structure, we sample the image at multiple scales. This approach is also en-

countered in visual perception of primates, where receptive �elds of neurons in the
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early visual cortex span several size octaves [37]. However, usingmultiple scales

leaves open the question of which one to rely on at a particular image location.

Elder and Zucker [38] propose a method for local scale selection when using

image gradients, based on the minimum reliable scale. Edge blur is modeled by a

Gaussian blurring kernel, widely used in depth-from-defocus literature (e.g. [39]):

k� b(x; y) =
1

2�� 2
b

e
� (x 2+ y 2)

2� 2
b ; (19)

where� b is the unknown blurring scale.

The authors' de�nition of reliability implies that at the chosen and larger scales,

the likelihood of error due to sensor noise is below a pre-de�ned tolerance level.

The minimum reliable scalê� (x; y) for an edge is thus computed as an in�mum of

a set of values:

�̂ (x; y) = inf
�

� j : E � j ;� i (x; y) > c (� j )
	

(20)

wherec(� j ) stands for a critical value function, i.e. the tolerance level. For a

given level of sensor noise and �lter scale, the critical value function speci�es the

minimum gradient response value that can be considered statistically reliable.

We establish the critical value function by computing, at all scales, allowed

discrepancy from the expected �lter response, averaged over the 1315 images in

our dataset. The discrepancy is set to two times the standard deviation in �lter

response values, covering 95% of the distribution energy.

This processing step results in a stack of imagesE� i (x; y), with a scale dimen-

sion projected to a naturally selected scale at every pixel.

4.6. Support accumulation

The accumulation step takes as an input a �ltered image from the stack and

stores the linear evidence it contains. Uncertainty due to image noise is accounted

by processing sequential oriented stripes instead of single lines. We set the width
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of the stripe to6� v . A line l at orientation� i is stored with supportSl;� i , equal to

the number of pixels in the stripe. In other words, we count all the stripe pixels

which have survived earlier processing steps.

Once all line entries have been created, intersections of line pairs are computed.

A maximum-depth entryV stores the location, the parameters of lines that vote for

it, and the cumulative support given by:

SV;L =
X

(lm ;ln )2 L

h(� )(Slm ;� m + Sln ;� n ); � = j� m � � n j: (21)

whereL is the set of all line pairs voting for locationV , whereash(� ) is the

weighting function given by:

h(a) =

8
<

:

1
N stripes

; a = 0 �

1; otherwise
(22)

with Nstripes the number of parallel stripes per image height. Withh(� ), we com-

pensate for the inherent bias of the algorithm to locations at in�nity, resultingfrom

parallel lines.

After all the candidate maximum-depth locations have been computed, the best

one is chosen as:

V̂ = argmax
V

SV;L (23)

Neighboring candidate peaks, within distanced, are combined using bilinear inter-

polation, ensuring for a smooth maximum of the support manifold.

We setd =
p

(h=12)2 + ( w=12)2, whereh and w are image height and

width, respectively. This step results in �lled accumulation cells, corresponding

to maximum-depth locations, as well as a manifold over these locations ofSV;L .

4.7. Rejection

If detection of maximum-depth location is applied to a general collection of

images, it is also necessary to have a criterion for excluding those sceneswhich
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(a) (b) (c) (d) (e)

Figure 4: Basis for rejection when image shows no depth. Different image types from our dataset

(top row) and their corresponding support manifolds (bottom row). Candidate locations have been

quantized into a grid with cell sizew4 � h
4 : the innermost region corresponds to locations inside the

image, the middle layer to all real locations outside the image, and the outermost layer to in�nity

locations. (a)-(b) Scenes with a clear maximum-depth location. (c) A scene with the vanishing point

at horizontal in�nity. (d) An anchor scene with no perspective. (e) A graphics frame.

show no depth at all. We observe that in case of large foreground obstructions,

maps and graphics in images, the distribution of gradient directions does notin-

dicate a single, converging image location, but rather many dispersed ones. As a

consequence, the support manifold will be shallow and polymodal. Therefore, in

order to classify an image as not showing any depth, we analyze the spatialdis-

tribution of supports for maximum-depth location. Speci�cally, if there are more

than two peaks in the surface, or if the extent of voted locations spans morethanp

percent of the image area, we exclude the image from further consideration. Note

that this does not apply to frontal scene views with the vanishing point at horizontal

in�nity, since the algorithm will in that case effectively vote for locations on both

sides of the image. In addition, we require that the dominant peak is supported by

at least three distinct line directions. Figure 4 shows some image examples and

their corresponding support manifolds.
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Figure 5: The succession of gradient selection and evidence accumulation steps (Sections 4.2-4.7) to

yield only depth-supporting edges used in the computation of maximum-depth location.Best viewed

in color.
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4.8. Illustration of processing steps

The effect of processing steps, described in previous sections, hasbeen back-

projected for �ve image examples in Figure 5. Black boxes indicate regions where

the algorithm found subtitles or logos. The �rst row in the �gure shows original im-

ages. Second-�fth rows show the effect of the various processing steps in Sections

4.2-4.4, for each of the four scales. The color code for rows 2 to 5 is asfollows:

dark red - edges removed by just noticeable difference threshold; bright red - edges

without a dominant gradient direction; dark yellow - removed by anisotropicsup-

pression; bright yellow - removed by isotropic suppression; dark blue -pixels for

which no reliable scale could be found; bright blue - pixels for which a smaller

reliable scale is found; and green - edges for which the current scale ischosen as

the minimum reliable one. Back-projection of scale selection, with brighter red

denoting higher selected scales, is given in the sixth row. The seventh rowcontains

original frames overlaid with the superset of remaining edges originating from all

scales. Surface plots in the eighth row show the support manifolds. Finally, inthe

ninth row are given the original frames superimposed with detector results.In these

images, line directions contributing to the maximum-depth location are shown in

green, whereas the location itself is indicated by the white cross (surrounded by

a rectangle for easier visualization). Red dots show neighboring VP peaks which

were interpolated in the �nal result.

As can be seen from Figure 5, subsequent edge selection steps removesig-

ni�cant numbers of edge pixels, carrying gradients irrelevant for depth estimation.

The remaining subset of pixels is quite small, and it mostly contains relevant edges,

regardless of clutter or dif�cult illumination conditions.
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5. Experiments

5.1. Dataset

As our goal is to apply the method to general video frames, we evaluate the

proposed detector both in the detection and the classi�cation tasks. For thatpur-

pose, we have used 1315 keyframes of the 2006 TRECVID video benchmark [14].

This benchmark, widely used in video retrieval, provides nearly 170 hours of news

channel videos in English, Chinese and Arabic. The keyframes are MPEG-1 com-

pressed images of 352� 240 pixels in size, containing a wide variety of complex

scenes.

5.2. Evaluation scheme

In the detection task, we apply the method to all 1315 images in our dataset.

Figures 5-7 show some representative qualitative results.

For classi�cation purposes, due to manual annotation, we randomly choose

240 frames from the above set. We assign rejections to such images as shown in

Figure 4.d and 4.e. As we are in this task mostly interested in rough sense of depth,

obtained from maximum-depth location, the annotations are projected to the grid

introduced in Figure 4. Namely, all locations inside the image are quantized into

one of the grid cells of sizew4 � h
4 pixels, whereas real VP locations outside of

the image are assigned to a layer of such cells around the image, based on the

minimum distance. For locations at in�nity, the rotation angle is stored and used

in evaluation. Regardless of the actual location of maximum depth, the annotation

stores the directionality of increasing depth.

Competing methods..In order to provide experimental comparison for our detec-

tor, we have applied several state-of-the-art vanishing point approaches to our data.

The methods are: (1) Rother's algorithm [8], (2) Hedau et al. method [11], (3)
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(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure 6: Results of the detector on some images from our dataset. First row: original frames.

Second row: detection results. Note that the detector is in many cases not in�uenced by vegetation

textures or clutter.Best viewed in color.

Tardif's method [13], and (4) Kong et al. approach for road detection[12]. In order

to provide a fair comparison, we have subjected these algorithms to the evaluation

scheme above, rounding off their detections to obtain only the rough indication of

depth.

We implemented the Rother algorithm using Hough grouping for line detec-

tion. It should be noted that the approach as cited here is an extension of algorithm

in [8]. As the author aims to �nd the best matching vanishing point triplet of Man-

hattan structures, assumed to be present, there is no need for rejection criteria in

the method. That leaves us with two options during classi�cation. One is to set the

rejection score to 0% and treat all returned detections as valid, even if fullvanish-

ing point triplets are not found. The other alternative is to treat as rejectedthose
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cases where less than three points of the triplet have been found. In thatcase, the

correct location is assigned when either of the three is found to be correct. This

gives a result in favor of the cited method and it is the one we have included inthe

Results section.

The same choices were made in case of algorithm by Hedau et al. which can

be considered a combination of approaches in [9] and [8], extended withalternative

voting and search schemes. In this case, we had no choice regarding classi�cation,

as we have had no access to the original code. Therefore, we follow thesecond

option from above, as reported in Section 6.

For Tardif's method, we used the code provided by the author, as well asthe

implementation of the EM process by Barinova et al. [29]. We followed similar

choices to [29] in setting the parameters - Manhattan scenes were not assumed

and we set the principal point to the center of the image frame. In addition, since

Tardif's approach chooses vanishing points based on random initial sampling in

the J-linkage procedure [13], we ran the evaluation 5 times with different random

initializations, and present the average of the results in 6. Tardif's pipelinedoes

not necessarily return only orthogonal vanishing point triplets, but usually gives 2

to 5 results after re�nement. Therefore, no rejection was considered in this case.

The method by Kong et al. assumes the presence of a single vanishing pointat

maximum depth, and also always returns some result. Therefore, to be faithful to

the purpose of the method, no rejection was considered here either.

The state-of-the-art algorithms above have been designed with a different goal

in mind, and do not consider any sort of classi�cation of the output. However,

we believe that by fairly presenting the results, an insight into strengths andweak-

nesses of all the individual algorithms can be obtained.
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6. Results

The proposed algorithm has been applied to the whole dataset, and detection

results overlaid in images.

Figure 6 shows some results on arbitrarily chosen frames. In presenting the

results, we attempt to illustrate the variety of the dataset and demonstrate cases

which require different treatment in terms of depth estimation. From Figure 6,it

can be seen that the detector is able to correctly compute the location of maximum

depth even with widely varying scene illumination (all images except 6.d and 6.h),

lots of clutter and distracting edge directions (all except 6.d and 6.i), as wellas

when little information about geometry is available in the scene (6.b-c, 6.e-h). The

last result (6.i) has been obtained on images showing a fronto-parallel view of the

scene, having vanishing points at in�nity. This detection illustrates the abundance

of structures the detector can rely on in that case.

Limitations of the detector..Figure 7 shows some limitations of our method. It is

sometimes misled by the predominance of horizontal lines (7.a), or vertical ones

(7.b), by the edges originating from foreground �gures (7.c) or by unsuccessful

attempts to remove subtitles (7.d).

(a) (b) (c) (d)

Figure 7: Some failures of the detector. Red lines correspond to the second best result.
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correct incorrect
rejected

location location

present 43.1% 37.3% 19.6%

not
20.0% 80.0%

present

Table 1: Performance of the detector of maximum-depth location on a randomly chosen set of 240

video frames from our collection. The proposed algorithm is able to distinguish between depth and

no-depth cases with 80% accuracy.

6.1. Robustness test

In this section, we present quantitative results of our detector on the classi�ca-

tion task. The detector has been applied to the dataset of 240 images, arbitrarily

selected from the above collection of frames (and not due to the suitability fordepth

assessment). The confusion matrix for this case is given in Table 1. Our approach

achieves impressive overall results, detecting that the image contains depthin 80%

of the cases, and rejecting it with the same accuracy. In addition, a good localiza-

tion of the point at maximum depth is obtained. Note that we have designed the

algorithm with the goal of achieving greatest robustness, whereas the accuracy of

the detector is of less importance as we aim for rough sense of depth only.

In the classi�cation task, the trade-off between detector's precision andits re-

jection capability is regulated by thep parameter (see Section 4.7). To produce

Table 1,p was set to 5% in the algorithm. The effect of the rejection parameter on

the classi�cation performance is shown in Figure 8.a. For that purpose, the value

of p was �rst set to 95%, then decreased in steps of 15% until 5%, the point where

best performance is obtained. A zoom-in to the graph forp < 5% (not shown

here) shows that average performance levels in this area both in terms of all true
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(a) (b)

Figure 8: (a) The effect of the rejection parameterp on the average classi�cation performance of

our method. The graph effectively shows that best results are obtained when the support manifold is

unimodal, with a peak con�ned to a very small image area. (b) Average classi�cation performance

after adding each processing step, forp �xed at 5%. Note that the performance increases after adding

each processing step, except in case of the directedness enhancement step.

positives, as well as correct detections only.

On the other hand, Figure 8.b shows the effect of the various edge �ltering

steps on detector performance. In this task, the rejection parameterp was �xed

at 5%. When scale-selection was not employed, other steps used a single scale

� v = 1 pixels. On average, the directedness enhancement step does not seemto

add much value to the algorithm. We observe that this occurs because gradients to

be removed (bright red pixels in Figure 4) are, in most cases, already part of the

irrelevant set in the �rst processing step (dark red in Figure 4). However, analysis

shows that in some particular cases (e.g. fourth example in Figure 4), this step

accounts for many distracting edges. Therefore, this step is kept in the pipeline

nevertheless.
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(a) (b) (c) (d) (e)

Figure 9: Results of different vanishing point detectors on some imagesfrom the above �gures. First

row (magenta markers) = Rother [8]; second row (yellow) = Hedau etal. [11]; third row (green)

= Tardif [13]; fourth row (red) = Kong et al. [12]. Although none of the approaches was designed

for general cases involving clutter, the method of Hedau et al. indeed represents an improvement

over Rother's algorithm, Tardif's approach handles clutter well but is unable to always prioritize the

vanishing point at maximum depth, whereas the method of Kong et al. seems to be misled by the

absence of the sky region and the clearly outlined roads.Best viewed in color.
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present

not

present

correct incorrect
rejected

location location

41.9% 41.9% 16.2%

65.9% 34.1%

correct incorrect
rejected

location location

36.8% 30.5% 32.6%

44.9% 55.1%

(a) Rother [8] (b) Hedau et al. [11]

present

not

present

correct incorrect
rejected

location location

54.6% 45.4% 0.0%

100.0% 0.0%

correct incorrect
rejected

location location

13.5% 86.5% 0.0%

100.0% 0.0%

correct incorrect
rejected

location location

43.1% 37.3% 19.6%

20.0% 80.0%

(c) Tardif [13] (d) Kong et al. [12] (e) Our method.

Table 2: Performance of state-of-the-art vanishing point detectors on our video frames.

6.2. Comparison to state of the art

The proposed method is compared to three state-of-the-art approaches. Qual-

itative results of the various vanishing point detectors are shown in Figure9. For

this purpose, some images already presented above have been used. Inaddition,

for visualization purposes, we chose those samples which have a clear vanishing

point inside the image. We have plotted all detections which were found inside the

image; in case all vanishing point locations were far outside the image (i.e. farther

thanw=4 or h=4), a +̀ ! ' sign is overlaid. Figure 9 effectively demonstrates the

dif�culty of our dataset.

Table 2 shows confusion matrices of state-of-the-art methods, obtained inthe

above classi�cation task (the results of our method are replicated under (e) for

easier comparison). Best overall results are obtained by our method (average clas-
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si�cation accuracy of 80.2% when counting all true positives, and 61.6% when

counting only the correct detections), considerably better than the alternative algo-

rithm by Hedau et al. (61.2% and 46.0%, respectively). Tardif's method achieves

a good rate of correct results (note that these are averaged over 5 runs due to the

random element of the approach), at the expense of a false positive rate of 100%.

One thing to note about the results in Table 2 is that the performance of algo-

rithms by Rother, Hedau et al. and Tardif has been favorably in�uencedby choos-

ing the best of three possible results as the match for the maximum depth location.

To allow for a fair comparison, if we follow the same procedure for our method,

we achieve a performance of 57% correct, an additional 14% over the single-point

approach. In that case, also the rejection rate improves to 85%. For completeness,

we note the results with Rother's approach when all detections are treated as valid,

even when full vanishing point triplets are not found. In such a setting, acorrect

detection rate for Rother's method is increased to 57.1%, but with a false positive

rate of 100%, thus giving similar results to Tardif's algorithm.

6.3. Road dataset

In addition to using TRECVID frames for evaluation, we compare the above

�ve approaches on another dataset as well. We used a dataset by Konget al. [12],

containing 1003 general road images, although mostly restricted to ideal cases,

always containing the sky region and without clutter. For this comparison, we used

the performance evaluation proposed by Kong et al.

In order to apply our method to the new dataset, we only had to adapt it slightly.

Speci�cally, since the original work [12] resizes images to240� 180 pixels, we

used a set of scales starting with the next smaller one:� v = 0 :125 pixels. In

addition, given that road and dirt textures were in this case useful, we decreased

the effect of lateral inhibition by setting the� parameter to 0.5.
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(a) (b)

(c)

Figure 10: Comparison of different vanishing point methods on the road dataset, in terms of pixel

distance to the ground truth position. (a) Percentage of images as a function of distance to ground

truth. Values to the right of the vertical dashed line correspond to distances to locations at in�nity. (b)

Percentage of images as a function of distance to ground truth, including fractions of false negative

classi�cations (values to the right of the second vertical dashed line). (c) Cumulative percentage

of images as a function of distance to ground truth, including in�nity locationsand false negatives.

Compare to Figure 9 in [12].Best viewed in color.

31



(a) (b) (c) (d) (e) (f)

Figure 11: Results of different vanishing point detectors on some images from the road dataset. First

row = Rother [8]; second row = Hedau et al. [11]; third row = Tardif [13]; fourth row = Kong et al.

[12]; and �fth row = our method. Our detector is sometimes misled by vertical poles, even on open

and clear roads. Nevertheless, the �gure demonstrates the ability of ourmethod to work well under

various lighting conditions, in presence of large obstructions and in the absence of clearly delineated

road lines.Best viewed in color.
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The comparison of different vanishing point methods on the road datasetis

shown in Figure 10. As in [12], the methods are compared based on pixel distance

to the ground truth position. Since we were unable to obtain the exact groundtruth

data for the dataset, we used the available road segmentations for this purpose.

Namely, we took position of the tip of the road region as the actual location of

maximum depth. This provided a good approximation to the ground truth.

Figure 10 demonstrates the superiority of the method by Kong et al. on the

road dataset, in terms of precision as well as recall. Our method demonstratesgood

classi�cation performance, but not such a good precision. Speci�cally, the bump in

the graph around distances of 100-150 pixels is due to distracting directions such as

vertical telephone poles. On the other hand, other methods, and especially[11], do

not have such good recall rates, as they make Manhattan assumptions andcannot

cope well with unstructured, noisy and blurry images.

Some qualitative results on the road dataset are given in Figure 11. In addition

to the above markers, a `==' sign is superimposed if the image is classi�ed as a

rejection. All detectors fare well in case of clear images with visible road lines

(a-b), and Kong's method is able to locate the end of the road under more dif�cult

conditions (c-d). On the other hand, methods of Rother and Hedau et al. are much

less reliable when they cannot determine the triplet of principal world directions,

and the same seems to apply to Tardif's method (c-e). Whereas our algorithmis

often distracted by vertical poles (c-d), it is able to get around lots of distracting

information and clutter (e-f).

7. Conclusions

With this paper, we aim to present a novel approach for computing the location

of maximum depth in a single, ordinary image. We aim only for a rough sense of
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depth and derive this information by detecting the vanishing point on the depthaxis,

in case one exists. Robustness to clutter and occlusions is achieved by relying on

all pixels with a distinctive gradient, instead of connected line segments. Namely,

since very little edge information results from geometry and actually contributes

to �nding the point of maximum depth location, we eliminate distracting evidence

in several steps. Thereby, we effectively achieve edge type classi�cation, keeping

only edge samples relevant for depth estimation.

For the images shown in Figure 5, the percentage of remaining gradient pixels

is small, ranging approximately from 7% to 25%, posing heavy demands on the

edge selection steps. We select edges by applying very elongated and directed

�lters for evidence enhancement of linear structures, unnoticeable noise removal,

further enhancement of directedness, lateral inhibition for texture suppression, and

natural scale selection.

The robustness of the proposed detector is illustrated on examples from a large

and diverse video dataset, widely used in video retrieval. Results demonstrate the

usefulness of our approach in many scenarios involving foreground clutter, occlu-

sion and dif�cult illumination conditions. In addition to qualitative results, we

provide evaluation of the detector on an image classi�cation task, developingcri-

teria to reject the image if it does not contain any depth. This proves to be very

useful for an application on general video frames, many of which containclose-

up shots or graphics. The proposed detector is able to distinguish betweenthese

cases with 80% accuracy, while still maintaining a good precision in determining

the maximum-depth location.

We conclude the paper with a general discussion.

When the vanishing point corresponding to maximum scene depth is found in

the image, it is straightforward to use this information for scene geometry recon-

struction. However, when the vanishing point is at in�nity, there exist manyimage
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locations which correspond to maximum scene depth. Although camera orientation

is recovered by detecting the fronto-parallel view of the scene, an interesting ques-

tion is how to determine depth discontinuities in the image for that case. Following

a piece-wise planar 3D scene model, proposed in [26] and [7], this boils down to

discovering (near-)horizontal lines at which scene depthfolds. These folds will in

some cases correspond to the horizon, but in some other cases relate to boundaries

between the ground and upright surfaces. An approach to solving this problem

could be similar to the method presented in [40].

Another remaining question is how to deal with cases showing two-point per-

spective, and having two locations of maximum depth. Although our algorithm

can account for such cases when scene geometry is `concave', the problem arises

with `convex' geometries. An extension of the method, considering again thedis-

tribution of support peaks in the manifold, should be considered in this case.

In comparison to the state-of-the-art in vanishing point detection, we evalu-

ate our method relative to four other approaches, on the dataset containing 1315

randomly selected images from general television [14]. In addition, the proposed

detector is evaluated on an independent dataset introduced in [12]. Overall, the

results suggest that the method of Kong et al. [12] is vastly superior in case of

road images. Results of the same method on television frames indicate that it does

not perform well in general scenes (for which it was not designed to work). On

the other hand, the methods of Rother [8], Hedau et al. [11] and Tardif [13] are

most reliable when the presence of Manhattan structures allows for determination

of principal world axes. Nevertheless, the latter is noticeably more robust toclut-

ter, although its results can vary due to the random initialization of the algorithm.

In their current implementations, the above three methods are not well suited for

classi�cation tasks, as they cannot reject images that do not contain any depth. The

method proposed in this paper is the most robust one in cases that involve large
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foreground obstructions and unexpected occlusions. Our approachoutperforms

state-of-the-art by a considerable margin on general television frames,however

still leaving room for improvement of this dif�cult problem.
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