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Abstract

The distinction among different edge types is important for the derivaticoarie
geometry, as well as for tasks such as image segmentation and objectoztiesi

In this paper, we study the classi cation of edges, discriminated into geonoetric
clusion boundaries, geometric surface folds and non-geometric edyasaim

is to seek the limit of classi cation which can be achieved by using local edge
information alone. We investigate the degree to which local features -ederiv
from color, orientation and texture scale properties - can be learnedctindisate
the three types of edges. The results indicate that geometry-relatedazagbs
learned from low-level image information, achieving moderately strongescyet
much higher than random assignment. In comparison to state-of-the-artiimdis
ination of salient edges [1], we achieve on average 5% lower perfoerams the
three classes. However, better performance of [1] is at the exp&nagch longer
descriptors, which take 30 times longer to compute than our features. atial sp
distribution of classi cation errors is found to be dispersed, such thatigim evi-

dence of a geometric boundary is likely to be found from local image informatio
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1. Introduction

Gradients must be in use in the vast majority of all computer vision appraaches
Edges are so important that any statistic on them may be helpful for such di-
verse tasks as segmentation, scene-geometry reconstruction, olgectaten,

or tracking.

(a) (b)

Figure 1: Occluding contours of large objects, as well as edges mabkirtprs between surfaces
of different orientation, are the most relevant edges for geometgnetruction of the scene. (a)
An example image from the Corel dataset, superimposed with one of tharhsegmentations from
the Berkeley Segmentation Dataset [1]. Clues to discriminate edgesnshaflv), are found in

differences in detail on both sides of the edge (green rectangle) and worimtation of the edge
(red). In contrast, the strongest edges generally originate from iaatansitions (blue), as well as

shadows and highlights (yellomBest viewed in color.

In this paper, we investigate the degree to which edges in arbitrary images
can be discriminated by the main group they belong to, i.e. geometry-generated
versus illumination-induced or surface-cover edges. The geometugéadgroup
of edges are caused by image projections of geometric events in the Jtese.
geometric edgemclude occlusion boundaries, which will show a different color

composition on both sides of the edge. In addition, occlusion bounda€edikely
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to show a different level of detail, as the distance to the lens is differeasathe
edge. The geometric group also contains edges induced by geometlitsairfo
the scene. In this case, the two sides may or may not show the same soxface c
on both sides of the fold. Nevertheless, they will have differing textuogeption

and re ection intensities. In general, differences in the orientation oksdge
more frequently seen at occluding edges and geometric folds than in illumination
induced or surface-cover edges.

The group of edges not induced by geometry contains transitions in the illumi-
nation intensity, seen as shadows, as well as transitions in the surfareocothe
object, caused by markings in paint, bands, and material layersidriigeometric
edges tend to preserve texture properties across the edge. In addiéiterjal
transitions or shadows are more often responsible for strong edgesefdie,
non-geometric edges tend to be stronger in intensity, saturation and chigmatic
as illustrated in Figure 1. In this paper we will assume that the roughness-of s
face coverings can be ignored as a geometric effect, since the georncatdw$
roughness is an order of magnitude smaller than the depth in the scene.

We aim to investigate what edges may reveal about the local geometric struc-
ture in the most direct way. In what phenomenological way are geomefesed
different from non-geometric ones? What can the appearance e$éeljus about
the local geometry of the scene? We aim to nd support for this dif cult distion
in arbitrary images by combining all evidence that can be amounted.

The small statistical changes outlined above are the foundation of our attempt
to distinguish the two groups of edges. Itis likely that differences will bellsand
hardly measurable, nevertheless they are still worth investigating. In thentu
probabilistic approach to computer vision, it is advantageous to have amnis
nation between edge types on the basis of their local properties.

In this paper, we concentrate on the group of edges induced by geoMé&try
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call this group "geometric edges', and subdivide it into geometric occlumiand-
aries - the 'occlusion boundary' class, and geometric surface fotdbgdsurface
fold' class. On the other hand, we call the rest of the edges the 'nomeggic'
group. Although this class can also be divided into subtypes, we do netdmr
those explicitly, but treat them together at a group level.

For evaluation of our approach, we use the Berkeley Segmentation Didfase
But whereas initial usage of this dataset focused on edge salienayg2hvesti-
gate edge type only. In addition, in contrast to other works using compudiition
expensive descriptors [1], we propose a set of compact featuitable in edge

classi cation tasks.

2. Related work

Computational attempts to edge interpretation began with Guzman's program
SEE[3], which formulated a scheme for treating different geometric edgesrirster
of junction constraints. Guzman was followed by many researchers vaigzaa
such edge vertices in detail, usually from ideal line drawings [4, 5]. R@écden
et al. [6] have proposed a method for providing salient edges with /gooeind
labels in images of natural scenes. The authors achieve impressilts gggen
initial human segmentations, but the question remains about arriving at the ap
propriate edge set. To that end, we start from all detected edge®gsidntly
discriminating them based on their type.

Martin et al. [1] propose a robust detector of salient edges in an imaaye; le
ing what distinguishes natural boundaries from the rest based onVehfdatures.
The features comprise brightness, color and texture edges over rediftgienta-
tions. They outperform other state-of-the-art methods, but their elebéeature

extraction mechanisms remain computationally expensive. Attempting to reduce



the computational load, we propose a different set of features,theless aiming
for robust performance.

Occlusion boundaries attracted considerable interest in the past. ISevera
searchers attempted to explicitly characterize occluding contours in ternteif in
sity [7] or shading [8] pro les. We follow a different path. Instead cfpdicitly
formulating occlusion pro les, we attempt to learn their implicit characteristics
from a set of visual features.

The work on surface folds includes approaches reconstructing attamhge-
ometry, which implicitly nd the wall-ground boundaries in indoor scenes [9, 10
11] as well as urban [12, 13] or general outdoor [14] environmehtscontrast
to works deriving global scene geometry, we attempt to learn geometriepiexp
locally, at the edge level.

Learning has been applied to low-level vision problems in [15], wherd-sha
ing edges are disambiguated from re ection-based ones. On the othey édge
classi cation has recently been used for higher-level vision tasks.dptbcess of
inferring camera orientation, edges are classi ed into Manhattan oneessin
[16]. Other works learn class-speci ¢ edge detectors for objectotiete[17, 18]
or as a pre-processing to an object classi er [19]. We learn edgea fiiffer-
ent purpose. Distinguishing between geometric edge types and all otbgrea
attempt to arrive at a set of edges indicative of scene geometry.

Recently, Hoiem et al. [20] have used machine learning to identify occlusion
boundaries, obtaining relative depth order as the nal result. Startorg &n over-
segmentation, they iteratively merge regions likely to belong to the same object,
assuming that local estimates are unreliable for global reasoning due toehe o
abundance of texture edges. Instead of removing spurious edgesiterative
procedure, we attempt to learn the type of each edge in a single pasd,drase

local cues only.



We investigate the characteristics of geometry-induced edges and soibthe
from all automatically detected edges. The contribution of this approactwoas
possible consequences. Firstly, learning models of edges inducedimmetig can
lead to smooth scene reconstruction and depth estimation. By removing spuriou
re ectance, shadow and material edges, outliers for many mid-level viagks,
such as gure/ground segmentation, object detection and recognitidnstape
reconstruction, are eliminated. We learn such edge type models basethpaato
low-level visual features. Secondly, the classi cation enable a more spmatal-
ysis of both occlusion boundaries as well as surface folds. In additolating

non-geometric edges can lead to their further classi cation and chazatien.

3. Method

In order to arrive at a set of all image edges, we rst obtain gradiengjeéndy
convolving the input with elongated Gaussian Iters at multiple scales. Filtering
is performed on grayscale images, which results in suf ciently reliableignad
measurements. The gradient images will contain evidence of geometry trassitio

as well as illumination-induced responses.

3.1. Anisotropic Gaussian ltering

The general case of an anisotropic Gaussian 2D lter at arbitrarytatien ,

is given by:
1 2 1 2
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A decomposition of the above anisotropic lter into a computationally more
convenient set of bases has been proposed in [21]. Filtering in two diorenis
achieved by a sequence of two Gaussian 1D Itering operations in rnibiegwnal

directions: one along the-axis, followed by another along the line= x cos' +

ysin' :
. 1 1 x2 1 1t2 .
9. . (Xy)= p=—exp S p——exp -5 ; A3)
2 x 2 3 2 2
with corresponding 1D lter parameters:
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and intercept tan' = -
P (& &cos sin

(6)

We convolve the image with elongated Gaussian lterSlat= 8 orientations.
The spectral space is sampled\at = 4 octave intervals appropriate to the size of
images in our dataset:, 2 f 2;4; 8; 169 pixels. The elongation factor i = 3,
leading to lters with a maximum kernel span 86 288pixels.

In the sequel, we drop symbolg and  for clarity, and use ; to indicate a

speci c set( ; v) of related lter scale parameters.

3.2. Natural scale selection

Geometry transitions that occur in the image come with various edge pro les.
In order to include the effect of each such transition, we sample the imagel-at
tiple scales. However, using multiple scales leaves open the question of eviech
to rely on at a particular image location.

Elder and Zucker [22] propose a method for local scale selection wieg u

image gradients, based on the minimum reliable scale. The authors' de nition of
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reliability implies that at the chosen and larger scales, the likelihood of eu®r d
to sensor noise is below a pre-de ned tolerance level. The minimum reliable sc

A (x;y) for an edge is thus computed as an in mum of a set of values:
"qy)=inf B (Gy) >e( ) Q)

wherec( ;) stands for a critical value function, i.e. the tolerance level. For a
given level of sensor noise and lter scale, the critical value functicecsps the
minimum gradient response value that can be considered statistically reliable.
We establish the critical value function by computing, at all scales, the allowed
discrepancy from the expected Iter response, averaged over thang@es in our
dataset. The discrepancy is set to two times the standard deviation in Itemssp
values, covering 95% of the distribution energy.
This step returns a gradient map, including the best- tting scale of obsemva
for each image pixel, in addition to gradient magnitude and the orientation. The
chosen scales are used together with the gradient magnitudes to obtagtgel

maps.

3.3. Binary edge maps

Binary contour maps are constructed by the standard procedure-ofiaxima
suppresion, followed by hysteresis thresholding [23]. Starting fradignt maps,
non-maxima suppresion thins the edges to one-pixel wide candidate canibis
is followed by hysteresis thresholding on the candidates. The procedgdaaiwo
threshold values; andty, t; < t,. Commonly,t, is computed as a quantile
th(1 p), wherep is the minimum fraction of candidate pixels to be retained in

the nal contour map. We xp to 0:3 and the low threshold value tp= 0:4ty,.



4. Geometry-related cues

4.1. Proposed features

Here we present the proposed compact features. We attempt to disatabigua
not only different connected 3D regions, but also those that belongetgame
structure, but have different geometry characteristics. We focus ase thues

which are likely to have different responses across a geometry-idchaige.

Spectral cues.Edges in the image arise from structures at different scene depths
and appear in all orientations. However, perspective effects andrtieuse of
visual environments constrains these possibilities. It is thus more likely to have
sharper edges in the foreground and blurred ones in the distanaidition, those

in the distance are more likely to have random orientation. The level of teixture
regions across an edge is also more likely to be different in case of bddtsu
folds and occlusion boundaries. To encode spectral propertiescatoe edge, we

rst store the edge's orientation angle, Then for regions on both sides of an
edge, we compute the mean of gradient magnitudes chosen by the scdierselec

process. In addition, we store an average of natural scales overrtgiens.

Lateral inhibition cues.In higher-level vision tasks, it is advantageous to introduce
spatial coherence in classifying edges. Humans achieve this via the rnsuahan
lateral inhibition, for which Grigorescu et al. propose a computational j2dg
In anisotropic inhibition, the Iter response is suppressed by other neigjdp
responses of the same orientation. In isotropic inhibition, all orientatiortsicote
equally to the suppression, favoring isolated directed lines over texture.

The gradient map, resulting from steps described in Section 3.1, is dempoted

E,. (Xy)j=125N ji =155 N . The maximum gradient response over all



orientations is then
éj(x;y)zmalix E .., (xy)ji=1;m5N (8)

For any given image poir(ix; y), the lateral inhibition term is computed in a
ring-like area around the central eld. We follow [24] and use the samigivtiag

functionw | (x;y):
8
<z z 0
H DoG,(x;y) ; H(z)=.

W (X' )— ;
1Y) KR (DoG | ke 6

otherwise ’

9)
wherek:k; denotes thé; norm and DoG, (x;y) is the difference of Gaussians
function.

In anisotropic inhibition, an suppression term is computed for every orienta
tion ; separately, as a convolution of the Gaussian respBnse (x; y) with the

weighting function:

th, ()= E o ow () (10)

Jol J

The inhibition is performed by eliminating all edge pixels where
H E . (xy) th (xy) =0; (11)

where factor controls the strength of the surround suppression.

In case of isotropic surround suppression, the inhibition term is independ
of orientation. Maximum Gaussian response over all orientations is used,ig
Equation 8. The isotropic inhibition term is computed as the convolution of the

maximum energy map with the weighting function:

th(xy)= B w; (xy) (12)

] ]
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Similarly to above, we discard locations where
. | . —
H E (xy) t'(xy) =0 (13)

Lateral inhibition is another way to capture texture properties of regiamsac
an edge. We apply both types of suppression to the gradient maps, settamy-p
eter to the medium value df:5. Local edge properties are stored by computing
the number of surviving pixels in regions on both sides of the edge, noeddbiy

the region area.

Depth-edge descriptors # feats.

N

Position

P1. Edge location: x,y-coordinates

Spectral cues
S1. Edge orientation: gradient direction
S2. Scale: mean of selected gradient magnitudes

S3. Scale: mean of selected scales

Lateral inhibition

L1. Texture: mean value of surviving pixels at 8 orientasion

Color
C1. Chromaticity: mean response to color derivative lters

C2. Hue: mean hue value

Pk W 00|00 O(F F = WN

C3. Saturation: mean saturation value

Table 1: The proposed cues for learning depth-related edges.

Color cues. Surfaces of different orientation, as well as separate objects, age mor
likely to have different color properties as well. In addition, saturatiorpero
ties have already been shown as valuable in depth ordering, encodiefjetteof

atmospheric scattering [25]. In order to describe color properties inetginor-
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hood of an edge, we rst lter the image with shadow-invariant gradieltérs of

[26], obtaining a three-channel image with chromatic edges only. In adgditien
convert the input colors to HSV space and retain the hue and saturationaib.
As above, the cues are encoded by storing the mean value of the twosragioss

the edge.

Position cues.In addition to the above features, extracted from regions on the
side of an edge, we also store the edge's position in the image viaatsdy
coordinates. This is particularly relevant for occlusion boundariesesitoser
objects generally appear lower in the image, and farther ones higher.

The proposed features are shown in Table 1. It is important to note that an
effect to be measured between the types of edges is likely to be small. ditggref

it is only expected to be observed when using the full set of features.

4.2. Berkeley features

Berkeley edge features # feats.
Oriented energy 8
OE: Localized oriented energy at 8 orientations 8
Brightness gradient 8
BG: Brightness gradient at 8 orientations 8
Color gradient 24
CG: Color gradient at 8 orientations 24
Texture gradient 8

#G: Localized texture gradient at 8 orientations 8

Table 2: Berkeley edge feature set.

To benchmark the performance of our descriptors, we compare them to the

state-of-the-art edge feature set of Martin et al. [1]. In this work, abthors
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arrive at a set of features comprising oriented energy, as well astihegs, color
and texture gradient descriptors. The brightness and color gradientsmaputed
in a CIE L*a*b* color space, and gradient boundaries have been pra@sely
localized using a second-order Savitsky-Golay Itering. We closely follbjaand
extract features at eight orientations and three half-octave scalestditing Iter
scale is set to 0.75% of image diagonal for the brightness gradient, ancb1th&o
diagonal for other descriptors. Nevertheless, the results presemtediéive been
obtained with a single scale, which is reported to perform best for eatioyar
feature in [1]. This has resulted in 48 features in total, or 96 for both sitlag

edge. The Berkeley edge feature set has been summarized in Table 2.

5. Implementation details

The types of edges that we are interested in are a subset of all edgasiage.
Therefore, we rst obtain a set of all automatically detected edges, atits to
consider for learning. To discover when image properties chaogessthe edge,
we extract features from regions on both sides of each edge pixel.

Given different edge pro les, calling for usage of natural scaleci®ls, the
properties of regions from which features are extracted are edqgrdent. We
take elliptical regions at edge orientation whose sizes are determined by the

selected scales, such that
Lp=3"(X;y); La= felp (14)

wherelL 5 andL, are, respectively, the major and minor semi-axes of an elliptical
regionL.

In images containing clutter and intricate shapes, edge neighborhoods ofte
include other edges. In order to avoid confusion with clutter, we mask the ellip

tical regions where necessary. More speci cally, we do not allow tigéores to
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Figure 2: The block diagram of our algorithm.

get closer to other edges th8n(X; Yo) pixels (where(Xo;Yo) is the location of

the other edge). Similarly, we do not measure immediately at the edge but shift
the regions away from it b@”(x;y) pixels. When region area is reduced to less
than 100 pixels, the region is skipped from analysis altogether, due tbalmee

statistics.

6. Learning depth-related edges

6.1. Experimental setup

For the evaluation of our edge learning approach, we have used 10@smag
from the Berkeley Segmentation Dataset [1]. This dataset contains h2a00al
segmentations of 1000 Corel dataset images from 30 human subjectaufdliodyp
available benchmark consists of the segmentations for 300 images, divideal in
training set of 200 images, and a test set of 100 images. We took one fwalf of
images from the training set, and another half from the test set.

In addition to human annotations of image regions, the Berkeley Segmentation
Dataset also provides the gure/ground labelings for 100 training imaglesre-

fore, we could derive all the necessary training labels for learning figs data.

14



Starting from human segmentations, we have created several grotimanr@ps,
containing only geometry-related edges. Where these manual marks vasuld c
respond to surviving responses of an edge detector, we could useathelass
labels.

The feature extraction and edge annotation processes are illustratediia Fig

6.2. Learning strategy

For purposes of edge classi cation, we design a genemne vs. ondased
classi er that uses extracted features to output a single edge class Mbéi-
class classi ers based onane vs. ona@pproach involvek (K 1)=2 different
binary classi ers on all possible pairs of classes; test points are trsgnasl to
the class with the highest number of “votes'. From a large variety of sigeer
machine learning approaches, we have chosen the Support Maclixe, (8hich
has proven to be a solid choice. We utilized the LIBSVM [27] implementation,
with radial basis functions as kernels.

The feature extraction process resulted in 363216 learning samples iaitfie tr
ing set, and 354312 samples in the test set. Given such large learningesbtse
learned the models based on several random subsets of the trainingGilata.
random selections, the nal performance is obtained using bootstrapgatipn,
which reduces the variance in the result and avoids over tting [28]. @rheof
the ten individual bootstrap runs, we have perfomed a 10-fold cralédation to
estimate the model.

In addition to sets being large, they both contain very uneven class distribu-
tions, as shown in Table 2. This has signi cantly affected the learning girate
that we have used. Namely, the issue arises with bootstrap sets in whichthe nu

ber of samples of the poorly represented class is too small to estimate the class
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% in training | % in test
Edge class set set
surface folds 2.3% 2.3%
occlusion boundaries 9.2% 8.2%
non-geometric edges 88.5% 89.5%

Table 3: Prior probability of edge types in training and test sets.

distribution. Even if optimized for per-class performance, this results ins cla

si er assigning all samples to the most numerous class. The standarddprece

to deal with unbalanced classes is to use weights that are inversely {iwopbr

to the relative class occurrence [29]. However, giving much bigger itapoe to

the poorly-represented class, which might be scattered, still leads tal ek

els. Postulating that class overlap is the underlying problem in this caseawee h
used equal weights for all classes, but taken bootstrap sets with dmequizer of
samples in each class. This enabled us to estimate each class model progerly an

obtain better results.

7. Results

In this section we give an overview of edge classi cation results. Instéad
the usual percentage of all correctly classi ed samples, performangieda by
per-class recognition rates. This manner of reporting results is much nitaielsu
for problems involving uneven prior distributions.

As described above, we learn the classi cation model by using bootsétap s
with an equal number of samples of each edge class. Figure 3 shows @ow th
performance changes depending on this number, computed as thetpgeceh
total samples in the “surface folds' class. Whereas the gure showsialions

for individual classes, it also demonstrates that the average perfoenoaer all
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Figure 3: Recognition rates as a function of the percentage of suditéefirning samples. Indi-
vidual runs have been aggregated using majority voting. Dotted graphsresults, graphs with

asterisks - results with Berkeley features.

classes remains relatively high. By inspection of results obtained with veal s
sample size, we observe that a good model of surface folds can beasbfeom
few samples. This is, however, at the expense of the occlusion bgucldas, for
which the model seems to be inadequate in case of small sample size.
Figure 3 illustrates the classi cation performance of the proposed featboe
comparison, we show an additional set of graphs, obtained with the IBgriea-
ture set. As expected, the class where the peformance difference inatiosble

is the one of occlusion edges, given that Berkeley features havedesegned to
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non-geom.

occl. bnds.

surf. folds

non-geom. ocel. bnds suri. folds non-geom. occl. bnds surf. folds

(@) (b)

Figure 4: Confusion matrices with recognition rates for each classesmonding to best average

performance in Figure 3. (a) The proposed feature set. (b) Bgrkdige feature set.

detect natural boundaries. In contrast, our features perform sligbtigrion the
non-geometric edge class. The proposed feature set is three times myracto
(i.e. 33 versus 96 features per edge), while the extraction processabkat 30
times less than in case of Berkeley features.

For the point in Figure 3 producing best average performance, vgeireon-
fusion matrices in Figure 4. The matrix obtained with the proposed features, in
Figure 4.a, shows a 5% drop in the recognition rate of the best-reprdsdass
(‘non-geometric edges'), relative to random assignment. Howeveagnhacant
increase in rates for the other two classes is obtained. Namely, for thHesiocc
boundaries' class, there is more than a 7-fold increase, and for tHfacesdolds'
class a 13-fold increase in recognition. The corresponding confasirix for the
Berkeley feature set is given in Figure 4.b. The most apparent differa per-
formance relative to the proposed features is in case of the “occlusimuaoes'

class, somewhat compensated by our features outperforming the Besktlen
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Figure 5: Confusion matrices corresponding to classi cation results eftduding one feature sub-

surt. folds.

set at a time. (a) Without location features. (b) Without spectral featfcd Without lateral inhibi-

tion features. (d) Without color features.

‘non-geometric edges'.

To demonstrate the value of speci c feature sets for edge-type recagnitio
Figure 5 shows confusion matrices obtained after excluding individasife sets
from Table 1. It can be seen from the gure that the performancesdiogmatically
by excluding any feature set, demonstrating that all the feature typeseessary
to capture small differences across an edge.

Figures above show results based on a majority voting. However, one may
decide to put more emphasis on geometric edge types by giving them piefere
For example, it is possible to assign a class label to a sample even if there is only
a single vote for it. This is suitable for scenarios in which false positivesease
important than false negatives. Figure 6 shows the effect of voting gyrate
classi cation performance. The preference is given rst to the sigffolds class,
then to occlusion boundaries, and then to non-geometric edges. Thagagates
the recognition limits that can be achieved for geometric edges if they anethvo
by the decision process: 67% for surface folds and 75% for occlimiandaries,

but at the expense of other edges.
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Figure 6: Recognition rates in relation to the voting strategy.

8. Conclusions

In this paper we investigate the degree to which image edges carry informa-
tion about their basic type. Is it possible, given an arbitrary image and olkn
edge about the scene or topic, to discriminate geometric edges from noretye
ones? Can one learn edge type solely from the compact local featorgslahe
edge? As these questions are very generic, and we deliberately uskacally
information, rm answers cannot be expected. But in the context olbgindis-
tic reasoning, any substantial bias in classi cation probabilities will be of kelp
many topics.

Indeed, we have found that properties of edges will discriminate modierate
well between geometric edges and non-geometric ones on the basis of sioaple lo
features. Over the three classes, we were on average able to adl¥&etalsi ca-

tion accuracy. This is a surprising result as it is far better than randsigrasent,
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@) (b) () (d)

Figure 7: Edge classi cation results. (a) Original images. (b) Resuliseoédge detector, containing

edges of all types. (c) All classi cation results back-projected into thgimeal image. (d) Classi ca-
tion results corresponding to human segmentations, back-projecteite Wlorrect classi cations;
black - incorrect; blue - degenerate samples; yellow - contours inditgtechuman, but not found
by the edge detector. Where (d) indicates only manually annotated saligeg,en (c) we classify
all detected edges, regardless of their saliency. Our approach is attdssdy most edges correctly

. . 21
even when they are non-salieBest viewed in color.



yet we pose no restrictions on the edges whatsoever. Our method is abdege r
nize two geometric types, namely occlusion boundaries and surface fatdsa
7-fold and a 13-fold increase relative to their prior probability. The lkesapply
both to human-designated salient edges, as well as non-salient oilkstegted

in Figure 7.

In comparison to state-of-the-art in discrimination of salient edges [1], we

achieve on average 5% lower performance over all classes. Howetr perfor-
mance of [1] is at the expense of much longer descriptors, which usukéy3@
times longer to compute than our features.

The spatial distribution of classi cation errors is such that for all edtjese
appears to be a local majority of correctly classi ed ones. This resulh®iee
door to bottom-up classi cation of boundaries by regional combination ddlloc

edge classi cations.
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