
Research Questions
•What are the dynamics of user generated comments 
on news articles?

•Can we predict prior to publication whether a news 
article will receive any comments, and if so, how 
many?

Predicting Comment Volume

Stage 1: Any comments?
•Skewed dataset, reflected in F1 scores
•Low Kappa-statistic, results similar to random
•Textual and semantic features strong performers
•All features combined no substantial improvement over 
individual features
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Inverse cumulative log-normal distribution function @ 0.5 to 
define high/low comment volume

Stage 2: High/Low comments?
•F1 is more equally distributed
•Textual/Semantic features strong performers (high variance)
•All features combined perform better than the baseline, and 
exhibit higher Kappa-values

Failure Analysis
•Locality (remote/local)
•Article in controversial topic, without being controversial
•Low comments expected from the article, but posted 
comment sparks discussion

•Shocking, touching, surprising articles generate more 
comments than expected

Conclusions and Future Work
•Yes/No step returns high F1 for most sources
•High/Low volume proves harder to predict
•Textual and semantic features strong performers
•Optimize the number of textual/semantic features per source
•Predict comment volume during publication
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Task
Predict the comment volume of news articles prior 
to publication

Approach: Two-stage binary classification: first yes/no 
comments, then high/low comment volume

•Big and small news agents
•Commented news articles ratio: 2x compared to blogs
•Longer reaction time: 7 vs 2 hrs in blogs

Exploring News Comments
Period Nov 2008-Apr 2009, ~300K articles, ~2M 
comments
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by Manos Tsagkias, 
March 13, 2009 -- Latest 

government policy on child 
benefit abuse. (Telegraaf)

Predicting the Volume of Comments 
on Online News Stories1500 comments, in 

less than 24 hours April 2009 -- Initial reports 
on potential pandemic flu in 
Mexico. (several sources)

500 comments, over 
more than 2 weeks

Feature Engineering

Real-world: avg_temperature

Surface: month, wom, dom, day, hour, first_half_hour, 
char_length, category_count, has_summary, 
has_content, has_content_clean, links_count, 
authors_count

Cumulative: articles_same_hour, dupes_internal, 
dupes_external

Textual: tf of top-100 terms (log-likelihood) per source

Semantic: loc_count, per_count, org_count, 
misc_count, is_local, and tf of top-50 entities per  type
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