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Abstract

There are two main paradigms for querying semi struc-
tured data: regular path queries and XPath. The aim of
this paper is to provide a synthesis between these two. This
synthesis is given by a small addition to tree walk automata
and the corresponding caterpillar expressions. These are
evaluated on unranked finite sibling-ordered trees. At the
expression level we add an operator whose meaning is in-
tersection with the identity relation. This language can ex-
press every first-order definable relation and its expressive
power is characterized by pebble tree walk automata that
cannot inspect pebbles. We also define an expansion of the
caterpillar expressions whose expressive power is charac-
terized by ordinary pebble tree walk automata. Combining
results from Bloem–Engelfriet and Gottlob–Koch, we also
define an XPath like query language which is complete for
all MSO definable binary relations.

1. Introduction

This paper is about extracting information from semi
structured data (SSD). Such data is abstractly viewed as a
labeled graph or in more favorable cases a tree. Here we fo-
cus on languages which are designed to select sets of nodes
from such graphs. A great number of languages have been
proposed but they broadly fall into one of two categories
or paradigms. The first is the one advocated in the stan-
dard textbook on SSD [1] under the name ofregular path
queries. The second is the W3C standard XPath 1.0 [25].
These two languages are incomparable in expressive power
and are based on rather different ideas. The aim of this pa-
per is to provide a synthesis between these two paradigms.

Our method will be as follows. First we abstract from
the syntactic peculiarities of the languages and reformulate
them in terms of an algebra. This exercise highlights the
differences and serves as a guide for finding the desired syn-
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thesis. We formulate this synthesis in terms of a language
which is expressive enough to embed both paradigms. If
that would be the only requirement of the language the task
is not interesting, as we could take for instance monadic
second order logic. Indeed for a proposal to be of interest it
should satisfy the following reasonable properties:

1. the language should besimple, for instance compa-
rable in simplicity to the relational calculus. Hence
we want an algebraic language with simple operators,
preferably a finite number of them.

2. the language should beunderstandable. With this we
mean that the expressive power of the language can
be characterized in terms of existing widely accepted
formalisms, in particular either logical or in terms of
automata.

3. the language should beusefulfor its purpose. Its pur-
pose is to query semi structured data, whence the query
evaluation problem must be tractable.

Such a language exists, and the paper derives its name from
it. The language is simply the expansion of the caterpil-
lar expressions of [8] with one extra unary operator(·)loop

whose meaning is defined, forR a binary relation, as

Rloop = {(x, y) | xRy andx = y}.

We also discuss a second proposal which meets all three
criteria, except that the language is not algebraic. It is the
expansion of caterpillar expressions with intensional pred-
icates defined by Monadic Datalog programs of [12]. By
results of Bloem, Engelfriet [5] and Gottlob, Koch [12] this
language is equally expressive as binary MSO.
The main contributions of the paper are

1. The formulation of the languages of looping caterpil-
lars, caterpillars with variable binders and caterpillars
with monadic Datalog tests.

2. The equivalence, on ordered trees, between relations
definable by looping caterpillar expressions and those
accepted by non-inspecting pebble tree walk automata.



3. The fact that, on ordered trees, every first-order binary
relation is definable by a looping caterpillar expres-
sion.

The paper is structured as follows. The next section con-
tains the needed preliminaries and formalizes our research
question. It highlights the differences between the two men-
tioned paradigms in an algebraic setting and presents the
synthesis. Section 3 is about caterpillar expressions with
monadic Datalog tests. Section 4 contains the main techni-
cal contributions, all related to tree walk automata equipped
with pebbles.

Related Work. Theoretically, this paper belongs to the
research project started by Engelfriet and his co workers
which aims at understanding the expressive power of tree
walk automata, and several extensions of these [5, 9, 10].
The pebble and looping tree walk automata defined here are
refinements of their pebble tree walk automata.

Tree walk automata and the corresponding (caterpillar)
expressions have been used in relation to XML by a number
of authors, in particular in relation to tree transformation
languages [8, 22, 3].

For tree walk automata, the basic questions have been
solved only recently [6, 7]. Other results are about ex-
pressivity of extensions and/or non–expressivity of frag-
ments, in particular the papers by the Engelfriet group and
of Neven and Schwentick [24]. See the last paper and also
[23] for further related work.

Most work on expressivity for XML query languages is
about languages contained inunaryMSO. The importance
of binary relations is indicated in [11] (the companion to
[12]) in the context of wrapping languages.

2. In search of an algebra for XML

We take XML documents as the model of semi structured
data, and we immediately go to their standard mathematical
abstraction: unranked, finite, node labeled, sibling-ordered
trees. From now on we simply call these structures trees.
We assume some fixed finite alphabetΣ and assume that
each node is labeled by exactly one symbol from this alpha-
bet. These two restrictions are easily lifted, cf. Remark 2.1.
We adopt them for a smoother presentation. The suitable
first-order language for these structures is in the signature
consisting of two binary relations and unary predicates cor-
responding to the elements ofΣ. The relations are thede-
scendantand thefollowing-sibling relations. The descen-
dant relation is the transitive closure of the edge or child re-
lation in the tree. The following-sibling relation is the strict
linear left-to-right order on the set of children of each node.
When we use the phrasesfirst-order languageor first-order
logic we always mean first-order in this signature (includ-

ing equality). Similarly for monadic second order logic. We
often use the abbreviations FO and MSO.

This paper is about languages which can define binary
relations on trees. A binary relation on trees is a set of
triples(T, t, t′) with T a tree andt, t′ nodes inT . The term
“relation” is this paper is always used in this sense. We say
that a relationR is first-order definable if and only if there
exists a first-order formulaφ(x, y) such that for all treesT ,
for all nodest, t′ in T ,

(T, t, t′) ∈ R if and only if T |= φ(t, t′).

For all other languages, the same kind of definition is used.

Remark 2.1. In the context of XML documents the as-
sumptions of a finite alphabet and that each node is labeled
by exactly one symbol are not reasonable, as nodes may
also contain attribute value pairs. All results in this paper
also hold when lifting these two restrictions. As the nega-
tion of a label test is then not definable anymore, one has to
add that feature to the languages. See Remark 2.2 in [12]
for further explanation.

2.1. Core XPath

Gottlob et al [13] defined a convenient logical abstrac-
tion of the W3C language XPath 1.0 which they dubbed
Core XPath. The semantics is usually defined in terms of
answer sets given a context node. An equivalent alternative
is to view Core XPath as a language for denoting binary
relations. [21] gave an alternative syntax for Core XPath
which is convenient for us:

Definition 2.2. Short Core XPath expressions (SCX for
short) are defined by the following grammar.p denotes an
arbitrary element from the alphabetΣ.

axis ::= child | parent | right | left | child∗ | parent∗ |
right∗ | left∗.

test ::= p.
R ::= axis | test | R ∪R | R/R | ∼R.

Given a treeT , the meaning of the XPath expressions
is defined as in Table 1. Each expression denotes a bi-
nary relation. Each treeT corresponds to an algebra with
the three operators/,∪ and∼. The domain of the alge-
bra is the closure under these operators of the generator sets
{[[p]]T | p ∈ Σ} and the sets[[axis]]T , for each of the 8 axis
relations. The operators∪ and/ are well known regular
expression operators. The unary operator∼ is calledcoun-
terdomain. Its motivation is explained in [21]. Just like
XPath’s filter expressions it is used to perform structural
tests on nodes. For instance, the counterdomain of thechild
relation,∼child, denotes the set of pairs(n, n) for n a leaf.
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[[p]]T = {(n, n) | n in T andn is labeled byp}
[[child]]T = the edge relation in the treeT

[[parent]]T = [[child]]−1
T

[[right]]T = the immediate sibling to the right relation inT
[[left]]T = [[right]]−1

T

[[R ∪ S]]T = [[R]]T ∪ [[S]]T
[[R/S]]T = [[R]]T ◦ [[S]]T (= {(n, n′) | ∃n′′ : (n, n′′) ∈ [[R]]T and(n′′, n′) ∈ [[S]]T })
[[∼R]]T = {(n, n) | not∃n′ : (n, n′) ∈ [[R]]T }
[[R∗]]T = {(n, n) | n ∈ T} ∪ [[R+]]T
[[R+]]T = [[R]]+T (= [[R]]T ∪ ([[R]]T ◦ [[R]]T ) ∪ ([[R]]T ◦ [[R]]T ◦ [[R]]T ) ∪ . . . ).

Table 1. The semantics of XPath expressions.

Note that double counterdomain corresponds to a path ex-
pression in a filter. E.g.,∼∼child/p denotes all pairs(n, n)
such thatn hasa child labeledp.

The following result gives the reason why we did not
need to define Core XPath.

Theorem 2.3 ([21]). Core XPath andSCX can define the
same binary relations. In fact there exist linear translations
between the two formalisms.

The proof is straightforward. Here are some examples of
equivalent Core XPath (left) and SCX (right) expressions:

root ∼ parent
leaf ∼ child
child :: p child/p
/descendant :: p ∼ parent/child+/p
child :: ∗ child
self :: p[child :: ∗] p/ ∼∼ child
preceding :: p parent∗/left+/child∗/p.

[21] contains an exact characterization of the expressive
power of Core XPath in terms of first-order logic. For us it
is sufficient to recall

Fact 2.4. Every Core XPath definable relation is first-order
definable, but the converse does not hold.

Before we go to the regular path queries, we summarize
the crucial features of XPath:

1. XPath can define only first-order definable relations;

2. paths are generated using the regular expression oper-
ators/ and∪ from
• the four axischild, parent, left, right and their re-

flexive transitive closures;
• simple tests on nodes (thep);
• structural tests on nodes (expressions like
∼(descendant/∼p) expressing “All nodes in
my subtree arep nodes”).

2.2. Regular path queries

The formalism ofregular path queriesdescribed in [1]
is interpreted onedge labeled graphs. So we have to adjust
it to our setting of node labeled trees. This is easy. Turn a
tree into a graph by adding all parent and immediate left and
right sibling arcs and label them accordingly. Moreover for
each noden, add the arc(n, n) and label it with the label
of n. A regular path query over such a graph is exactly the
same as a caterpillar expression of [8]. Caterpillar expres-
sions are defined similarly to the SCX expressions:

Definition 2.5. Caterpillar expressions (CAT for short) are
defined by the following grammar.p denotes an arbitrary
element from the alphabetΣ.

axis ::= child | parent | right | left.
test ::= p | ∼child | ∼parent | ∼right | ∼left.
R ::= axis | test | R ∪R | R/R | R∗.

The meaning of caterpillar expressions is defined exactly
as before. The syntactic difference between SCX and CAT
can be summarized as in the following table:

Kleene star Counterdomain
Caterpillar Unlimited Only on the
expressions 4 basic axis
Core XPath Only on the 4 basic axis Unlimited

The next proposition shows that there are also semantic dif-
ferences.

Proposition 2.6. SCX and CAT are incomparable in ex-
pressive power. In particular(child/child)∗ is notSCX ex-
pressible and∼∼ (parent/p) is notCAT expressible.

The simple solution does not work (yet). The obvious
thing to do is to add∼ to CAT. In fact the resulting lan-
guage is equivalent to a language proposed in [17] as an
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alternative to MSO for describing parse trees of natural
language sentences. Using the technique of Theorem 2.3
one can show that this language contains exactly the pro-
grams of Propositional Dynamic Logic [14] with programs
child, parent, left, right and propositional variables fromΣ.

Does this proposal satisfy our three design criteria? It is
clearly algebraic and has simple operators. It has a linear
time query evaluation problem [19]. But the following is
open:

Problem 2.7. Give a logical or automata-theoretic charac-
terization of the expressive power of the expansion ofCAT
with the counterdomain operator.

2.3. Looping caterpillars

In order to get an intuition about our proposed solu-
tion we define some SCX relations in CAT. First con-
sider the relation{(x, x) | x has a childy such thatPy},
which is defined by∼∼(child/p). This is easily definable
aschild/p/parent. Now consider its “inverse”

{(x, x) | x has a parenty such thatPy},

which is defined by∼∼(parent/p). The “solution”
parent/p/child only works on unary trees. In general it
denotes the set{(x, y) | ∃z(z childx ∧ z child y ∧ Pz)}.
On rankedtrees the relation is of course definable, but on
unranked trees it just does not work. What we want is

(parent/p/child) ∩ self,

whereself denotes the identity relation. Indeed the operator
of intersecting with the identity is our desired solution. The
next definition adds it to the language CAT.

Definition 2.8. Looping caterpillar expressions (LCAT for
short) are defined by the following grammar.

axis ::= child | parent | right | left.
test ::= p | ∼child | ∼parent | ∼right | ∼left.
R ::= axis | test | R ∪R | R/R | R∗ | Rloop.

The meaning of the new operator is simply

[[Rloop]]T = [[R]]T ∩ {(n, n) | n ∈ T}.

Now we evaluate this solution. First, does it extend both
CAT and Core XPath (or SCX) in expressive power? Yes,
we even have a much stronger result:

Theorem 2.9. Every first-order definable binary relation is
definable by a looping caterpillar expression.

The proof is given in the Appendix. Does it satisfy our
three criteria? Clearly it is a simple algebraic formalism.
It also has a good characterization, in terms of pebble tree
walk automata which cannot inspect their pebbles (Theo-
rem 4.12 below). Using these automata we can show

Theorem 2.10. The query evaluation problem for looping
caterpillars has polynomial time combined complexity.

We prove this result in Section 4. For readability, we
often use the following abbreviations:

root = ∼parent,
leaf = ∼child,

first = ∼left,
last = ∼right.

To close, we relate the new formalism to regular tree lan-
guages. It is conjectured in [9] that looping caterpillars (in
fact not even the pebbling caterpillars of Section 4) cannot
define all regular tree languages. On strings the situation is
better: it follows1 from [10] that every MSO definable bi-
nary relation on strings is definable by a looping caterpillar
expression.

3. Caterpillars with Monadic Datalog tests

We will now discuss a second solution to the problem
posed in the introduction, viz. the problem of synthesiz-
ing XPath and regular path queries. The desired synthesis
can also be obtained in a quick albeit non algebraic way by
combining two general results of Bloem–Engelfriet [5] and
Gottlob–Koch [12]. The first pair of authors showed that,
on ranked trees, every MSO definablebinary relation can
be defined by a caterpillar expression with additional MSO
tests (i.e., an expression in which every MSO formulaφ(x)
in one free variable can be used as a test). The second pair
showed that, on both ranked and unranked trees, MSO de-
finable setsof nodes can be defined by extremely simple
DATALOG programs. These programs consist of the fol-
lowing three types of rules:

P (x) :− P0(x). (1)

P (x) :− axis(x, y), P0(y). (2)

P (x) :− P0(x), P1(x). (3)

whereP is an intensional predicate, the unary predicates
P0, P1 are either intensional or CAT tests, and theaxis is one
of the four CATaxis relations. The program (4) computes in
P the set of all nodes which have ap node in their subtree.
More elaborate examples can be found in [12].

P(x):−p(x). P(x):−child(x, y), P(y). (4)

Following Gottlob–Koch we call such programs TMNF
programs (for Tree Marking Normal Form). ATMNF cater-
pillar expressionconsist of a TMNF program as above
defining the intensional predicatesP1, . . . , Pn and a cater-
pillar expression in which only theseP1, . . . , Pn may occur
as tests.

1The pebble TWA constructed in the proof of Lemma 6 in [10] is in
fact a Loop TWA. Now use Theorem 4.12.
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Theorem 3.1 (Bloem–Engelfriet, Gottlob–Koch).On the
class of trees a binary relation is MSO definable if and only
if it is definable by a TMNF caterpillar expression.

Let us check whether this formalism satisfies the crite-
ria from the introduction. First of all it is understandable as
it has a clear logical characterization. Obviously it extends
both XPath and the caterpillar expressions. Though not al-
gebraic, the language is rather simple. It is also useful in the
sense that the query evaluation problem is tractable. The al-
gorithm is very simple: first decorate the input tree by the
intensional predicates from the monadic Datalog program
(as described e.g. in [16]), then evaluate the caterpillar ex-
pression on this decorated tree (in which nodes may have
multiple labels).

4. Tree walk automata with pebbles

Tree walk automata (TWA) for ranked trees have been
proposed by [2]. The ones we will use, for unranked trees,
come from [8] which showed that they accept the same trees
as can be defined by caterpillar expressions. [5] added peb-
bles to tree walk automata, to repair the fact that, in their
words “tree walk automata get lost rather easily”. For the
looping caterpillars, we use a restricted version of these
TWA with pebbles. The pebbles can only be used to re-
turn to a marked point, corresponding to the loop operator.
Before we define TWA with pebbles, we define a syntactic
analogue of them, in the form of an expansion of the cater-
pillar expressions with variables and binders.

4.1. Caterpillar expressions with variable binders

We define an expansion of caterpillar expressions with
binders of variables. This language is the declarative coun-
terpart of tree walk automata with pebbles. These binders
come from the field of hybrid logic [4]. The particular
binder used here was introduced in [18] as an addition to
Tarksi’s Relation Algebras.

Definition 4.1. Pebbling caterpillar expressions (PCAT for
short) are defined by the following grammar. Thex come
from aninfinite set of variable symbols.

axis ::= child | parent | right | left.
test ::= p | x | ∼child | ∼parent | ∼right | ∼left.
R ::= axis | test | R ∪R | R/R | R∗ | ↓x(R).

The connective↓ in ↓x(R) binds the variablex. Its scope is
R. Each free occurrence ofx in R is bound by the↓x. Ex-
pressions without free variables are calledsentences. The
binding depth of an expression is the maximal nesting of
binders in one of its subexpressions (this can be defined re-
cursively analogous to the definition of quantifier depth).

Each PCAT sentence defines a binary relation in an un-
ranked ordered tree. To give a uniform truth definition we
use assignmentsg of the variables to nodes. Thus given a
treeT , let g be a function from the set of variables to the set
of nodes ofT . The clauses for the new connectives are:

[[x]]gT = {(n, n) | g(x) = n}
[[↓x(R)]]gT = {(n, n′) | (n, n′) ∈ [[R]]g

x
n

T }.

Heregx
n is the assignment which is just likeg except that

x is assigned ton. For sentencesR, let [[R]]T = [[R]]gT , for
some arbitraryg.

Example 4.2. Consider↓x(parent/p/child/x). This de-
fines the set of all pairs(n, n) such thatn has a par-
ent labeledp. Hence the same relation as defined by
(parent/p/child)loop. To see how the binder works,
it is instructive to unroll the semantic definition. Fix
a tree T . We want to see exactly when(n, n′) ∈
[[↓x(parent/p/child/x)]]T . This holds iff, for someg we
have

(n, n′) ∈ [[↓x(parent/p/child/x)]]gT ⇐⇒
(n, n′) ∈ [[parent/p/child/x]]g

x
n

T ⇐⇒
...

∃n′′ : (n, n′′) ∈ [[parent]]g
x
n

T and

(n′′, n′′) ∈ [[p]]g
x
n

T and

(n′′, n′) ∈ [[child]]g
x
n

T and

(n′, n′) ∈ [[x]]g
x
n

T .

But the clause(n′, n′) ∈ [[x]]g
x
n

T holds exactly ifgx
n(x) =

n′ which holds precisely ifn = n′. Whence the formula
indeed defines the relation stated above.

The next proposition provides information on the expres-
sive power of PCAT expressions.

Proposition 4.3. 1. Every PCAT sentence is equivalent
to an MSO formula in two free variables.

2. Every looping caterpillar expression is equivalent to a
PCATsentence in one variable.

Proof. (1) holds because the definition of[[ · ]]gT can be
phrased in MSO. (2) holds becauseRloop can be defined
as↓x(R/x).

From Theorem 2.9 it follows that every first-order definable
relation is also PCAT definable, in fact as a sentence in one
variable. As PCAT contains an infinite number of variables
it is straightforward to show that for every first-order for-
mulaφ(x, y) there exists also an equivalent PCAT sentence
whose size is linear in the length ofφ(x, y) (Cf., the argu-
ment given in [5]). As first-order logic has aPSPACEhard
query evaluation problem [15] PCAT inherits this:

Theorem 4.4. The PCAT query evaluation problem is
PSPACEhard, measured in terms of query complexity.
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−→σ = { 〈〈t, q, s〉, 〈t, q′, s〉〉 | q′ ∈ δ(〈q, σ〉), label(t) = σ }
−→d = { 〈〈t, q, s, 〉〈t′, q′, s〉〉 | q′ ∈ δ(〈q, d〉), T |= t(d)t′ }
−→b = { 〈〈t, q, s〉, 〈t, q′, s〉〉 | q′ ∈ δ(〈q, b〉), T |= b(t) }
−→dropπ

= { 〈〈t, q, s〉, 〈t, q′, [(π, t)|s]〉〉 | q′ ∈ δ(〈q, dropπ〉, |s| < k) }
−→liftπ = { 〈〈t′, q, [(π, t)|s]〉, 〈t′, q′, s〉〉 | q′ ∈ δ(〈q, liftπ〉) }
−→π = { 〈〈t, q, s〉, 〈t, q′, s〉〉 | q′ ∈ δ(〈q, π〉), firstπ(s) = t }

Table 2. Transition relations of pebble tree walk automata

4.2. Tree walk automata with pebbles

Pebble tree walk automata (PTWA for short) are TWA’s
equipped with a stack of maximum lengthk and a setΠ of
pebbles{π1, . . . , πl}, for l ≤ k. Suppose a treeT is fed to
a PTWA. The stack is used to remember which pebbles are
placed on which nodes inT , and in which order. The or-
der is important because the automaton can reuse the same
pebble, just like a variable in a formula can be reused. The
elements of the stack are pairs consisting of a pebble and
a node, and stacks may contain several pairs containing the
same pebble. We use the following notation for stacks: the
empty stack is denoted by[], and fors a stack,[(π, n)|s]
denotes the stack with head(π, n) and tails. The partial
function firstπ(s) returns a nodet iff (π, t) is thehighest
pair (π, n) on the stacks. Theassignmentcorresponding to
s, denoted bȳs, is defined as the set of all pairs(π, t) such
thatfirstπ(s) = t.

Definition 4.5. Letk be a natural number. LetΣ be a finite
alphabet, let

D = {child, parent, left, right},
B = {first, last, root, leaf},

and letΠ be a set (of pebbles) of size at mostk. Let

P = {dropπ, liftπ | π ∈ Π}.

A k-PTWA on alphabetΣ, using pebbles fromΠ is a finite
automaton on the alphabetΣ ∪ D ∪ B ∪ Π ∪ P with a
maximum stack heightk. PTWA denotes the class of allk-
PTWA, for all k.

For the remainder of this section, we fix somek-PTWA

A = 〈Σ ∪D ∪B ∪Π ∪ P,Q, S, F, δ〉.

HereQ is the set of states,S ⊆ Q andF ⊆ Q are the sets of
input and final states, respectively andδ is a function from
Q× (Σ ∪D ∪B ∪Π ∪ P ) to the powerset ofQ.

Fix a treeT . A T configurationis a tuple〈t, q, s〉, where
t ∈ T , q ∈ Q, ands is a stack of elements fromΠ × T
whose height is at mostk. For eachσ ∈ Σ, d ∈ D, b ∈ B,

π ∈ Π and p ∈ P , and each stacks, we define binary
relations between configurations as in Table 2.

Thus when the automaton drops a pebbleπ it binds it
to the current node. Inspection of a pebbleπ (denoted by
−→π) can only occur successfully if thecurrent assignment
of π assignsπ to the current node. Recall that the automaton
can reuse pebbles. Thus its stack can be[(x, n), (x, n′)].
The current assignment ofx is then the node on which the
pebble is placed last, i.e., the highest pair containingx on
the stack. A pebble can be lifted anytime. In particular the
current node need not be the node currently assigned to the
pebble.

For an automatonA, let−→A
∗ denote the reflexive tran-

sitive closure over the union of the relations defined in Ta-
ble 2.

As in [10] we are interested in thebinary relationson
trees which can be computed by our automata. Given a
PTWA A and a treeT , we definepaths(A, T ) as the binary
relation between nodes accepted byA when ran on inputT :

paths(A, T ) = {(t, t′) | ∃q ∈ S,∃q′ ∈ F :
(t, q, []) −→A

∗ (t′, q′, [])}.

The relation defined byA, denoted bytrips(A), is the set
{(T, t, t′) | (t, t′) ∈ paths(A, T )}. We consider two special
cases of PTWA’s:

Definition 4.6. 1. A tree walk automatonis aPTWA with
a stack of size 0.

2. A loop tree walk automaton, abbreviated byk-LTWA ,
is ak-PTWA with one pebble and whereδ is such that
a lift can only occur after an inspection, and after each
inspection only a lift can occur.2 LTWA denotes the
class of allk-LTWA , for all k.

Remark 4.7. Relations with existing tree walk au-
tomata. It is easy to show that our tree walk automata are
equivalent in expressive power to the caterpillar automata of

2We informally spoke about LTWA’s as pebble TWA’s which cannot
inspect their pebble. In this definition a check is done of course, always
immediately followed by a lift. Alternatively we can simplify the defini-
tion of the transition relations for LTWA’s as follows: remove the−→π

transitions and change the−→liftπ transition so that a pebble can only be
lifted when it is assigned to the current node.
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[8]. The restriction to empty stacks has the effect of remov-
ing everything having to do with pebbles from the automata.
There is one difference in the definition: whereas we have
a non-deterministic stepchild corresponding to making a
step to a child, the caterpillar automata have two determin-
istic steps, namely to the first and to the last child. The
use of pebbles in our TWA’s differs from those defined in
[10]. There the pebbles play a double role: as variables
and as a device to regulate the proper scoping. We sepa-
rated these two roles: pebbles are just place holders, and
the stack is used for scoping. The difference is easier ex-
plained in terms of logical formulas. Every first-order sen-
tence is equivalent to a sentence in which no variable occurs
both free and bound. For instance,∃x∃y(Rxy ∧∃xRyx) is
equivalent to∃x∃y(Rxy ∧ ∃zRyz). The pebble automata
of [10] correspond roughly to formulas in this special form,
as pebbles cannot be reused. In our automata, pebbles can
be reused. Our definition has the advantage that —as in
Ehrenfeucht–Fräısśe games— the number of pebbles corre-
sponds to the number of variables, and the stack depth to
the binding depth of the expression which is equivalent to
the automaton. Note that a1-PTWA is exactly the same as a
1-pebble automaton in the sense of [10]. On the other hand,
the equivalent [10] PTWA for a one pebblek-PTWA needs
k pebbles. The loop tree walk automata seem to be new.
Note that even though they have just one pebble, the stack
may be of arbitrary size. The single pebble is used in these
automata to return to a node in the tree. Intuitively this goes
as follows: suppose the automaton wants to check that there
is a certain path from a node to itself. Then it drops the peb-
ble on that node, it walks through the tree following that
path, and finally it checks whether it returned to the node
and lifts the pebble. Of course it can do this recursively,
reusingits single pebble.

The following theorem shows that pebble TWA’s and
pebbling caterpillar expressions can define the same binary
relations on ordered trees. Theorem 4.12 below states the
same result for (looping) caterpillar expressions and (loop)
tree walk automata.

Theorem 4.8. 1. Let R be a pebble caterpillar sentence
usingl variables and of binder depthk such thatl ≤ k.
Then there exists aPTWA A with stack sizek and l
pebbles such that(T, t, t′) ∈ trips(A) if and only if
(t, t′) ∈ [[R]]T . The number of states ofA is O(|R|),
with |R| the number of subexpressions ofR.

2. Let A be a PTWA with stack sizek and l pebbles.
Then there exists a pebble caterpillar sentenceR using
l variables and of binder depthk such that(T, t, t′) ∈
trips(A) if and only if(t, t′) ∈ [[R]]T .

In the proof we need a refinement of the notion of a run,
denoting the maximum number of nestings ofdropπ transi-

tions. For〈t, q, s〉, 〈t′, q′, s〉 configurations define

〈t, q, s〉 −→k,A
∗ 〈t′, q′, s〉

if 〈t, q, s〉 −→A
∗ 〈t′, q′, s〉 and the stack of all intermediate

configurations has size at most|s|+ k.

Proof. The first part is standard. By induction on the struc-
ture of the expression we show that for every PCAT expres-
sion R in variablesȳ with free variables̄x and of binding
depthk ≥ |ȳ| there exists a PTWAA with stack size|x̄|+k
and|x̄|+ |ȳ| pebbles such that for any treeT , t, t′ ∈ T , and
stacks with domainx̄

(t, t′) ∈ [[R]]s̄T ⇐⇒
∃q ∈ SA,∃q′ ∈ FA : 〈t, q, s〉 −→k,A

∗ 〈t′, q′, s〉. (5)

We only treat the case of the binder. Let↓y(R) be a cater-
pillar expression as in the antecedent, andA the PTWA ob-
tained by the inductive hypothesis (IH) forR. If y is not
free in R, then↓y(R) ≡ R and the automatonA will do.
Thus assumey is free inR. W.l.o.g. we may assume that
the set of input states ofA is the singleton{q0}. Now cre-
ate the PTWAA′ with the same stack size asA defined as
follows

Σ′ = Σ, D′ = D, B′ = B, Π′ = Π, P ′ = P
Q′ = Q ∪ {i, f} with i, f both not inQ
S′ = {i}
F ′ = {f}
δ′ = δ ∪ {〈i, dropy, q0〉} ∪

{〈fi, lifty, f〉 | fi ∈ F}.

Then (5) holds forA′ and↓y(R).
The second part of the theorem is a special case of

Lemma 4.9 below.

Lemma 4.9. Let A be ak-PTWA with l pebbles. For any
stacks, natural numbern, such that|s̄| ≤ l and|s|+n ≤ k,
and for all statesq, q′ ∈ Q, there exists aPCAT expression
R such that for all treesT , for all t, t′ ∈ T we have

(t, t′) ∈ [[R]]s̄T ⇐⇒ 〈t, q, s〉 −→n,A
∗ 〈t′, q′, s〉.

MoreoverR is such that

1. it has binding depthn;

2. its free variables are exactly those occurring ins;

3. it uses at mostl variables in total.

Proof. The proof is by induction onn. If n = 0 the proof
is an easy adaption of Kleene’s argument for regular string
languages. So supposen = m + 1.

For anyu, v ∈ Q, letγu,v stand for the PCAT expression
as given by (IH) form. For anyx, y ∈ Q, andπ one of the
l pebbles, we set

βπ
x,y = ↓π.(

⋃
{γu,v | {〈x, dropπ, u〉, 〈v, liftπ, y〉} ⊆ δ})
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Claim 4.10. For all T , all t, t′ ∈ T and all stackss we have

〈t, x, s〉 −→dropπ
;−→m,A

∗ ;−→liftπ 〈t′, y, s〉
if and only if

(t, t′) ∈ [[βπ
x,y]]s̄T .

Proof. (only if) Suppose 〈t, x, s〉 −→dropπ
;−→m,A

∗
;−→liftπ 〈t′, y, s〉. Now there must exist configurations
c0 = 〈t, u, [(π, t)|s]〉 andc1 = 〈t′, v, [(π, t)|s]〉 such that

〈t, x, s〉 −→dropπ
c0 −→m,A

∗ c1 −→liftπ 〈t′, y, s〉.

By (IH), (t, t′) ∈ [[γu,v]][(π,t)|s]
T and thus (t, t′) ∈

[[↓π(γu,v)]]sT . By choice ofu and v this gives(t, t′) ∈
[[βπ

x,y]]s̄T .
(if) Suppose(t, t′) ∈ [[βπ

x,y]]s̄T . Then for someu, v ∈ Q
with {〈x, dropπ, u〉, 〈v, liftπ, y〉} ⊆ δ we have

(t, t′) ∈ [[γu,v]][(π,t)|s]
T .

By (IH) then,

〈t, u, [(π, t)|s]〉 −→m,A
∗ 〈t′, v, [(π, t)|s]〉.

We also have〈t, x, s〉 −→dropπ
〈t, u, [(π, t)|s]〉 and

〈t′, v, [(π, t)|s]〉 −→liftπ 〈t′, y, s〉 and thus the assertion fol-
lows.

To finish the proof of the lemma we fixq, q′ ∈ Q and put

Aq,q′ = {ξq,s1/ξs1,s2/ · · · /ξsj−1,sj /ξsj ,q′ |
si ∈ Q andξ = βπ or ξ = γ}.

Note that the binding depth of eachξ ∈ Aq,q′ is at most
m + 1 and eachξ uses only variables corresponding to the
l pebbles. By (IH) and the previous claim we have that for
all treesT , t, t′ ∈ T , and stackss,

there existsξ ∈ Aq,q′ such that(t, t′) ∈ [[ξ]]s̄T ⇐⇒
〈t, q, s〉 −→n,A

∗ 〈t′, q′, s〉. (6)

Claim 4.11. Aq,q′ is a regular language over the alphabet
of PCATexpressions withl variables.

Proof. Straightforward.

Let R be the PCAT expression defining the languageAq,q′ .
It is not hard to see that for allT , all stackss and allt, t′ ∈ T
we have

(t, t′) ∈ [[R]]s̄T ⇐⇒
there existsξ ∈ Aq,q′ such that(t, t′) ∈ [[ξ]]s̄T .

Whence by (6) the lemma follows.

As a corollary of the last proof we obtain the same results
for (loop) tree walk automata and (looping) caterpillars.

Theorem 4.12. 1. Tree walk automata and caterpillar
expressions define exactly the same binary relations.

2. Loop tree walk automata and looping caterpillar ex-
pressions define exactly the same binary relations.

It is not immediately obvious from the definition of peb-
ble TWA’s that the trees accepted by these automata form
a regular tree language. Acceptance of trees is defined
as follows: a treeT is accepted by an automatonA iff
(T, root, root) ∈ trips(A). From the characterization in
terms of pebble caterpillars and Proposition 4.3 we obtain

Corollary 4.13. The set of trees accepted by a pebble tree
walk automaton is MSO definable, hence regular.

We note that [5] contains a direct proof of this result for
ranked trees.

4.3. Complexity

We will use the tree walk automata to show the query
evaluation complexity of the looping caterpillars.

We saw already that query evaluation for pebble cater-
pillar expressions is not tractable. It is instructive to see
how we would use the pebble automata to do query evalu-
ation in exponential time. After that we show how we can
avoid this in case of the looping caterpillars. Suppose we
are given a PCAT sentenceR and a trip(T, t, t′). We must
decide whether(t, t′) ∈ [[R]]T . Compute thek-PTWA A
corresponding toR as done in Theorem 4.8, wherek is the
binding depth ofR. Recall that|QA| = O(|R|). Now we
simply need to check whether〈t, s, []〉 −→A

∗ 〈t′, f, []〉 holds
for somes ∈ SA andf ∈ FA. In order to compute that we
calculate−→A

∗ on the graph with the set of nodes

T ×Q× (Π× T )k.

Here is our problem. For a given automatonk would be
fixed, so calculating−→A

∗ is tractable. But given an ex-
pressionR, k depends onR and the size of the graph is
exponential in the size of the input.

Luckily for looping caterpillars we need not retain the
whole stack in the configurations but just the top element.

PROOF OFTHEOREM 2.10. Let R be a looping caterpil-
lar expression and(T, t, t′) a trip. Construct the looping
caterpillar automatonA for R. Let the maximum stack
depth bek. Now (t, t′) ∈ [[R]]T if and only if A accepts
(T, t, t′). Construct a reachability graph with nodes from
T ×QA × (T ∪ {[]}). Let t denote an element inT ∪ {[]}.
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Define the following relations on these nodes:

〈t, q, t〉 −→E0 〈t′, q′, t〉 if
〈t, q, []〉 −→∗

A 〈t′, q′, []〉 and
no intermediate transition is a drop.
〈t, q, t〉 −→drop 〈t, q′, t〉 if δA(q, drop, q′)
〈t, q, t〉 −→lift 〈t, q′〉 × (T ∪ {[]}) if δA(q, lift, q′)

Now define for j ≤ k, 〈t, q, t〉 −→Ej+1 〈t′, q′, t〉 if
〈t, q, t〉 −→Ej 〈t′, q′, t〉 or there exists nodesc0, c1, c2, c3

such that

〈t, q, t〉 −→Ej c0 −→drop c1 −→Ej c2 −→lift c3 −→Ej 〈t′, q′, t〉.

Then(T, t, t′) is accepted byA iff 〈t, s, []〉 −→Ek 〈t′, f, []〉,
for some initial and final states andf , respectively.

Ek is computable by computingk times a binary relation
on T × QA × T which can be done in polynomial time in
T ×QA × T . As |QA| = O(|R|), the result follows. QED

5. Conclusions and questions

We can conclude that the formalism of looping caterpil-
lar expressions and the associated tree walk automata pro-
vide the desired synthesis between the two main paradigms
for querying semi structured data. They are sufficiently ex-
pressive and for computational reasons preferable to the un-
limited pebble caterpillar expressions.

A great number of questions remain. What are the rela-
tionships betweenPTWA, LTWA and MSO definable binary
relations on trees. Note that on strings, MSO,1-PTWA and
1-LTWA all coincide in expressive power. For loop TWA’s
we have the same questions which were open for tree walk
automata until only recently [6, 7]:

1. Can loop TWA’s be determinized?

2. Is the class of loop TWA definable binary relations
closed under complementation?

3. Is every MSO definable binary relation also loop TWA
definable?

We note that the answer to the third question is believed to
be negative even for pebble TWA’s [9]. A possibly simpler
question is whether the loop TWA definable relations are
closed under the counterdomain operation∼.

References

[1] S. Abiteboul, P. Buneman, and D. Suciu.Data on the web.
Morgan Kaufman, 2000.

[2] A. Aho and J. Ullman. Translations on a context-free gram-
mar. Information and Control, 19:439–475, 1971.

[3] G. Bex, S. Maneth, and F. Neven. A formal model for an ex-
pressive fragment of XSLT.Information Systems, 27(1):21–
39, 2002.

[4] P. Blackburn. Representation, reasoning, and relational
structures: a hybrid logic manifesto.Logic Journal of the
IGPL, 8(3):339–365, 2000.

[5] R. Bloem and J. Engelfriet. Characterization of properties
and relations defined in monadic second order logic on the
nodes of trees. Technical Report 97–03, Leiden University,
1997.

[6] M. Bojanczyk and T. Colcombet. Tree-walking automata
cannot be determinized. InProceedings ICALP, LNCS,
2004.

[7] M. Bojanczyk and T. Colcombet. Tree-walking automata
do not recognize all regular languages. unpublished
manuscript, 2004.
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A Proofs

PROOF OFTHEOREM 2.9. We have to show that every FO
definable binary relation is definable by a looping caterpillar
expression. We use the following result from [20]

Every first-order definable binary relation is
definable by a Conditional XPath expression.

This does most of the work. We now just have to show
that every Conditional XPath expression has an equivalent
looping caterpillar expression. Conditional XPath is defined
in [20] as follows:

axis ::= child | parent | right | left.
test ::= p | 〈〈R〉〉 | ¬test | test ∧ test.
R ::= axis | test | R ∪R | R/R | (axis/test)∗.

The meaning of the new tests is the following:

[[〈〈R〉〉]]T = {(n, n) | ∃n′ : (n, n′) ∈ [[R]]T }
[[¬A]]T = self \ [[A]]T
[[A ∧B]]T = [[A]]T ∩ [[B]]T .

It is not hard to show that an equally expressive language
is obtained if instead of arbitrary〈〈R〉〉 as tests we only al-
low such tests of the form〈〈Untilaxis(test, test)〉〉, with the
following meaning

[[〈〈Untilaxis(A,B)〉〉]]T =
{(n, n) | ∃n′ : (n, n′) ∈ [[(axis/B)∗/axis/A]]T }.

Hence,〈〈Untilaxis(A,B)〉〉 is really the strict until operator
from temporal logic, relativized to the axis relation.

Clearly, except for the complex tests, all Conditional
XPath expressionsR are expressible as looping caterpil-
lar expressions. Now consider a complex testA. Then by
boolean reasoning,A is equivalent to a formula in disjunc-
tive normal form with all negations in front of thep or the
until formulas. ForA,B tests, the following are valid:

(A ∧B) ≡ A/B and(A ∨B) ≡ A ∪B.

Thus we need only translate the (negated)p and until for-
mulas. Since the signature is finite and each node is labeled
by exactly one atom,¬p is definable as the disjunction of all
other atoms in the signature. Thus we need only show how
to define the until formulas and their negations. This is done
by induction on the until nesting depth. Suppose the tests
A andB are definable as looping caterpillar expressionsA′

andB′. Then〈〈Untilaxis(A,B)〉〉 is simply definable as

((axis/B′)∗/axis/A′/all)loop,

whereall denotes the universal relation (which is both SCX
and CAT definable). Defining the negation is harder. When-
ever axis is one of parent, left or right the definition is

straightforward, because the relation is linear. For instance,

¬〈〈Until right(A,B)〉〉 =

([((right/¬A)∗/last) ∪ ((right/¬A)+/¬B)]/left∗)loop.

By the induction hypothesis the latter formula is equivalent
to a looping caterpillar expression.

Up to now we have only used(·)loop in the form
(R/all)loop. To define¬〈〈Until child(A,B)〉〉 we need the
real power of the(·)loop operator. The general idea be-
hind the definition is as follows. We will define a formula
that searches the subtree rooted at some nodex in doc-
ument order. We will arrange things such that if we ar-
rive in our search at a worldy, then on each nodez on
the path fromx to y we have(z, z) ∈ [[B]]T . The search
will stop iff (y, y) ∈ [[A]]T or we move out of the subtree
rooted atx. We can show then that the latter case occurs
iff (x, x) 6∈ [[〈〈Until child(A,B)〉〉]]T . A little familiarity with
tree walk automata shows that an automaton exists which
does exactly this. The(·)loop operator will only be used to
return to the nodex. (In other words, the relation is ex-
pressible by an ordinary tree walk automaton whenx is the
root.)

We use� to denote the next in document order relation,
which is CAT definable as

child/first ∪ leaf/(last/parent)∗/right.

Let

σ0 = A

σ1 = ¬A/B/(�∪ (leaf/(last/parent)∗/root))
σ2 = ¬A/¬B/(last/parent)∗/(right ∪ root)
σ = σ0 ∪ σ1 ∪ σ2

ν = (�/σ∗/(left ∪ root)/child∗)loop.

We claim that for any non-leafx we have

(x, x) ∈ [[¬〈〈Until child(A,B)〉〉]]T if and only if

(x, x) ∈ [[ν]]T . (7)

Since¬〈〈Until child(A,B)〉〉 vacuously holds for leaf nodes
the desired looping caterpillar definition isν ∪ leaf.

The proof of (7) is omitted.
QED
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