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Abstract 
! TC has been designed as an intermediate language to support concurrency in a range of computing architectures from 
conventional distributed systems through to reconfigurable platforms (see Project AETHER). The goal is to define an 
abstract concurrent processor (SVP) that supports a range of concurrency controls, where those controls can be 
implemented in conventional software using OS or language support in existing systems or can be implemented in 
hardware at the level of the ISA in emerging systems. The following properties are required in the abstraction to support 
self-adaptative systems: 

¥ to capture al l  of a programÕs concurrency: this is required as scheduling concurrency is the only 
mechanism we have to support self-adaptation. We also note that sequencing a concurrent description is trivial 
when compared to extracting concurrency from a sequential one; 

¥ to capture local i ty of communication: this is required in order to reflect future constraints on 
communication in silicon systems; finally 

¥ to keep everything as dynamic as possible: this also supports the projectÕs goals of self-adaptivity in a 
dynamically changing environment and for the widest range of applications. 

Work on the SVP definition is now complete. It had also realised these abstractions as a compiler target language 
language based on C, namely ! TC, which stands for microthreaded C. This language will be used in developing tools 
and demonstrations of the model. 

SVP has a concurrency model that is close to hardware but which is recursively defined, allowing it to be used to build 
complete systems in a coherent and unified manner. At its lowest levels, the concept of a microthread represents a 
function that will be implemented as a sequence of instructions in an instruction-set processor or directly as 
reconfigurable logic. Microthreads are defined in families and communicate strictly locally in a family to reflect the fact 
that hardware will be their target. Communication within a family is dataflow like, which also reflects the likely 
hardware implementation. Higher-levels of communication in the model are captured using the concept of an 
asynchronous, globally-shared memory. Synchronisation here is on the termination of a complete family of microthreads, 
which defines a task in this model. This is a bulk synchronisation, which supports communication at a range of 
different granularities between distributed memories if required by the implementation. The model therefore, provides 
universally applicable abstractions from hardware to distributed systems. 

Because threads can create new families of threads, we have a mechanism for composing concurrent components 
concurrently, in order to build systems that are specified concurrently from the lowest levels upwards. This composition is 
dynamic, giving the maximum flexibility in the application domain. SVP also supports a small but complete range of 
concurrency controls over this concurrency tree. The controls are a destructive k i l l  of a task defined as a concurrency 
tree, the pre-emption (squeeze) of a task defined as a concurrency tree and the ability to define infinite families of 
threads and to dynamically break their execution. 

SVP has been fully defined and realised as a compiler target language ! TC. A compiler is being written for that 
language, which will eventually support a range of different SVP implementations, including hardware. Currently we 
can parse and drop semantic checks on all of the additional constructs defined in ! TC. The compiler is based on the 
open-source framework, gcc, which has been adopted and supported by the HiPEAC network of excellence. Finally we 
have developed an emulation of a direct implementation of SV P based on the Alpha instruction set. This is an 
architecture development but as it realises SV P directly, it is included in this report. It implements a sea of processors 
that can be configured into clusters to execute families of threads. The processors are specialised to directly implement all 
SVP concepts as instructions. A full cycle-accurate implementation of all concurrency controls has demonstrated that 
these concepts have hardware realisations which are scalable and can support, in current technology, around half a 
million concurrent threads per chip (using floating-point operations). The work on a Systems environment for 
dynamically delegating tasks to processor groups in this CMP architecture is proceeding. 



I . Motivation and Background 
SVP and ! TC were developed in the AETHER project with support from the EU. The goal of this 
project is to develop self-adaptive, embedded technologies for pervasive computing architectures. 
There are two distinct issues here: the first is self-adaptation, i.e. the ability of a computing system to 
reflect and configure itself dynamically in response to changes in its environment in order to fulfil its 
self-defined mission goals, for example by adapting its behaviour, performance, power budget, 
reliability, etc. The second issue is the nature of pervasive computing architectures. What this means 
is the dynamic availability of processing resources in the systemÕs environment, i.e. processors going 
on- and off-line at run time. What can be inferred from these high-level goals is that SVP and ! TC 
will certainly require the capture of concurrency but more specifically, this concurrency must be at a 
very low level as we are targeting hardware as well as software in the projectÕs solutions to this 
problem. Finally, SVP and ! TC will require dynamic control over that concurrency in terms of its 
distribution to processing resources and the scheduling of units of work according to data availability. 

I .1. Definition of the Problem 
There are two sub-problems that need to be addressed here: 

1. The definition of the abstract machine model (SVP) that captures and manages concurrency in a 
scale-free manner, and 

2. The definition of interfaces to a System Environment Process  (SEP) to manage the dynamic 
allocation of resources to units of work defined by the SVP, it should be noted that the SEP 
concept (and acronym - originally Somebody ElseÕs Problem) and was first proposed by Panesar [56] 
in the European P1085 project that developed the T800 Transputer and distributed architectures 
and operating systems based upon it.  

This paper concerns the definition of the abstract concurrency model and its realisation in C as ! TC.  

Any abstract machine model or virtual processor definition must define the semantics and the 
operation of the underlying processor(s). It is made clear in the introduction above that this model 
must capture concurrency, while ignoring issues such as scheduling in order to make the model fully 
dynamic. This means that the model must define concurrency, communication and synchronisation 
in abstract terms. However, this is not a complete definition of the problem and in order to achieve 
self-adaptation at the software level, the model must also provide mechanisms for the dynamic 
control of concurrently executing programs. This problem is non-trivial and todayÕs operating 
systems only provide control of interleaved concurrent programs, which have no pending 
synchronisation state. 

The more general problem of dynamically managing a distributed system, where there may be 
multiple concurrent outstanding synchronisations is solved by SVP and ! TC. This requires a 
mechanism to kill, i.e. destructively terminate, a concurrent program so that its state is destroyed 
completely but more importantly, it also requires a mechanism to pre-empt a concurrently executing 
program, such that all of the processor resources it uses can be freed up with as little latency as 
possible but while maintaining a consistent state for the preempted program, so that it may 
eventually be restarted on other resources and executed to completion. This latter mechanism is at 
the heart of self-adaptation both at the software and hardware level. We know of no other work 
where such a model has been developed. 

There is a trade-off here; on the one hand the program could be terminated immediately while 
maintaining its synchronising state, i.e. any communication event or remote operation that has been 
started but has not yet completed. This however, requires a significant amount of state to be saved 
and restored when the concurrent program is rescheduled. By analogy to existing operating systems, 



this is equivalent to the operating system capturing the register state of an executing program prior to 
pre-empting it. With a concurrent program, especially if it is implemented in hardware, e.g. on a 
reconfigurable processor architecture, this would mean capturing the state of all registers in the 
distributed system as well the state of any communication between components, such as incomplete 
handshakes on asynchronous wires. It is not clear that this would give the best latency for pre-
emption; indeed an answer to this problem is probably undecidable. 

What is clear, is that this solution is complex, indeed arbitrarily so. Discussions within the AETHER 
project [57] therefore focussed on a mechanism for squeezing the synchronising state from the 
concurrently executing program in order to pre-empt it more efficiently. This solution collapses the 
concurrency, capturing only sufficient information to regenerate the concurrency tree again when the 
program is rescheduled. SVP and ! TC are based on prior work on the microthreaded model [17]-[25] 
enhanced with the capability to preempt using this concept.  

In microthreading, a computation is captured as parameterised families of threads. Squeezing the 
synchronising state from such a model requires identifying only the first unexecuted thread, allowing 
all others to complete and adapting the parameters of the family to reflect this partition on the 
family. This gives a simple and efficient method of pre-empting concurrent programs. I t means 
waiting for any outstanding synchronisations but not initiating any new ones, then simply restarting 
the code again having captured the set of new parameters. In short the program executes and re-
executes as many times as necessary on new resources until the familyÕs parameters are satisfied. 

Having agreed on a broad description of concurrency mechanisms, the sub-project proceeded to 
define the SVP model within that overall framework and to define a realisation of that as extensions 
to the C language. The internal SVP definition document has progressed through 5 versions and is 
now incorporated into this deliverable. Tools are now being developed based on this definition.  

I .2. State of the Art 

I .2.1. Thread models in a processorÕs ISA  
Adaptation, if implemented at the hardware level, requires scheduling supported within the machine 
model and this in turn requires the dynamic description and management of concurrency to be 
central to that model. This rules out approaches where concurrency is compiler scheduled. The SVP 
must therefore provide a description of, and instructions to manage, concurrency at run time. To 
guide the definition of the virtual processor we have considered a range of thread-based architecture 
models. These include threaded architecture models that have the required dynamic scheduling 
characteristics implemented at the hardware level, commercial CMP designs based on the thread 
model, reconfigurable architecture models, including one based on software threads and thread-based 
languages. 

Intrathreads or inthreads are tiny threads running in a superscaler processor, allowing extremely low-
level parallelization of the code[9]. They are small and low-level with little to no overhead on context 
switching and are used primarily to exploit loop-level parallelism. Thread suspension and wake-up are 
performed on data availability and must be explicitly programmed. This model requires extensions to 
the ISA but compilers can be developed to support legacy code. These threads are used to parallelize 
a single OS context. 

The SuperThreaded architecture[10]-[13] also exploits thread-level parallelism with multiple threads 
of control. A SuperThreaded processor comprises a number of processing elements connected to 
each other in a ring. Each element is able to execute a single thread and has its own register file, 
instruction cache and functional units. There is also a shared-register file and all processing elements 
share the level-1 data cache. The SuperThreaded architecture extends an ISA with a number of 
instructions used for managing threads (creation, termination, etc.). Execution of a program starts 



from its entry thread, which can then spawn ÒsuccessorÓ threads using the ÒforkÓ instruction. Like 
Intrathreads, this uses threads at a low level to exploit LLP with limited speedup and no scalability, 
using extensions to the ISA. However, neither model supports contextualisation or hierarchy, which 
is required to capture maximal concurrency and give composition of concurrent programs. 

The WELD architecture model is somewhat different [14]-[15] and introduces multi-threading in 
VLIW processors as a means to provide a compiler with more concurrency options, so that it can 
schedule instructions more efficiently. In particular every scheduling region in this model is a 
potential thread from which the compiler can use in order to fill the empty issue slots of a VLIW 
MultiOp (which otherwise would be Noops) and thus achieve higher resource utilization and 
performance. Threads in this model are generated from a single, high-level context. Thread creation 
and synchronization is done by the compiler, which means that the model adds extensions to a base 
ISA for that purpose. Threads in this model are mainly used to speculatively execute different control 
paths and threads are interleaved or can be executed concurrently on a single pipeline (this happens 
by filling slots of a VLIW MultiOp from different threads if there are any empty slots) however, 
threads are speculative and there are significant problems with scaling in this model. 

Microthreading is a thread model developed by the University of Amsterdam, one of the AETHER 
partners. This started as a model similar to those described above, i.e. as a low-level thread model 
suitable for hardware assist and the original paper on this work was published in 1996 [17]. However, 
subsequent research showed the limitations of such a model and it was generalised in later 
publications to provide contextualisation of threads and the ISA instructions support the creation of 
families of related threads, which could be executed concurrently on multiple processors and which 
exposed locality issues to the compiler[18]-[20]. A keynote by prof. Jesshope showed the advantages 
and potential disruption caused by such a revolutionary model[21]. These additions alone make this 
model a better candidate for the support of dynamic configuration through self-adaptation, however 
there are also publications on the scalability of performance and implementation of this model[22]-
[25]. 

Even this model was still not suitable to support self-adaptation in the AETHER project, the 
concurrency expressed in all the above publications is of a single-level and even though the family 
may be potentially infinite, it fails to capture the many different levels of concurrency found in 
applications, namely at the task level, loop level and instruction level. Microthreading, as it existed 
prior to the start of the AETHER project captured loop-level parallelism with some ad-hoc solutions 
to capture instruction-level parallelism. What was required was a more general extension to this 
model that applies composition of concurrency to capture all levels of parallelism is a system. 
Another limitation of this model was the lack of any self-awareness. It had mechanisms to define 
concurrency dynamically but did not provide any mechanisms for reflection. As will be seen in this 
paper, both limitations have been addressed in the definition of the SVP. 

I .2.2. Commercial threaded architecture models 
A number of CMPs have been developed with threaded architecture models. For example, SunÕs 
Niagara chip multiprocessor[40] supports up to 32 threads of execution, which it organizes into 
groups of four that share the same pipeline referred as the Sparc Pipe. This architecture supports 
speculative thread execution, where sections of the code, such as loops and procedure calls are 
executed speculatively and either contribute to the more rapid execution of the program, or are 
quashed. In this thread model, each thread has a unique set of registers, instruction and store buffers, 
so there is support for contextualisation, albeit limited to four threads per processor. 

IBMÕs Cell Broadband Engine processor[41]-[44] is a multi-core chip comprised of a 64-bit Power 
Architecture processor core and eight synergistic processor cores. These cores, the thread processors, are 
capable of massive floating-point processing performance and are optimized for compute-intensive 
workloads and broadband rich media applications. A high-speed memory controller and high-



bandwidth bus interface are also integrated on chip. The multi-core architecture has a high-speed 
communications network that is a slotted ring. Four slots are available two in each the clockwise and 
counterclockwise direction. The Cell processor architecture is OS neutral and supports multiple 
operating systems simultaneously. Currently the thread model is software based and each core 
supports only one thread of execution. The thread model can be programmed in a range of 
programming paradigms and the threads are distributed one per processor and execute concurrently 
on the eight processors. There is no context switching between threads and threads are effectively 
placeholders for computation and necessarily static in nature. Neither this nor the Niagara provide 
any real support for the goals of the AETHER project. 

I .2.3. Reconfigurable A rchitecture models 
A number of reconfigurable architecture models have been addressed by the literature with some 
relevance to the SVP definition. Most are partitioned conventional cpu/ accelerator approaches. 
ADRES[26][27] is an architecture combining tightly coupled VLIW processors and coarse-grained 
reconfigurable arrays. The coarse-grained reconfigurable array is intended to execute only 
computationally intensive kernels of applications using a host processor, typically a RISC processor 
that executes the remaining parts of the application. By using VLIW instead of a RISC, limited 
parallelism available in the parts of the code that cannot be mapped to the reconfigurable part can be 
exploited.  

MorphoSys[28]-[30] is a reconfigurable architecture for computation intensive applications that 
combines both coarse-grain and fine-grain reconfiguration techniques to optimize hardware, based 
on the application domain. M2, the current implementation, is developed as an IP core. The 
approach uses both software and hardware components and the latter are targeted to a data-parallel 
model of computation. 

All of these are low-level paradigms that do not directly support the AETHER goals of self-
adaptivity. The hThreads architecture[34]-[38] is more interesting. This is also a hybrid cpu/ FPGA 
architecture but it allows both software threads and hardware threads to be defined in the same code 
and provides support in the model to overlap the execution of both, which is atypical in such models. 
The model provides a thread manager, a scheduler and hardware support for mutex management and 
conditional variables. This programming model is compatible with POSIX threads and makes it easy 
for new developers to develop applications for hThreads. However, this thread model does not have 
the advantages of the microthreaded one. 

The XPP[39] is a runtime-reconfigurable data processing architecture that has many of the 
characteristics required for self-adaptivity. It is based on a hierarchical array of coarse-grain, adaptive 
computing elements, and a packet-oriented communication network. The strength of the XPP 
technology originates from the combination of array processing with unique and powerful run-time 
reconfiguration mechanisms. Parts of the array can be configured rapidly in parallel while 
neighboring computing elements are processing data. Reconfiguration is triggered externally or even 
by special event signals originating within the array, enabling self-reconfiguring designs. However, 
while the XPP architecture is designed to support different types of parallelism, it has no consistent 
programming model. 

I .2.4. Threaded language models 
Split C is a language model is based on the C programming language [45] developed at Berkeley 
University, (see: http:/ / www.eecs.berkeley.edu/ Research/ Projects/ CS/ parallel/ castle/ split-c/ ). It is 
a parallel extension of C that supports access to a global address space on distributed memory 
multiprocessors. The programmer specifies concurrency in the code using new keywords. The 
compiler is based on gcc and it captures certain useful elements of shared memory, message passing 
and data parallel programming to provide efficient access to the underlying machine. It differs form 



previous shared memory languages by providing a rich set of synchronisations on memory. I t 
supports thread creation but has no notion of mapping threads to hardware. There is also a barrier 
construct that controls termination of related families of threads. 

OpenMP [46] is the most popular non-message passing concurrency model. It is an open-source 
project that is targets shared-memory multiprocessors (see: http:/ / www.openmp.org/ ). Unlike split 
C, OpenMP uses pragmas to annotate identify concurrency and synchronisation in the code (either 
C, C++ or FORTRAN). Its requires a combination of compiler directives (the pragmas), associated 
library routines, and environment variables, which specify shared-memory parallelism in programs. 

UPC[47] is another extension to C developed at George Washington University and Berkeley 
California, (see http:/ / upc.lbl.gov/  for the language and http:/ / www.intrepid.com/  for an example 
compiler). UPC uses a combination of keywords and pragmas to specify concurrency in C code. The 
compiler is based on Open 64 and gcc. UPC is a descendant of the Split-C language and extends the 
C programming language, ISO C99, for high-performance computing on large-scale parallel 
machines. The language provides a uniform programming model for both shared and distributed 
memory hardware. 



I I . The Abstract Model SANE Virtual Processor Ð SVP 

I I .1. An introduction to the SANE virtual processor - SVP 
This section defines the abstract SANE virtual processor model that supports and enables the 
AETHER projectÕs goals. Section II.2 gives an informal semantics of the model and the following 
section, Section II.3 describes a more detailed realisation of it, based on introducing the abstract 
concurrency controls defined in the model definition into the C language. Other realisations, both 
more abstract and more concrete, are possible. 

SVP is a model of concurrent computation. I t deals with the composition and management of  
dynamically created concurrent programs. One of the key goals is to have a model that can be 
concurrently and safely composed. This means programs must be free of deadlock by design and 
allow safe composition, so that given two or more SVP programs, those programs can be composed 
into a third SVP program and the resulting program will be well behaved, i.e. deadlock free and 
deterministic if the two programs were composed deterministically. Determinism means that the 
program should always give the same result, a key property of the sequential paradigm. This is 
illustrated in Figure 1. Here two programs A and B are concurrently composed into a third, A| | B, 
where the nodes in the tree represent threads (leaf nodes typically perform computation) and where 
branching at nodes represent concurrent subordinate threads. 

Computation in SVP is captured and communicated as a packet of information, which identif ies a 
place, somewhere either locally or remotely where the concurrent program will execute. The 
communication, if required, comprises data, metadata (e.g. mission goals) and some definition of its 
functionality. This packet defines a unit of work, which is an invocation from a thread of all its 
subordinate threads at a place chosen for its execution. This is illustrated in Figure 2. 

In this model, self-adaptation is achieved using one of two different mechanisms. The first 
mechanism is delegation, where the place is defined remotely and it is analogous to a remote procedure 
call (RPC). The unit of work is communicated to the new computing resources for execution. To 
achieve this, protocols must be defined in an implementation to define the place, i.e. resource allocation, 
as well as to implement the delegation. Depending on implementation the protocols may be in 
hardware or software or a combination of both. It should be noted that a place is an abstract 
concept, which may be a processor or group of processors, some FPGA cells, etc. The concept is 
also overloaded to include a service at that place and to achieve security in the system. Thus a place 
represents the union of the following concepts and is a very powerful abstraction: 

 

Figure 1 Composition of concurrent programs 

 



An address for communication defining the physical place in an implementation (may be local); 

A capability to execute the unit of work at that place; 

A service provided at that place, which may implement mutual exclusion if required e.g. resource allocation. 

The second mechanism for implementing self-adaptation in the model is the notion of preemption and 
termination of a concurrent program. This allows a place where a program is executing to be retracted 
and in the case of preemption, allows the program to continue executing at another place. 

It is clear that processors, clusters of processors, SANE processors even groups of dumb FPGA cells 
can all be considered to be defined by this abstraction of a place. 

To be more specific, in SVP, the unit of work is represented as a parameterised family of threads that has 
collective properties defining its computation and mission goals. These goals will be the triggers for 
adaptation in response to the environment in which it is executed. Because these threads will be 
required to capture simple hardware semantics, the thread in this model is blocking, which means 
that it will only proceed, provided that its operations have data to consume. This dataflow model has 
been adopted as an important concept in SP1. This choice of thread will allow low-level 
implementations, in configurable logic, of the leaf threads in the concurrency tree (see Figure 1 and 
Figure 2). These are typically the computationally intensive threads. However, in order to provide a 
scale-free model, the notion of a thread is invariant throughout the hierarchy in the concurrency tree. 

Many low-level thread models have been identif ied in Section I.2.1 but the model we have adopted 
here is based on microthreads, which were first proposed ten years ago [17] and which have evolved 
and are known to have efficient implementations that support threads as small as a single arithmetic 
operation in conventional processors. In this model, families of threads are created dynamically, 
assigned some computational resources, perform some work and then return some results. I t is this 
grouping of computation into parameterised families of threads that distinguish it from all other 
thread-based models of computation and which define and enable the mechanisms for self-
adaptation.  
A familyÕs functionality is specified by an ordered set of identical concurrent threads, where each 
thread has knowledge of an index value defining its position within that order. Using this index value, 
it is possible to define concurrent units of work that are dynamic in extent and homogeneous, as well 
as static in extent and heterogeneous (a combination of the two may also be defined). Heterogeneity 
is provided in the latter case by branching on a threadÕs index value. 

A threadÕs definition also specifies the data inputs and outputs of the family, and family termination 
defines a synchronisation point with respect to the familyÕs outputs. Within a family, threads may 

 

Figure 2 Terminology used in the SVP model 



communicate and synchronise with each other on scalar items of data, allowing the family to 
encapsulate regularity and locality. Good analogies to the family can found in the sequential or von-
Neumann model of computation, i.e. families are analagous to loops and function calls, which 
capture the regularity and locality in that model. The model in [17] has been extended in this project 
to allow hierarchy, i.e. to allow threads to create further families of threads and to provide the 
concurrency controls defining preemption and forced termination of families. 

The protocol for the creation of a family in the most general case, i.e. the communication between a 
thread and a place required to execute the family the thread creates proceeds as follows (see also 
Figure 3): 

1. the thread acquires a place to execute from the resource manager, a part of the system 
environment (this step is optional, as it may use existing resources); 

2. if necessary, the thread copies the familyÕs inputs to the resources memory if it is distributed 
or ensures its consistency if shared; 

3. the thread then defines the family by identifying its code, parameters, meta data and even 
abstract mission goals. It then continues until it has to synchronise on the results from the 
family it created; 

4. in the meantime the place creates the ordered set of threads, subject to resource constraints, 
where each thread has a context of synchronising memory and where each thread may 
communicate and synchronise with its neighbour in create order; 

5. finally when the family completes it copies the results back to the creating threadÕs memory 
if distributed or ensures consistency if shared. It then notifies the creating thread of the 
completion of the unit of work; 

6. the creating thread may then use the results, perhaps relinquishing the additional resources it 
may have acquired by a further communication with the resource manager. 

 

 
 

Figure 3 Diagram illustrating the communication required when one thread acquires resources and 
delegates the creation of a family to those resources. 



I I .2. Informal Semantics of the SANE Virtual processor - SVP 
This section gives an informal semantics of the model by defining operations on the state of the 
SVP. I t should be emphasised that it is only the operations managing concurrency, communication 
and synchronisation, which require specific definition, all arithmetic and logical operations within the 
model have the same semantics that they would have in a sequential model for a given data 
representation. There is only one addition to their semantics and that involves synchronization. All 
operations must syncronise on their operands and a thread stalls until an operationÕs operands have 
been defined. This is important in a concurrently executing model as operands may come from other 
threads or data may be distributed. If the data is not available, then the thread performing that 
operation will block and no subsequent operations will proceed until the prior operation has 
obtained its data and has completed. Note that the SVP refers to a collection of memories defining 
its state and the processing agents that modify its state. 

I I .2.1. The state of a SA N E processor 
The state of a SANE processor at any given instance in time is defined by two abstractions, the first 
and most persistent is an asynchronous shared memory, which comprises a number of addressed locations, 
each of which may be read and written to by a thread but subject to certain constraints. These 
constraints are imposed by the weakly-consistent nature of this memory, due to its asynchronous 
nature and concurrent update by multiple threads. No guarantees can be given about the access time 
to this memory. The second abstraction is a context of syncronising memory associated with each thread 
in a family, which provides synchronisation of scalar values between threads in the family and 
between a thread and any input data from the shared memory.  

I I I .1.1.a. Shared memory 

As described in the introduction, the model is based on units of work, which comprise families of 
threads. A family has inputs and outputs defined by the thread body used to create it, these inputs 
and outputs are the locations in shared memory that the thread reads and writes. This state is 
completely defined at the termination of a unit of work. At any other time, because we are dealing 
with a potentially asynchronous concurrent system, there will always be a subset of those locations 
whose state cannot be determined. The weak memory consistency is managed with bulk 
synchronisation on shared memory at the termination of a family of threads. Values written by 
threads in a family are only guaranteed to be well at this point. Thus outputs from the family are only 
defined when the family has completed, i.e. when all of its threads have terminated. The locations 
that cannot be fully defined at any time are determined by the writes to memory made by those 
families that have been created and which have not yet completed. 

Note that this abstraction of shared memory may be implemented in any manner including using 
distributed memories and message passing between them. In the latter case, before a family of 
threads is created at a place, a synchronising communication must provide the place with the data 
that the family will read as input and before the family can be deemed to have synchronised, all of its 
output must be returned. Figure 3 showed a distributed view of family creation, Figure 4 gives the 
corresponding shared-memory view. 

 



 

Figure 4 Shared-memory view of creating threads in the model. 

I I I .1.1.b. Synchronising memory 

Synchronising memory provides the mechanism by which threads within a family can synchronise 
with each other and their creating thread. It also provides the mechanism by which the shared 
memory and processing agents can synchronise, remember that no assumptions can be made about 
the access times to shared memory. 

The concept of synchronising memory is dynamic and transient. An implementation must provide 
semantics equivalent to threads being allocated a context of local scalar variables, which are discarded 
when a thread completes. It is assumed that in an implementation this memory is fast, distributed 
and ÒcloseÓ to the processor or logic cells implementing the thread. Threads may also be 
sequentialised on their index order if this memory is limited. So, during the execution of a family, 
there may only be a subset of the familyÕs threads active and contributing to this synchronising state. 
Thread creation must be in index order and the amount of synchronising memory defines the extent 
of concurrency at that place. 

All arithmetic and logical operations in SVP are performed between values stored in synchronising 
memory and values in shared memory are transferred to synchronising memory prior to the 
execution of these operations. Each location provides a blocking read or dataflow-like 
synchronisation. Dependencies between operations in different threads are enforced by this 
synchronising memory, as are synchronisations on loads from shared memory. A constraint is 
imposed on the dependencies that can be defined between threads in a family, which arises from the 
combined requirements of locality and deadlock freedom. A thread may only have a dependency on 
values produced by its predecessor in the familyÕs index sequence. This ensures that dependencies 
between operations in a family of threads can be represented as an acyclic graph, which in turn 
ensures freedom from communication deadlock in the model. 

These acyclic dependency graphs are initialised and synchronised with scalar variables from the 
creating threadÕs context, and dependent values generated by the last thread are available to the 
creating thread on the family termination, via the same location or locations that initialised the 
dependency graph. It is not possible to synchronise between threads in two families except in 
initialising a dependency chain, i.e. between the creating thread and the family it creates.  

I I .2.2. A  family of threads 
A family of threads is an ordered set of identical threads, where each thread has knowledge of its 
own index value in the index sequence. This knowledge allows both homogeneous and 



heterogeneous families to be defined on the same thread, as the index value may be used in 
controlling the statically defined action of a thread. This therefore supports the following models of 
concurrency:  

¥ heterogeneous:  where the ordered set of threads is statically defined; 

¥ homogeneous: where the ordered set of threads may be defined dynamically; or 

¥ a combination of both in a single family. 

The index values over the ordered set of threads are defined by an arithmetic sequence specified by a 
start index, a constant difference between successive index values and an optional maximum index 
value. 

A family may be considered to be a task or job that is executed at a place and reads and writes to 
shared memory. These processor, processors or cells that represent the place at which the family is 
executed are identified by a specific property associated with the familyÕs definition. Another 
property associated with the family will define its functionality, i.e. what the thread does. This may be 
defined as an FPGA bit string, code compiled for a particular ISA, source code or even an abstract 
description of its behaviour, where this can be used to define or program one of the processing 
agents that comprise the place. There will be other properties or metadata associated with a family of 
threads, which may define its goals in terms of performance, power budgets, reliability etc. All 
properties, including its functionality may be dynamically defined, i.e. written by the thread creating 
it. How dynamic the model is will depend on the implementation. 

When a family of threads is created, a unique value is associated with that family that is used to 
identify and manage it. That value includes a capability, which can be used to authenticate any action 
another thread may impose upon the identified family, thus security is implemented at the lowest 
level of the system. The actions that are permitted on a family by the capability are forced 
termination and a form of preemption, called squeezing the family. 

I I .2.3. A  thread  
A thread is a sequence of operations (including reading and writing shared memory) defined on a 
collection of local scalar variables, which are its context in synchronising memory and which become 
available when it is created and which are discarded when it is complete. Dependencies between 
threads in the same family must be defined on this context. The unique index value identifying a 
thread is also defined as a part of this context and may be used in defining its functionality. A thread 
executes its operations only when values are defined in its context of synchronising memory. A 
thread may create subordinate families of threads but cannot terminate without first obtaining a 
synchronisation on the termination of the subordinate family. 

I I .2.4. Synchronising a family of threads  
A synchronisation on a family of threads is the event defined by the termination of all threads within 
the family. Threads complete, either by exhausting their operations or through the execution of one 
of a number of signals sent to their family. On synchronisation of a family, all of its dynamic 
synchronising state is lost and all of the shared memory state that it has modified becomes defined. A 
synchronisation yields a return code and a return value to the creating thread. The return code 
identifies what signal, if any, caused termination and the return value is set when breaking the 
execution of a family or when squeezing a family. 

I I .2.5. Breaking the execution of a family of threads  
Any thread may execute a break signal to its family. The result for a family receiving this signal is to 
cease the creation of any new threads, terminate all currently active threads and to discard all of the 



synchronising state for the family. A return value is set by the thread executing the break signal 
(which may require arbitration) and the return code identif ies that the family was terminated with a 
break signal. Both the return code and the return value are available at the synchronisation of the 
family in the creating thread.  This concept is an important one, as it allows for the creation of an 
ÒinfiniteÓ number of threads in a family, which is terminated when some dynamic condition is met. 
This construct then, is analogous to dynamically terminated loops in the sequential machine model, 
e.g. while loops.  

I I .2.6. Ki l l ing a family of threads  
Any thread that can identify a family and the place where it is executing and can provide the 
capability generated on its creation, may send a kill signal to that family and force its termination. 
Higher-level protocols for implementing this signal, i.e. not at the hardware level, may provide 
further restrictions on the capability to issue this signal for the security of the model; this is not 
considered further in this report. The result for a family receiving this signal is to cease the creation 
of new threads, terminate all currently active threads and to discard all of the synchronising state for 
the family. In addition, the family will send a kill signal to any child families created by its threads 
resulting in the termination of all families defined below the killed family in the concurrency tree. No 
return value is set but a default value can be specified and the return code identifies that the family 
has been terminated with a kill signal. Both the return code and the return value are available at the 
synchronisation of the family in the creating thread. 

I I .2.7. Squeezing a family of threads  
Any thread that can identify a family and the place where it is executing and can provide the 
capability generated on its creation, may send a squeeze signal to that family and force its 
termination, while maintaining all of the familyÕs state.  This is a form of preemption of the unit of 
work that the family represents and it allows the family to be restarted by re-creating it using the state 
captured when it was squeezed. Higher-level protocols for implementing this signal, i.e. not at the 
hardware level, may provide further restrictions on the capability to issue this signal for the security 
of the model; this is not considered further in this report. The result for a family receiving this signal 
is to cease the creation of new threads, allow all currently active threads to complete normally and 
then to discard all of the synchronising memory for that family. In addition, the family will send a 
squeeze signal to any child families created by its threads but only if the thread is labeled as being 
squeezable. This will result in the termination of families defined below the squeezed family in the 
concurrency tree but only to a user-defined level.  

The return value set on a 
squeeze signal depends on 
whether the thread is 
squeezable, i.e. whether it 
passes the squeeze signal onto 
its subordinate threads. If the 
thread is squeezable, this is 
defined as the index of the 
first thread in index sequence 
to have been allocated a 
context of synchronsing 
memory but which has not yet 
terminated normally. This 
index partitions the family 
into threads that have 
completed and threads that 

 

Figure 5 The return value of a squeeze operation on a squeezable 
thread. 



must be re-executed, some of which will have been partially executed and some may even have 
completed. A squeezable thread will update the index values of its subordinate family after 
propagating the squeeze signal to them so that when re-executed the program remains deterministic. 

Figure 5 illustrates three partitions defined on a family on receiving a squeeze signal. The first, 
identifies those threads that have all completed, these are not re-executed. The second, those threads 
that have been allocated contexts and which may already have completed, these are allowed to 
complete, if necessary by squeezing their subordinate families, but they will all be re-executed when 
the family is re-created; this partition is identified by at least one thread (the first) that has not yet 
completed. Finally, there are those threads in the family not yet allocated a context of synchronsing 
memory, which will of course need re-execution when the family is re-created. Both a return code 
that indicates the family was squeezed and a return value, which is the index of the first thread 
allocated that did not terminate normally, are available at the synchronisation for the family for a 
squeezable thread. This code is used to adjust the threadÕs control structure for re-creation. 

If the family is not squeezable, i.e. will not pass the squeeze signal onto a subordinate family, then all 
threads in the middle partition will eventually terminate normally and the return value can be set to 
the index of the first thread not to have been allocated a context of synchronsing memory. Thus the 
only threads that need to be re-executed in a non-squeezable (computational) threads are those that 
have not been allocated their context. 

On synchronisation, the value of any dependency at the squeeze return index is saved to the variable 
that initialised the dependency chain in the creating thread, again allowing the family to be re-created 
from the squeeze index position to complete it. 

Squeezing a family of threads allows the task defined by that family to be preempted and restarted at 
a different place. By using the concept of a squeezable thread a disciplined approach to the rapid 
preemption of a concurrently executing program can be provided in the SANE model. This notion is 
at the heart of the model and provides one of the most important features for implementing self-
adaptivity. 

I I .3. ! TC a Realisation of the SAN E Virtual Processor  

I I .3.1. What is a real isation of the SV P? 
A realisation of the SVP model is a definition of it at some level of abstraction to support the 
creation of tools to implement it. It is not necessarily an implementation of the model per se, 
although it may be more concrete in its definition. For example, this report defines a realisation of 
SVP based on the addition of a set of concurrency controls supporting the above model to the C 
language. Microthreaded microprocessors, [17]-[25] are another realisation, defined at a processorÕs 
ISA level. The language defined here, we have called microthreaded C or ! TC for short. It has been 
specified for the purpose of further defining the model by experimentation and exploration, and to 
act as a compiler target for the work being undertaken in SP 2, SP 3, and possibly in SP 1. 

! TC is similar to other concurrent languages based on C, such as OpenMP for C [46], UPC [47] and 
others described in Section I.2.4. However, no other language that we know of implements 
concurrency in such a dynamic manner using the concept of identified families of threads with 
preemption.  
Numerous meetings and exchanges of ideas have occurred between SP 2 and SP 3 in order to ensure 
that this model and its realisation support the concepts for self-adaptive software development being 
defined in SP 3 and the goal is to use ! TC as the compiler target for both conventional languages, 
such as C, in which basic algorithms may be defined, as well as for the coordination language Snet, 
being developed in SP 3, which supports the projectÕs goals of self-adaptation at the software level. 
! TC is also a relatively high-level description of a computation captured in the SVP model, which 



can be used by compilers or synthesisers in implementing that computation on reconfigurable 
devices. Thus, ! TC is a target for two or more conceptually different languages and compilation 
from ! TC can be targeted to conventional processors, embedded processor in FPGAs, arrays of 
reconfigurable microthreaded processors[48] or to logic for the SP 1 FPGA platform. 

Both SVP and ! TC are based on the concepts developed in UvAÕs prior work on microthreaded 
microprocessors and in that work it has been shown that structures to efficiently manage families of 
threads are modest and scalable [25]. That work can therefore provide a guide to the efficient 
implementation of schedulers and synchronisers in other hardware implementations of the SVP 
model.  

I I .3.2. A dditional constructs and concepts in ! TC 
The additions to C that define ! TC and capture the SVP abstraction are defined in this section.  
These constructs are all based on the concepts described in Section II.2, i.e. being able to dynamically 
create and identify a unit of work that is a parameterised family of threads. The basic type that 
supports this concept is the family identifier, which is new type added to the C language. An 
implementation of ! TC will encode this to identify family, location and capability, the latter being a 
random number generated on family creation. The constructs defined below allow the creation and 
termination of identif ied families of threads, which may be defined in a hierarchically. The 
concurrency captured at any stage in the execution of the program is then defined by the tree of 
families with the original job or task at its root. 
! TC adds the following keywords to standard C. An informal syntax and semantics of each is 
construct is given in the following sections. The new keywords are: 

cr eat e  Construct used to create a family of concurrent microthreads; 

t hr ead  Type qualif ier identifying functions as threads; 

squeezabl e Function qualifier identifying threads that propagate a squeeze signal to subordinate 
families; 

shar ed  Type qualifier for variables of a type that will be shared between microthreads; 

i ndex  Type specifier for variables that will represent the index value of a thread;  

sync  Construct used to identify the termination of a specified family; 

br eak  Construct used to terminate the execution of a family from one of its threads; 

squeeze Construct used to preempt the execution of a specified family so that it may be 
restarted without loss of state; 

k i l l   Construct used to terminate a specific family with a prejudice; 

f ami l y   Type specifier used to specify a variable that identifies a family of threads, n.b. no 
operations are defined on this type; 

pl ace  Type specifier used to specify a variable that identif ies a place at which to execute a 
family of threads, n.b. no operations are defined on this type. 

I I .3.3. Memory and synchronisation in ! TC 
! TC supports two kinds of memory (analogous to registers and main memory in the sequential 
machine model). They are called the synchronising memory, which holds the threadsÕ scalar 
contexts and shared memory. 

Shared memory supports bulk synchronisation between families of threads and provides the 



permanent state of a computation. Logically it is accessed by a common address space, although in 
practice this may not be the case. No assumptions are made about the implementation and speed of  
this memory and the only synchronisation defined on it is on termination of a family of threads, 
where all locations in the memory updated by that family must be well defined. Note that it is 
possible to write non-deterministic ! TC program that would define the contents of a location in 
shared memory as a set of values. However, simple rules can be identified for writing deterministic 
programs, e.g.: 

1. no two distinct threads within the same family or in two families executing concurrently may 
write to and read from the same location in shared memory;  

2. no two distinct threads within the same family or in two families executing concurrently may 
write to the same location in shared memory. 

Synchronising memory supports communication and synchronisation between the threads in a family 
and between the processor executing that thread and shared memory. Restrictions are imposed on 
possible communications to reflect and expose locality in communication to the compiler as well as 
ensure freedom of deadlock in communication.  The types of inter-thread communication supported 
are: 

globals to a thread - a sub-set of the scalar synchronising context of the creating thread is made 
available in read-only form to every thread in the family as a part of its scalar synchronising context. 
In general, the read-only property will need to be enforced by the compiler. 

dependency chains between threads in a family - a dependency chain has one scalar variable 
identified as s har ed in the context of each thread in a family that can be written by that thread and 
which is available in read-only form to the subsequent thread in index sequence. Again, the compiler 
must enforce this read-only property. Multiple dependency chains can be defined by using multiple 
s har ed variables in a thread. A dependency chain is initialised and synchronised with a scalar 
variable written in the creating thread. This synchronisation is independent of the c r eat e event 
for the family and may occur prior to or subsequent to the c r eat e. Perhaps counter intuitively, the 
same variable in the creating context will be updated with the output of the dependency chain 
(without synchronisation). The initialising variable is updated with the value written by the last thread 
in index sequence on the s y nc  event for that family (i.e. on both normal or squeezed termination) 

Synchronising memory implements a blocking read or a dataflow synchronisation and if a thread is 
defined as a sequence of operations, the execution of a thread will not proceed beyond an operation 
that attempts to read an operand from synchronising memory that has not yet been defined. 
Synchronising memory with its restrictions provides allows distribution of register files or buffers 
between processors or cells in an implementation of SVP. 

I I .3.4. Creating famil ies of threads  
c r eat e defines a task as a named family of threads defined over an index variable. The threads are 
specified either by a compound statement or using a named thread. c r eat e returns a unique family 
identifier, family, to identify and control it. c r eat e is a control flow statement that may occur at 
any such position in the code (e.g. where fo r  or i f  would be allowed). c r eat e has the following 
parts (which may be extended in an implementation with any amount of metadata): 
 
c r eat e( f ami l y ;  pl ac e;  s t ar t ;  l i mi t ;  s t ep;  bl oc k ;  t i mer )  
 <t hr ead> |  <c ompound s t at ement >;  

family this part identifies a variable name of type f amil y in the creating context for the 
familyÕs identifier, which uniquely identifies the created family. This variable is used to 
identify the familyÕs synchronisation and may be communicated to a controlling thread 



for adaptation; 

place this part defines the place at which a the family will execute (default: system defined). 

start this part defines the start of the index sequence for the family of microthreads, the 
expression is evaluated when the c r eat e is executed (default: 0). 

limit this part defines the limit of the index sequence for the family of microthreads, the 
expression is evaluated when the c r eat e is executed (default: maxint). 

step this part defines the step between index values, the expression is evaluated when the 
c r eat e is executed (default: 1). 

block this part defines an upper bound for the maximum number of threads allocated to a 
processor at any time,  the expression is evaluated when the create is executed (default: 
system defined). 

timer this part defines a clock and restricts thread allocation to at most block threads per tick 
of this clock (default: threads are created as resources become available, subject to the 
constraints imposed by block). 

Any of these parts may be omitted with the exception of family and an appropriate default will be 
assumed. 
The c r eat e construct evaluates its parameters and creates threads in block-index order (defined 
below) and dynamically allocates a context of synchronising memory to each thread it creates. The 
three index expressions (start, limit and step) define the index sequence over which threads are 
created and a unique value from this sequence is available to each thread in one of the locations of its 
context of synchronising memory. All other locations in its context of synchronising memory are 
initialised to empty (i.e. they block any operation that attempts to read them before they are written). 
c r eat e can distribute threads to a number of processors with a deterministic distribution of 
threads to processors allowing the create process to execute largely independently on each of those 
processors, the only coordination required is in the distribution of the parameters for the family and 
in managing the various forms of termination. If the family is distributed to p processors, block-
index order is defined as follows: the first block threads in index sequence are allocated to the first 
processor and so on, so that p*block indices are created in one round of allocation over the p 
processors. The use of block supports the creation of infinitely many threads in a family, as they can 
then be created and managed in allocation rounds. This concept of block allocation is similar to k-
bounded loops [49] in dataflow, i.e. it provides an artif icial dependency, limiting the use of resources 
and providing management over concurrency to avoid resource deadlock. 
Two examples that c r eat e exactly the same family of threads are given below (see also the 
definition of t hr ead in Section II.3.5 and s har ed in Section I I.4.1 below): 



 

I I I .1.1.c. create using a compound statement 
 
voi d t hr ead sumar r ay( shar ed i nt  s ;  i nt  * a,  n) {  
 f ami l y  f i d;  i nt  s_i n=0;  
 cr eat e( f i d; ;  0;  n- 1) {  
      i ndex i ;  
  shar ed i nt  s=s_i n;  
  s  = s  + a[ i ] ;  
      }  
 sync( f i d)  
    / * s_i n r ecei ves s  wr i t t en by t he l ast  t hr ead when sync compl et es* /  
    }  

I I I .1.1.d. create using a named thread  
 
voi d t hr ead suma( shar ed i nt  sum;  i nt  * ar r ay) {  
    i ndex i dx;  
    sum = sum + ar r ay[ i dx] ;  
    }  
 
voi d t hr ead summar r ay( shar ed i nt  s ;  i nt  * a,  n) {  
    f ami l y  f i d;  i nt  s_i n=0;  
    c r eat e( f i d; ;  0;  n- 1)  sumi nt ( s_i n,  * a) ;  
    sync( f i d)  
    / * s_i n r ecei ves sum wr i t t en by t he l ast  t hr ead when sync compl et es* /  
    }  
When using a named-thread (like a function) the sh ar ed variable must be exposed to the creating 
thread for initialisation via the list of formal parameters. Using a compound statement, the share d 
variable chain is initialised in the thread-blockÕs declarations using a variable from the creating 
threadÕs context. Note that in a sh ar ed variable dependency chain, initialisation occurs only in the 
first thread in index sequence! 

I I .3.5. N amed threads 
<br eak  t y pe> t hr ead <name> ( <ar gument  l i s t >) { . . . }  

In ! TCA all functions are defined as threads and a named thread is specified like a C function but 
using the t hr ead specifier (not strictly necessary). It uses a list of arguments in the normal way and 
can be separately compiled and described by including a header. Named threads can be referenced in 
a cr eate  construct with a matching parameter list supplied from the creating threadÕs context.  
There are some differences between a function and a thread. Firstly, whereas a function has a return 
type, a thread family cannot make a return. Instead, a thread may provide a scalar value on bre ak  
and the type of this value is specified in the same manner as a functionÕs return value. In many 
circumstances a thread will not execute a break and a v oi d type must be specified. Thus threads 
may return a value by writing to shared memory, writing to a s har ed variable (the value is 
provided by the last thread in a family in this case) and finally by terminating a family with a break 
from any of its threads (but just one). A s queez e on the family also returns a value but this is 
always of type i nt . For br eak and squeeze , the value is made available to the creating thread 
via the s y nc  construct, which also provides information on the termination condition.  

As all functions in ! TC are threads, a thread may not contain a call to a function but may c r eat e 



further families of threads, which are the concurrent equivalent of making function calls. Parameters 
are passed using synchronised s har ed variables or globals (see Section II.4) and the calling thread 
is free to continue executing until a s y nc  on the family is required. C programs can not be 
completely translated from functions to threads in this way.  
Here is an example of the use of a thread to sum an array values greater than some threshold, this 
example identifies different types of variables and highlights a potential problem with the semantics 
of using shared variables: 

 
voi d t hr ead sumi nt ( shar ed i nt  sum;  i nt  t hr eshol d,  * ar r ay) {  
    i ndex i dx;  
    i f  ( ar r ay[ i dx]  > t hr eshol d)  sum = sum + ar r ay[ i dx]  
    el se sum = sum;  
    }  
voi d t hr ead mai n( ) {  
    i nt  * a,  s  = 0,  n = 10,  w = 5;  
    f ami l y  f i d;   
    . . .  
    c r eat e( f i d; ;  0;  n- 1)  sumi nt ( s ,  w,  * a) ;  
    sync( f i d) ;  
    . . . s . . .  
    }  
This thread sums the values of array a but only where a[i] is greater than w. The argument list to the 
thread defines the global variables used in the thread (common to all threads), as well as any shared 
local variables. Both scalar values and pointers to an array are passed as parameters in this example. 
The scalar value, w, is made available to each thread for read only use via the parameter threshold. 
Note that shared-memory, array variables must be indexed in each thread to provide a unique local 
value in shared memory for each thread to update. Finally note that the s har ed variable sum must 
be assigned to in each thread in order for the family to terminate normally. The conditional statement 
in this thread must therefore provide an assignment to sum in both control paths, otherwise a 
successor thread may block waiting for an assignment that never happens.  

I I .3.6. Places 
An implementation of ! TC will need to define a mechanism for resource allocation and the dynamic 
concurrency must be bound in some way to those resources. It is assumed that dynamic resource 
allocation is implemented using a system thread that returns a value of type pl ac e.  This defines 
where a family of threads is executed or delegated. With the range of possible implementations of 
! TC in the AETHER project, the concept of place must be abstract and flexible. A pl ac e is also 
the mechanism used to identify system services in a SANE processor, so that the system thread 
allocating resources will need to be delegated to a specific  pla ce  for that purpose. A pla ce  is 
also the mechanism for introducing mutual exclusion if required for a service and this is implemented 
by sequentialising all creates delegated to the pl ac e requiring exclusion. Services will include 
resource allocation, memory allocation, input and output, etc. Not all services will need to provide 
mutual exclusion but they must manage exhaustion of their own resources. The following code 
fragments illustrate how system ÒcallsÓ would be embedded within a ! TC program. The first 
illustrates an example of resource management, where the stdlib include would define the place SEP 
and the thread get_resource, to implement resource allocation there. The thread get_resource returns a 
pl ac e res via its shared variable parameter. 
 
  f ami l y  f i d;  pl ace r es;  
  #i nc l ude <st dl i b. h>;  
  É 



  c r eat e( f i d; SEP; 1; 1) get _r esour ce( r es) ;  
  sync( f i d)  
  c r eat e( f i d; r es; 0; n- 1) sumi nt ( s_i n,  * a) ;  
  sync( f i d)  
  É 

A second example below defines memory allocation within a thread, this allocates memory on the 
local processor only, by using the place local to execute malloc, malloc returns the pointer to the 100 
character string using its first parameter, which is a shared variable. Note the use of shared or 
ÒregisterÓ variables for communicating between threads. 

 
  f ami l y  f i d;  char  * s t r i ng;  
  #i nc l ude <st dl i b. h>;  
  É 
  cr eat e( f i d; l ocal ; ; 0; 0) mal l oc( s t r i ng,  100) ;  
  sync( f i d)  

 

I I .3.7. Squeezable threads 
In the SVP model preemption is defined on the unit of work identified by a family and its 
descendants. The latency of preempting a family of threads will depend on the depth to which a 
sq ueez e signal is propagated. A disciplined approach to rapid preemption is required but, as a 
preempted family must be re-creatable, the squeeze signal is only propagated down the create 
hierarchy, where this attribute can be guaranteed by the programmer. The mechanism to capture this 
concept is that of a squeeza bl e thread. A sq ueeza bl e thread is a thread that may be re-
executed following a squeeze as many times as required until any families of threads that it creates 
have all completed normally. It must contain code to enable this re-creation following preemption. 
See also Section II.2.7 for more information on squeezing a family. 

When a family that is created with a squeeza bl e thread is squeezed, the squeeze signal may be 
propagated to any subordinate families created by its threads. Squeezable threads are similar in 
concept to re-entrant functions. They must be designed to have no side-effects on shared memory 
other than those required to redefine the index set on which the thread is created. In ! TC, this means 
writing to shared memory the start index of the families the thread creates. An example of a 
squeezable thread is given below. 

This thread creates a single family and writes only to shared memory in order to capture the end/ new 
beginning of a dependency between the threads and the index value to re-create the family from. It is 
therefore sq ueez able  and a family created using it may pass the squeeze signal to all child 
families created by instances of this thread.  

 
voi d squeezabl e t hr ead par ent ( i nt  s t ar t [ ] ;  f l oat  i ni t [ ] ) {  
 i ndex i ;  f l oat  s_i ni t  =i ni t [ i ] ;  f ami l y  f i d;  i nt  scode,  sval ue;  
     #i nc l ude <st dl i b. h>;  
 
 É 
 cr eat e( f i d; ; s t ar t [ i ] ;  f i ni sh) {  
  i ndex j ;  shar ed f l oat  s=s_i ni t ;  
  É 
  }  
 É 
 
 
 



 sync( f i d; scode; sval ue) ;  
 i f  ( scode==squeeze) {  
  i ni t [ i ] =s_i ni t ;  
  s t ar t [ i ] =sval ue;  
  }  
 É 
 }  

I I .3.8. Synchronising a family on termination 
 s y nc  ( f i d ;  r et ur n_c ode;  r et ur n_v al ue) ;  

The s y nc  construct is used to detect the termination of a named family of threads. It must be 
executed in the same thread as the corresponding c r eat e and every created family must be 
synchronised if it is to contribute deterministically to the state of a program. It has the following 
components: 

 fid  variable of type f amil y defining family of threads to be synchronised. 

 return_code a variable to receive the return code on termination of the family. 

 return_value a variable to receive a return value on termination of the family. 

The s y nc  construct blocks until the family specified by fid has completed and then completes its 
execution. It returns an integer return_code that specifies how the family terminated and a 
return_value that is set by the execution of a br eak , or a s queez e construct. Both 
return_code and a return_value are optional. A functionÕs break type determines the type that can 
be returned by a br eak . A s queez e always returns a value of type i nt . 

The return_code identifies how the family completed. It has the following four unique 
implementation-defined values: {normal, squeeze, kill, break}. The execution of 
s y nc  also signals that all values written to shared-memory by the identif ied family are fully defined 
for a deterministic program.  A simple example is given in the code fragment below. 
 
     c r eat e( f i d) { . . . } ;  
     . . . . / * bl ock a* /  
     sync( f i d) ;  
     . . . . / * bl ock b* /  
 

In this example, c r eat e defines subordinate threads that executes concurrently with the creating 
thread, which continues to execute statements in block a (n.b. it is possible that no threads are 
created at this stage). However, block b will only execute after all threads defined by c r eat e have 
terminated and have updated shared memory. Therefore following the s y nc  on fid, block b can 
safely read any shared memory variables written by family fid, whereas block a can not. 

A more detailed example is given below in which a thread creates three families of threads, 
where the second family is not dependent on the first but the third is dependent on the 
shared-memory output of the first two and must follow the synchronisation of both. 
 
voi d t hr ead gat her ( f l oat  * a,  * g;  i nt  * j ) {  
 i ndex i ;  
 g[ i ] =a[ j [ i ] ] ;  
 }  
voi d t hr ead dense_mul t ( f l oat  * x , * y , * z) {  
 i ndex i ;  
 x [ i ] = y [ i ] * z [ i ] ;  
 }  



voi d t hr ead comput e( f l oat  * a,  * b,  * c ;  i nt  * k ,  * l ,  n) {  
 f ami l y  f i d1, f i d2, f i d3;  f l oat  * g1,* g2;  
 . . .  
 c r eat e( f i d1; ; 0; n) gat her ( * b, * g1, * k) ;  
 c r eat e( f i d2; ; 0; n) gat her ( * c , * g2, * l ) ;  
 sync( f i d1) ;  
 sync( f i d2) ;  
 c r eat e( f i d3; ; 0; n) dense_mul t ( * g1, * g2, * c) ;  
 sync( f i d3) ;  
 }  

I I .3.9. Breaking the execution of a family 
 br eak ( r et ur n_r es ul t ) ;  

The br eak  construct is executed in a thread and terminates the family it belongs to.  This stops 
thread creation and releases all synchronising memory, losing any synchronising state that the family 
may have. I t allows the breaking thread to return a single value of type specified by the thread 
definition to the creating thread, which is captured by the syn c for that family. Break has the 
following component: 
 return_result an expression defining a value to be read by the s y nc  for this family. 

An example of its use is given below, where the break type is in dex which is a subtype of in t . For 
a separately compoled thread, the type would be specified by the thread definition. 
 
f ami l y  f i d;  i nt  * a, b, n, i nd;  
. . .  
c r eat e( f i d; ; 0; n) {  
 i ndex i ;  
 i f ( a[ i ] ==b)  br eak( i ) ;  
 }  
sync( f i d; ; i nd) ;  
/ * i ndex cont ai ns one of  any val ues of  i  wher e a[ i ]  i s  equal  t o b* /  

I I .3.10. Squeezing a family 
 s queez e( f i d) ;  

The s queez e construct is used in a control thread to preempt a task defined as a family of threads. 
It has the following components: 

 fid a variable of type f amil y identifying the family of threads to be squeezed. 

This construct brings an identif ied family to a well-defined termination provided that fid contained 
the correct capability. Thread creation is halted and all threads already allocated are allowed to 
terminate normally. Note that the termination of a thread requires the termination of any subordinate 
families it may have created and these subordinate families are only squeezed if the threads that 
created them were squeezable (see Section II.3.7). In practice this construct could be executed by any 
thread executing concurrently with the family providing it has obtained the family identifier. The 
capability protects the family from unauthorised signals. Squeez e is required to dynamically replace 
an executing task without the loss of any synchronising state and its use captures the idea of 
squeezing out the synchronising state from a family and leaving its state defined on shared memory 
only. 

An example of the use of squeeze is given below. It implements a relatively complex example of a 
self-balancing, two-stage, wagging-buffer pipeline, see Figure 6. At the lowest level of the 



concurrency tree exposed in this 
example, threads Ta and Tb execute at 
places rid_a and rid_b respectively. The 
self-balancing is achieved by allocating 
more or less resources to rid_a and 
rid_b according to some periodic 
monitoring. Thre ad wag implements 
two rounds of the pipeline, i.e. reading 
buffer_1 and writing buffer_2, then 
reading buffer_2 and writing buffer_1. 
Thread control is the control thread 
that performs the monitoring and 
squeezes wag if the pipeline is not well 

balanced, resulting in the creation of another instance of wag and control. The pipeline of Ta| | Tb 
processes an infinite stream and infinite families of wag and control are created one at a time. This is 
ensured using a block size of 1 in the respective creates. The control thread is only created on every 
tick of the timer, which will be set to amortise any latency in obtaining a redistribution of resources. 

 
voi d t hr ead wag( f l oat  * buf f er _1,  * buf f er 2;  pl ace r i d_a,  r i d_b; É)   
  / * one r ound of  waggi ng* /  
  f ami l y  t a,  t b;   
  . . .  
  c r eat e( t a; r i d_a; 0; 0)  Ta( * buf f er _1,  * buf f er _2, É) ;   
  c r eat e( t b; r i d_b; 0; 0)  Tb( * buf f er _2,  * buf f er _1, É) ;   
  sync( t b) ;  
  c r eat e( t b; r i d_b; 0; 0)  Tb( * buf f er _1,  * buf f er _2, É) ;   
  sync( t a) ;  
  c r eat e( t a; r i d_a; 0; 0)  Ta( * buf f er _2,  * buf f er _1, É) ;    
  sync( t b) ;  sync( t a) ;  
  }  
 
voi d t hr ead cont r ol ( i nt  t hr eshol d, f i d) { / * cont r ol  f ami l y* /  
. . .  
/ * obser ve l oad bal ance i nf or mat i on and set  bal ance* /  
. . .  
  i f ( bal ance>t hr eshol d) {  
    squeeze( f i d) ;  
 / * squeezes t he i nf i ni t e f ami l y  of  wags and t er mi nat es t he f ami l y* /  
    br eak;  
    }  
  }  
 
voi d t hr ead pi pe( f l oat  * i nput ,  * out put ) {  
  f ami l y  f i d_i nf ;  
  c r eat e( f i d_i nf ; l ocal ; 0; ; ; 1) { / * i nf i ni t e f ami l y  pot ent i al  squeezes* /  
    f ami l y  f i d_wag,  f i d_cont ;  i nt  t hr eshol d;  pl ace r i d_a,  r i d_b;  
    . . .  
    / * get  r esour ces r i d_a and r i d_b and set  t hr eshol d* /  
    . . .  
 
  
 
 
 
 

 

Figure 6 Two element pipeline implementing a wagging 
buffer with threads Ta and Tb alternately reading and 

writing from buffers 1 and 2. 



   c r eat e( f i d_wag; l ocal ; 0; ; ; 1)  do_wag( * buf f er _1,  * buf f er 2, r i d_a, r i d_b, É) ;  
 
       / * i nf i ni t e r epet i t i on of  t hr ead wag* /  
  
    c r eat e( f i d_cont ; l ocal ; 0; ; ; 1; t i mer )  do_cont ( t ,  f i d_wag) ;  
 
       / * i nf i ni t e r epet i t i on of  per i odi c  cont r ol  t hr ead t o squeeze wag* /  
 
    sync( f i d_wag)  
    sync( f i d_cont )  
    }  

I I .3.11. Ki l l ing a family 
 k i l l ( f i d) ;   

The k i l l  construct is similar in operation to s queez e and is also executed from a concurrent 
control thread but it is used to bring an identified family to a forced termination provided that the fid 
contains the correct capability. All pending synchronisations are lost. The other difference is that the 
operation of k i l l  is deep, i.e. all threads in a family are terminated and all subordinate families to 
those threads are also sent a k i l l  signal. k i l l  has the following components: 

 fid a variable of type f amil y identifying the  family of threads to be killed; 

This construct brings an executing concurrent section to a halt with prejudice. It does this by 
stopping thread creation and then force terminating any threads that have been created in the family 
specified and recursively any further families created within those threads. All synchronising memory 
for all families killed is relinquished. No state generated by the killed family can be relied upon, it is a 
means of stopping a family and any of its descendents from executing further. 

I I .4. Examples of using the ! TC memory model  
Threads share memory except for a threadÕs context of scalar, synchronising variables. Shared 
memory is asynchronous and weakly consistent and uses bulk synchronisation on family termination 
and synchronising memory to deal with the asynchronous communication between memory and 
processor. The termination of a family of threads (s y nc) signals that all shared-memory locations 
written by the family are now well defined and a new family can be created to consume those values. 

A threadÕs context of scalar, synchronising variables are either: 

¥ global to all threads in the family but read only, 

¥ local and not accessible by any other thread, or 

¥ shared which is local and also read only to the next thread in index sequence. 

The synchronising memory available to a family of threads is illustrated in Figure 7, including the 
context of the creating thread, which provides the global values and initialises any chain of shared 
variables in a family. A variable designated share d in a thread is not available to all threads in a 
family as might be assumed but rather it is a local variable that provides its value to the neighbouring 
thread in index sequence. 
Shared variables must be defined in each thread to ensure normal termination of the family, 
regardless of control flow. A shared variable in the first thread in a family is initialised by a local 
scalar from the creating threadÕs context, either at the declaration of the shared variable in a 
compound statement defining the thread or as a formal parameter to an argument of a named thread 
also declared as shared. On termination of the family, the initialising variable takes on the value 
written by the last thread to be executed in index sequence but this is not a synchronising event as 



the variable was already defined when it initialised the first thread.  

 

 

  

Figure 7 The relationship between the contexts of scalar synchronising variables in a family of 
threads. 

I I .4.1. Communication between threads wi th synchronising shared 
variables 

Some examples of how synchronising memory is used in ! TC are given below. The first deals with 
the semantics of multiple assignments to a variable declared as shared in a thread. 
  
 i nt  * a,  n,  s0 = 0;  f ami l y  f i d;  
 . . .  
 c r eat e( f i d; ; 0; n- 1) {  
     i ndex i ;  
     shar ed i nt  s=s0;  / * i ni t i al i ses s  i n f i r s t  t hr ead onl y* /  
     s  = s  + 1;  
     s  = s  *  2;  
     a[ i ]  = s ;  
     }  
In this example, the shared variable s  defines a dependency between threads, initialised in the first 
thread by s 0. On synchronisation of this family, s 0 will be updated by the value of s  written in the 
last thread executed in index sequence. Note however that s  is written twice in each thread, which 
raises an issue because of the concurrent execution of the threads. This means that the value each 
thread sees from its neighbour is non-deterministic (i.e. it could be the value from the first or second 
assignment to s ). To resolve this situation, ! TC assumes semantics equivalent to the sequential 
execution of each thread in index order. This is achieved by ensuring that only the last assignment to 
s  synchronises with the following thread and any prior assignment to s  is local. A ! TC compiler 
would therefore generate the equivalent of the following code: 

 
 



     i nt  * a,  n,  s0 = 0 f ami l y  f i d;  
 . . .  
 c r eat e( f i d; ; 0; n- 1) {  
  i ndex i ;  
  shar ed i nt  s=S0;  
  i nt  t ;  
      t  = s  + 1;  
  s  = t  *  2;  
  a[ i ]  = s ;  
  }  
and the sequence of values written to a[ i ]  would be { 2, 6, 14, 30, ...} , which is equivalent to 
applying a sequential schedule to these threads. 
Dependencies between threads defined on indexed data structures are also non-deterministic, as this 
breaks the general rule that two threads in a family may not read and write to the same location in 
shared memory. The solution is to use explicit, shared variables. Although the ! TC compiler could 
automate this transformation, we make it the responsibility of the ! TC code generator, to avoid the 
possibility of introducing expensive run-time checks. As an example, the following code fragment: 
 
 c r eat e( f i d; ; 1; n- 1) {  
  i ndex i ;  
  sum[ i ]  = a[ i ]  + sum[ i - 1] ;  
  }  
should be rewritten as below to avoid non-deterministic results: 
 
 c r eat e( f i d; ; 1; n- 1) {  
  i ndex i ;  
  shar ed i nt  s=s0;  
  s  = a[ i ]  + s ;  
  sum[ i ]  = s ;  
      }  
 

 

Figure 8 N on-adjacent dependencies in array (a[]) transformed into adjacent ones by transforming a 
problem into two dimensions using nested families of threads. 

 

In the following examples the restrictions on inter-thread communication are explored, i.e. that 
dependencies can only be carried between neighbouring threads in index sequence. This is not such a 
severe restriction as it first appears due to the hierarchical nature of concurrency in the model.  Non-



local communication is exposed by this restriction and must be explicitly programmed. Two 
techniques can be used to transform code to achieve locality of communication. The first applies to 
regular, non-local dependencies and transforms a linear sequence of threads containing non-adjacent 
communication into a two-dimensional problem using nested families of threads, where the 
adjacency property in communication is achieved. This is illustrated in Figure 8 and the code below. 
The technique can be applied to arbitrary sized arrays with an arbitrary skip distance; it also exposes 
concurrency one family of threads is independent. 
 
    c r eat e( f i d; ; 0;  7) {  
  i ndex i ;   
  a[ i ] =( a[ i ] +a[ i - 2] ) / 2 
  / * t hi s  can not  be r epr esent ed wi t h a shar ed var i abl e* /  
         }  
    sync( f i d) ;  
 
  

c r eat e( f i d1; ; 0; 1) {  
  i ndex k ;  f ami l y  f i d2;  
  c r eat e( f i d2; ; 0; 3) {  
   i ndex j ;  shar ed f l oat  s ;  
   i =2* j +k;  
   s=( a[ i ] +s) / 2 
   a[ i ] =s 
   / * t hi s  nest ed f ami l y  can use a shar ed t o obt ai n a[ i - 2] * /  
         }  
  sync( f i d) ;  
 

The second technique to avoid non-adjacent thread-to-thread communication is to use static, thread-
to-thread routing. The example below implements dependencies on the previous thread and the one 
prior to that. It computes the first ten Fibonacci numbers. In this code the assignment 
t emp1=t emp2 implements thread-to-thread routing in synchronising memory. 
 
voi d t hr ead f i b( i nt  * f i bonacc i ,  n) {  
    f ami l y  f i d;  t 1=0,  t 2=1;  
    f i bonacc i [ 0] =t 1;  f i bonacc i [ 1] =t 2;  
    c r eat e( f i d; ; 2; n- 1) {  
  i ndex i ;  shar ed i nt  t emp1=t 1,  t emp2=t 2;  
        f i bonacc i [ i ]  = t emp1 + t emp2;  
  t emp1 = t emp2;  
        t emp2 = f i bonacc i [ i ] ;  
        }  
    sync( f i d) ;  
    . . .  
    }  
Finally, a more complex example is given below, which implements matrix-vector multiplication. 
This is another example of the use of nested families using two-dimensional indexing. It uses a 
thread index i in the outer family, which is local to the thread. In the inner family of threads the 
matrix a is indexed with both i, which is global to all inner threads and j, which is local to the inner 
thread. This defines n2 threads, where the n outer threads (family fido) are independent and the n 
inner threads (family fidi) contain a dependency chain on s. Note the use of the block parameter in 
the outer family for controlling resource allocation.  

 

 



 
voi d t hr ead mat vec( i nt  * a,  * x ,  * y ,  n) {  
 f ami l y  f i do;  
 cr eat e( f i do; ; 0; n- 1; 1; 4) {  
  i ndex i ;  
  f ami l y  f i di ;  i nt  s0 = 0;  
  c r eat e( f i di ; ; 0; n- 1) {  
   i ndex j  
   shar ed i nt  s=s0;  
   s  = s  + a[ i ] [ j ] * x [ j ]  
       }  
  sync( f i di ) ;  
  y [ i ]  = s ;  
      }  
 sync( f i do) ;  
     }  

I I .4.2. Resource management on thread creation 
The use of block in c r eat e is a form of Òk-bounded loopsÓ and is used to manage synchronising-
memory allocation on thread creation. In a dynamic implementation of ! TC, it is possible, when 
using nested creates, to define families of threads that exceed the available synchronising memory 
when created, and in the absence of further resources to delegate the threads to, resource deadlock 
can be induced. The use of block allows synchronising memory to be distributed across a hierarchy 
of c r eat e constructs to avoid resource deadlock on a fixed set of resources. The example above, 
that performs matrix-vector multiplication, is a good one. The block parameter on family f i do says 
that no more than 4 outer threads should be allocated to a processor at any time. Assuming that the 
available synchronising memory per processor when this executes is larger than four times the size of 
the outer threadÕs synchronising context by at least one inner threadÕs context, then this guarantees 
that registers are available to be allocated to the inner threads. If the block parameter were not been 
used and n was such that the outer family threadsÕ contexts exceeded the synchronising memory 
available, then no inner family threads could be created and no outer thread could complete - hence 
deadlock! Note that other mechanisms for avoiding resource deadlock should be implemented in an 
automatic manner if further processing resources can be obtained. I.e. when no more synchronising 
memory is available locally, the c re at e is delegated to other resources. 

I I .4.3. Communication between threads wi th asynchronous shared memory 
Shared memory uses the normal scoping rules of C. However, some restrictions on shared memory 
use are required to avoid non-deterministic programs. Reads and writes to shared memory must be 
managed so that two concurrent threads will not read and write to the same location in memory and 
also so that the same location is not written to by more than one concurrent thread. This applies to 
threads in the same family or threads in different families executing concurrently.  
Consider the following ! TC program in which two concurrent threads read and write the same 
location in shared memory:  
 
voi d t hr ead mai n( ) {  
 i nt  * a,  n;  f ami l y  f i d;  
 . . .  
 c r eat e( f i d; ; 0; n- 1) {  
  i ndex i ;  
  a[ i ]  = a[ i ]  + a[ i +1] ;  
      }  
      }  



This program would not consistently gives the expected result in reading a[ i +1]  (as defined by a 
applying a sequential schedule over the index order or the equivalent loop order ) as a thread may 
read one of two values, either the value from a[ i +1]  defined prior to the family executing or the 
new value written as a[ i ] by a threadÕs successor in index order. In order to give a deterministic 
result the program would have to rename the assigned array, e.g. : 
 
voi d t hr ead mai n( ) {  
 i nt  * a,  * ca,  n;  f ami l y  f i d;  
 . . .  
 c r eat e( f i d; ; 0; n- 1) {  
  i ndex i ;  
  ca[ i ]  = a[ i ]  + a[ i +1] ;  
      }  
     }  

Note that in general, it is not trivial to detect such non-determinism as the following example shows. 
Here the program is well defined as the index sequence defines updates only on even indices of a 
and hence no two concurrent threads can ever read and write the same location in this modification 
of the above program.  
 
t hr ead mai n( ) {  
 i nt  * a,  n;  f ami l y  f i d;  
 . . .  
 c r eat e( f i d; 0; n- 1; 2) {  
  i ndex i ;  
  a[ i ]  = a[ i ]  + a[ i +1] ;  
      }  
     }  
 

I I .5. SANE Networks and Communications 
Communication in the SVP model can be identified in several constructs and abstractions and can be 
implemented on logically separate networks. Communication may be required for the following 
actions: 

¥ delegation network - negotiating resources, creating and synchronising delegated families of microthreads; 

¥ shared-memory network - managing the abstraction of a consistent shared memory; and finally 

¥ synchronisation network - managing communication and synchronisation between threads. 

Although each communication type can be mapped to a single network infrastructure, this 
partitioning is an advantage, as each communication type can be optimised for its purpose in a 
hardware environment.  The characteristics and requirements of each are quite different. 

In terms of protocols, this document describes only abstract protocols and an implementation will 
provide a specific protocol, with protocol converters being required between different domains, such 
as on-chip, chip-to-chip or IP networks. 

The remainder of this section looks in detail at each particular type of communication, what it does 
and its requirements in terms of bandwidth, latency and protocols. 

I I .5.1. Delegation network 
The delegation network manages general communication between SANEs in order to negotiate 
resources and to facilitate the delegation of a unit of work, i.e. a job or application represented as a 



family of threads. I t is certainly the most ubiquitous of the networks defined above. This network 
also forwards the asynchronous squeeze and kill signals to a delegated family. Its characteristics are 
general and it requires a relatively low bandwidth, with a relatively low frequency of communication. 
However, it should provide low latency, as latency will delay the process of delegation of work, which 
requires at least two end-to-end exchanges over this network. The network will be an addressed, 
packet-switched network as there is a requirement for any SANE processor to talk with potentially 
any other SANE processor that is in range, operational and/ or available to delegate work to. 

I I I .1.1.e. Resource acquisition protocol 

A protocol for resource acquisition enables a thread to obtain resources for the delegation of a family 
to new resources. A thread initiates this protocol before it creates a family at some level in a family 
hierarchy, this may be within a user application or the operating system launching the application. 
The protocol completes following the termination of the family created at which point the resources 
would normally be relinquished. The termination may be on completion of the delegated family or as 
a response to a squeeze signal. The squeeze in turn may be initiated by the control part of the job or 
by the operating environment on the root family of the application. The former is an example of self-
adaptation and an example is given in Section II .3.10 while the latter is used by the operating system 
in order to regain control of resources in order to redistribute them according to some higher-level 
strategy. Both situations are illustrated in Figure 9.  

The resource-management and delegation protocol comprises the following general stages: 

1. the thread sends a message to the resource manager requesting a place of a given type (e.g. x 
processors or y logic cells), perhaps for a given length of time; 

2. the resource manager responds to the request by specifying  the place, which includes a 
capability to create a family at that place. This capability is an attribute of the resource or 

 

Figure 9 Adaptation by delegation and resource management 



resource set; 

3. the thread delegates the family to that place and identif ies the family to the resource 
manager, so that it can be pre-empted, this identif ier must contain an encoding of the 
creating place (a network address), the familyÕs identif ication at that place and the familyÕs 
capability; 

4. the thread waits for the delegated family to complete, either be by normal termination or as a 
result of a squeeze (it may also be killed but it will never know about that); 

5. the thread sends a final message to the resource manager relinquishing the resources by 
identifying them and then finishes.  

Note that if the family created by a thread is squeezed, the creating thread captures it progress and is 
re-executed to recreate the family using another round of this protocol perhaps at a different place 
with different resources. 

The protocol for delegating a family to a place is initiated at stage 3 of the resource acquisition 
protocol. A thread initiates this protocol when delegating a family to a place acquired for that 
purpose. The protocol comprises the following stages: 

1. the thread creates a delegated family entry in its own tables as this is the place where signals 
to the family will be sent and hence these must be forwarded to the delegated place; 

2. the thread then sends a message to the place acquired in order to delegate the create for the 
family. This message contains a pointer to the familyÕs metadata describing all of its 
parameters, it also contains the global scalar values to initialise the threadsÕ synchronising 
memory on the remote resources. 

3. following this, the thread sends messages to the place to initialise any shared variables; one 
message is sent for each shared variable, as soon as the thread writes to its local variable 
initialising the dependency chain in the created family. I f these variables are already defined 
they can be sent immediately. There may be several such messages at different points in the 
execution of the creating thread, one for each shared variable defined in the created family; 

4. on termination of the family, the place the family was delegated to responds with a message 
indicating that the family has terminated, this message will include the termination code the 
termination value and the value on termination of the shared variables of the last thread 
executed in index sequence; 

5. the thread removes its local entry in the family table for this delegated create. 

I I .5.2. Shared-memory network 
The shared memory network is architecture specific and will reflect the implementation of the SANE 
processor. Example implementations are pure shared memory, cache-coherent shared memory, both 
NUMA and COMA or an ad-hoc distributed-memory architecture. The characteristics of this 
network are also implementation specific, however, this network will require a large bandwidth in 
some applications, as it is this network though which the majority of an applicationsÕ data is 
distributed. The bandwidth required will depend on the locality of an application. Even the type of 
transaction on this network will depend on implementation. They may be fine-grained and 
asynchronous or course grained and synchronous. Any protocol must ensure that before a sy nc  for 
a family completes, all writes to the memory made by that family are defined in the memory. 

I I .5.3. Synchronisation network 
Communication between threads is captured by synchronising memory. A family has strict 
limitations on the patterns of communication to avoid deadlock and to capture locality. Like the 



shared-memory network, the protocols will be implementation dependent. The characteristics are 
high-bandwidth, low-latency and strict locality. For fine-grain implementations this network is likely 
to be implemented by direct circuits between functional units, e.g. a wire or wires connecting two 
components implemented in FPGA logic cells or a ring of processors. The network captures the 
production of data in one thread as a synchronised event and provides the data to the next thread in 
index sequence. This is analogous to a clocked or handshaken data bus connecting the two threads in 
hardware, or it may be implemented as registers with full/ empty bits shared between functional units. 
The protocol must ensure a strict ordering of operations in respect to a dependency chain on a 
shared variable and its initialisation from the creating thread. Note that this will form an acyclic 
network, although a cycle may be completed using a higher-level communication, namely the 
termination of a family of threads. 



I I I .  Adaptation Algorithms and Implementation 

I I I .1. Overall model and issues 
In the previous sections we have introduced a model for the SANE virtual processor (SVP), Section 
II provides a coherent view of an application or task as a recursive, dynamic concurrent control 
structure capturing dependencies in a uniform and synchronised manner. It is an abstract model and 
it is clear that there are many different implementations of it even when considering reconfigurable 
processor architectures. To this we must also add a system environment that is capable of allocating 
and configuring resources within an adaptive system. The SEP must react to the applicationÕs 
dynamically changing needs, while still maintaining an overall strategy for the various applications it is 
responsible for, based on information defined in the meta data associated with those applications at 
their top level. However, the SVP is scale-free and it is impossible to identify a single point as the 
ÒsystemÓ and below that as the ÒuserÓ. In practice there will be a hierarchy of systems and 
application will almost certainly want to manage their own resources by local adaptation, which at the 
lowest level will correspond to the flexibility available in a reconfigurable architecture. At the SVP 
implementation level, local decisions are made with the highest frequency offered by the 
reconfigurable hardware, comprising cells, processors or both. Global decisions on sets of resources 
are managed at the higher level at a lower frequency. A larger observation period enables more 
complex mapping decisions to be made to offer a globally optimal view instead of making local 
distributed decisions that can solve application-specific questions but only in a restricted context.  
This is a non-trivial task but is not the subject of this paper.  

I I I .2. Implementations of SVP Ð General issues 
SVP provides an execution model for the SANE environment. It is an abstract model that captures 
concurrency yet maintains the same principles of composition that has made the sequential model 
ubiquitous in current systems. Concurrency is captured as a dynamic tree, where the nodes in the tree 
represent threads and the branching at each node represents the dynamic creation of one or more 
families of subordinate threads, which in turn may create further families of threads. It is important 
to note two facts about this concurrent control structure: 

1. the structure of the concurrency tree is dynamically evolving; 

2. any two or more such structures are composable, without inducing communication 
deadlock. 

Figure 1 illustrates the second point above. Note that dependencies are supported between the 
components composed but only at a single level and, where more than two programs are composed, 
only in the index sequence of the threads at that level. The SVP model is therefore scale free but 
there is still a significant abstraction gap between this model and implementations in hardware using 
fine-grain reconfigurable hardware being investigated in SP1. It is well known that in any design, the 
lower one goes in the level of abstraction the more choices there are in the implementation of the 
higher levels of abstraction. Within AETHER, we have the benefit of having defined universal 
models based on a single abstraction, namely the Snet software engineering level and the SVP 
processor model, where both can be encapsulated/ compiled to ! TC. However, we cannot maintain 
this one-to-one correspondence when dealing with low-level implementations, as the range of 
implementations and abstractions required is enormous. However, to obtain solutions to the domain 
of ubiquitous computing as described in the overall objectives of the AETHER project, we must 
consider a number of different implementation strategies and these are illustrated in Figure 10. 

At the highest levels of such a ubiquitous system we require standard communication protocols, 
probably wireless, in order for the silicon components of a SANE system to communicate with each 



other. At this level the target is a distributed system comprising a large number of chips and perhaps 
even conventional systems. Such an implementation will use standards for communication and 
message passing. VTT have expressed interest in investigating such a solution. 

At the lowest levels of the hierarchy, we have a substantial body of work being undertaken in SP1, 
which comprises a range of different implementation-level architectures. I t is here that we have a 
large abstraction gap between the SVP model and the implementation. It is proposed here that in 
order to bridge this gap, one or more SANE hardware models be defined, which would allow the 
implementation of a SANE system from the results presented by SP 1. This would require 
communication protocols implemented by networks on chip and a model that defines the extent and 
manner in which ! TC would be scheduled in order to match the given hardware platform. 

Many of the paradigms that have been investigated and those developed in the wider research effort 
in this field, adopt a mixed cpu/ logic approach, e.g. [26]-[38], where the control intensive part of the 
application is mapped to one or more conventional instruction set processors and the 
computationally-intensive parts are mapped to the reconfigurable logic (either fine-grain or coarse 
grain implementations). In SVP, one can consider implementing the cpu component of the 
implementation as parallel reconfigurable array of conventional instruction set processors that can 
manage and delegate computationally intensive parts of an application to logic-level reconfigurable 
architectures. Any system of SANE processors will have some mix of these different levels of 
implementation. 

A specific implementation of SVP is also outlined in this deliverable, simply because it is so closely 
related to the definition of the SVP itself. It is a direct implementation of SVP realised by extending a 
conventional processorÕs instruction set with instructions and structures that directly implement the 
SVP model. Such a processor model is useful for implementing SVP on a conventional cpu in a 
mixed logic/ cpu implementation and can also implement a coarse-grain reconfigurable platform 
alone, where many such processors can be configured dynamically to implement families of threads 
at different levels of the concurrency tree in Figure 1. This approach is called a Microgrid of 
microthreaded microprocessors and is described in the section below. It has served as a reality check in 
the process of defining the SVP model. It would have been inappropriate to define a model that 
could not be directly implemented in hardware and this task has been completed as a cycle-level 
emulation of such a processor and hardware-resource analysis of the structures required for its 
implementation. 

 

Figure 10 Various possible implementations of self-adaptive systems from Snet via ! TC, showing the 
transformations between different levels of abstraction down to implementation on different platforms. 



I I I .3. H igh-level adaptation in microthreaded microgrids 
A microgrid of microthreaded microprocessors is a reconfigurable architecture, where the unit of 
configuration is very coarse, i.e. a conventional programmable processor based on the SVP model 
itself. We anticipate that thousands or even millions of such processors could be implemented on a 
single chip, depending on the process density and the processor complexity. Of course, such a grid 
could occupy just a subset of the chip with the remaining area being given over to other levels of 
reconfigurable components in any mix. However, at this point let us just consider just an array of 
microthreaded microprocessors and investigate how the concurrency tree in Figure 1 defined by the 
! TC program can be mapped to such an array. This will also give a template for mapping the control 
structure part of a mixed cpu/ logic approach and may even guide the implementation of hierarchical, 
logic-based approaches.  

Each microthreaded microprocessor implements in hardware all of the concepts described in Section 
II. To achieve this, a conventional processor is augmented to allow the dynamic creation of families 
of threads and all of the SVP concurrency-management concepts, either as processor-support 
structures, e.g. the dynamic allocation of contexts of synchronising memory (registers), or as 
instructions for controlling the execution of families of threads, e.g. break, kill and squeeze. These 
support structures are very efficient at running many small fragments of code concurrently and can 
context switch and reschedule a thread on every processor cycle. Also, because a threadÕs progress is 
based on the availability of data in synchronising memory, it means that with sufficient local 
concurrency, the processor is highly tolerant to communication latency, which is one of the big 
problems that future silicon systems of any variety will have to face. 

In this implementation, no scheduling of concurrency is undertaken by the ! TC compiler, and nodes 
in the concurrency tree are represented by parameterisable create instructions in the processorÕs ISA. 

 

Figure 11 A microgrid CMP with multiple configured rings of microthreaded microprocessors. The 
processors shown in colour are configured into clusters for executing families of microthreads, those 
in white are idle (free or floating processors) and not allocated to a thread for processing  subordinate 

families of threads 

 



The advantage of this is that the microthreaded binary code is schedule invariant and will run on any 
number of processors from 1 up to some limit determined by the maximum concurrency exposed in 
the code. As this is possible without any change in the binary code, it gives a good platform to 
explore techniques for self-adaptivity, without having to solve issues such as dynamic compilation 
that will certainly be required at lower levels of implementation. 

UvA has developed a cycle-accurate emulation of an Alpha architecture extended with the 
instructions specified in the SVP model (see Section I I.3). This emulator is able to configure groups 
of processors into ring networks and create families of threads over these clusters. Students at UvA 
have also started specifying the SVP processorÕs support structures in VHDL and these structures 
can be used for the control cpus in a logic-level, reconfigurable platform. 

The mechanism for adaptation in a microgrid relies on the dynamic configuration of sets of 
processors to execute families of threads, either by delegation or by pre-emption and resource 
adjustment. Of these two mechanisms, the first and most efficient is the delegation of a family of 
threads to a new processor cluster, (n.b this cluster could also be implemented as a reconfigurable 
logic function). In this process, a thread in SVP acquires resources dynamically and delegates the 
execution of its subordinate family to those resources. It requires no pre-emption and is suitable for 
fine-grain, statically specified families of threads. The second mechanism requires pre-emption, 
where a long-running task (specified as a family of threads) has been allocated resources but is no 
longer matched with its QoS goals. Pre-empting the task will capture all of its state so that it may be 
re-created on either more or less processors to achieve that. 

The system environment in a microgrid is able to reconfigure connections between its processing 
elements thus changing the organizational structure of the system to create new clusters of 
processors connected in rings to implement the synchronisation network. These rings, once 
configured, allow data exchange and synchronisation between adjacent processors and also 
implement the protocols in hardware for implementing create, kill, squeeze etc. This is not a 
generalised communication network and a second network, the delegation network, is required to 
communicate between any processor in the microgrid and the SEP for delegating the execution of 
families of threads to remote clusters and for exchanging messages concerning resource allocation. In 
this model a place identifies one of these clusters of processors. As can be seen in Figure 11, there is 
the same time-space optimisation to be performed in allocating clusters of processors to families of  
threads, as would be required in allocating cells to tasks in a conventional FPGA.  

To allocate resources, the SEP will be created on one or more dedicated control processors that have 
access to the configuration control for the synchronisation network, where it will keep a local map 
and model of the resources in the immediate SANE environment, i.e. the microgrid and in any 
microgrids it has contracts with. To make a request for a service from the SEP, a thread executing at 
any level of the concurrency tree can create a family of threads on that processor by specifying it as a 
place in the create. See I I.3.6. The concept of place is abstract and can therefore be overloaded to 
specify a specific service on that processor.  

In a microgrid, configuration of processors into is implemented with simple distributed switches and 
clusters are formed on a grid using neighbouring connections only. This results in a fast, local circuit 
switched network for register sharing, which minimises inter-thread latency. Five clusters are shown 
in Figure 11 of various sizes (the coloured processor groups) and each cluster is executing one or 
more families of threads defined from some node in the concurrency tree. Note that the larger the 
cluster used by a family, given sufficient concurrency, the shorter the time to completion, or given 
the same time to completion the lower the frequency/ voltage and hence energy dissipated by the 
computation. Thus adaptation can be used to optimise performance and/ or power dissipation in a 
microgrid, provided that the application has sufficient concurrency and that the implementations are 
scalable. The properties that facilitate this are explained in more detail below. 



I I I .3.1. Parametric Concurrency 
In the SVP model, concurrency is parametric and schedule invariant and this property is propagated 
into the instruction set in a microthreaded processor. This means that the same code can be executed 
on any number of processors without the need to be recompiled. I t is an attribute of the dynamic 
distribution of the code fragments defined by the create onto the available processors. If we consider 
the definition of a family of threads from Section II.3.4; it comprises a dynamic indexed set of  
threads. Only at create time do the familyÕs parameters and the number of processors it is to be 
executed on get defined. This can be an existing cluster in the microgrid or can be acquired 

dynamically prior to the familyÕs execution by negotiation with the SEP and configured into a ring. 

To execute the family, the threads are mapped deterministically across the processors, using a block-
cyclic mapping (see Figure 12). Each processor has its own scheduler implemented in hardware, 
which independently creates the threads assigned to it by the mapping. The first global 
communication required in this process is the distribution of the familyÕs control-block address and 
its globals from the creating thread to all other processors in the ring. Another global 
communications on the ring is required to determine when all processors have finished or 
alternatively to kill, squeeze or break the execution of a family. These broadcasts and reductions are 
performed very efficiently on the synchronisation network. If the family is dependent, this network 
also provides communication for shared variables (n.b. this is a local communication on the ring 
because of the mapping of thread index to processor). 

I I I .3.2.  Deterministic Behaviour 
In conventional multi-processor, threads are coarse grain, distributed statically and scheduled there 
with a given priority. Pre-emption may or may not be possible. If not, then the process model of the 
system will provide the mechanism for virtual concurrency to overlap computation with 
communication. This will also allow the redistribution of threads to different processors in the event 
of a load miss-balance or a redistribution of resources. In a microthreaded processor, on the other 
hand, threads are managed the same way whether they are a few instructions or complete programs. 
All active threads are interleaved on the processor deterministically, without flushing the pipeline 
(this is signalled by the compiler). Threads cannot be pre-empted but execute to completion where 
created. The compiler detects the context-switching points in the threadÕs code, based on whether an 

 
Figure 12 Parametric concurrency and schedule invariance in a cluster within a microthreaded microgrid 



instruction is statically schedulable or not. Instructions dependent on data loaded from memory 
cannot be statically scheduled because of the asynchronous nature of the memory in the SVP model. 
Neither can instructions dependent on another threadÕs shared variable. 

The microthreaded processorÕs operation is illustrated in Figure 13. It is the processorÕs hardware 
that manages threads and context switching, and it allows overlap between communication and 
computation at the instruction level. Note that this approach leads to more deterministic program 
behaviour, even though threads may be context switched frequently. This is in part because of the 
massive latency tolerance obtained by interleaving fine-grain threads on the processor, which results 
in high efficiencies of the pipeline and partly due to the processors general responsiveness. For 
reactive systems, a high and low priority queue can be implemented and for a single high priority 
process, the response latency will be bounded above by the maximum statically scheduled sequence 
of instructions in any thread currently active and will increase in proportion to the number of high 
priority threads active at any time. To put this in perspective, the distance between loads in code 
fragments is usually just a few cycles, so the latency on interrupt (a write to a register file) is a few 

cycles per active high-priority thread. 

Pre-emption in this processor is as defined in the SVP model, i.e. performed on families of threads 
and includes the notion of squeezable threads. Managing performance and/ or power is as simple as 
pre-empting a family and providing that family with more or less resources to execute on. More 
processors will scale performance up or with f/ V scaling, scale power down for the same 
performance, less processors will have the opposite effect. 

The determinism in this model allows great flexibility in the management of resources. There are 
even situations where self-adaptation can be built into the hardware. The scheduler on each 
processor has information about the workload of the processor, through the length of the queue of 
active threads, see Figure 13 (n.b typically threads are homogeneous) and that information can be 
compared with other processors in the same cluster, either locally or globally to implement 
performance/ power management at the hardware level. Note that each processor is implemented in 
a separate clocking domain and communicates asynchronously. Each processor can then adjust its 
own clock and Vdd according to its relative load to achieve load balancing and power optimisation. 

 

Figure 13 Schematic of a microthreaded pipeline  



IV. Conclusions and future work 
This paper presents the results of an unenviable task, that of providing the interface between the two 
diverse sub projects within the AETHER project, namely one which is providing the high-level 
software abstractions required for software engineering issues, such as composability, specialisation, 
type safety etc. and the other, which has been developing implementation models for a wide variety 
of SANE processors, based on reconfigurable architectures.  

The strategy that has been adopted in order to bring a successful and early conclusion to this task has 
been to adopt a top-down approach to the design of a SANE Virtual processor. This means that our 
initial objectives have been to liaise very closely with the software engineering aspects in order 
support all aspects of the new language, Snet, which is being developed by the University of 
Hertfordshire. This has also meant that our interaction with applications has been indirect, as should 
be the case if our layering approach to system development. The justification for this top-down 
approach is that further abstractions can be used to bridge any gap between SVP and the various 
hardware/ systems targets, if required. This strategy has allowed us to satisfy all of the goals we had 
set in the definition of the SVP, which would ensure its universality with respect implementation. 
Those goals were: 

¥ to capture an applicationÕs maximal concurrency as sequencing a concurrent description is trivial when 
compared to extracting concurrency from a sequential description; 

¥ to capture locality of communication in order to reflect future constraints on communication in silicon systems; 

¥ finally, to keep everything dynamic in order to fulfil the project goals of self-adaptivity. 

Whether it has been fortuitous or perhaps indicative of a certain correctness of our respective 
approaches, we have been surprised at the similarities in the two different levels of modelling 
adopted by the software and machine models. Both attempt to make the model as stateless as 
possible, while identifying synchronising cells that provide the dynamic concurrent state. In both 
models this synchronising state is dynamically allocated, performs its function and is released. 
However, the two models also differ substantially in their level of abstraction and implementation 
detail. Snet is very much a communication-oriented abstraction, dealing at it does with single-input, 
single-output boxes that consume and produce streams of typed data. SVP on the other hands deals 
with fragments of code that synchronise on scalar values with input and output to those fragments 
from asynchronous memory. As such it is close to a convention processor, except it manages 
concurrently explicitly. 

Concerning the use of SVP as a universal interface, it should be noted that although ! TC programs 
are scheduled dynamically at the instruction level (i.e. they capture a significant amount of dynamic 
concurrency) this should not be considered to be the only possible implementation. At UvA we are 
exploring direct implementations of this model as reconfigurable arrays of microprocessors 
supporting it at the instruction level. However, many other implementations that statically or 
dynamically schedule the SVPÕs concurrency tree are possible. Families of threads can be trivially 
scheduled for conventional processors at an arbitrary level of granularity, which can even be chosen 
dynamically. We have already created ! TC to C translators that apply a sequential schedule to threads 
within a family, eliminating the requirement for synchronising memory at those levels. In fact 
implementations of ! TC are free to provide as much or as little static scheduling as required, 
provided that the schedules respect any dependencies defined on a family of threads. 

For example at the highest level of granularity ! TC can be distributed to distributed computing 
infrastructures, (GRIDS) using message passing, as described in Section III.2, which would use 
standard message passing protocols and possibly existing resource-management middleware. 

The implementation of SVP at the processor level has already been implemented during the 
definition phase of ! TC (See Section I II.3). This implementation will be used to evaluate various 



resource allocation strategies. By far a more challenging implementation will be implementations of 
! TC at the cell level of novel reconfigurable processor architectures, i.e. the SANE processor defined 
in the AETHER projectÕs description of work. This third and lowest level of implementation will 
target logic-based reconfigurable hardware. For this level, it is quite possible that ! TC is at too high a 
level of abstraction for any one specific reconfigurable architecture. Many are described in the SP 1 
research report. This is not unexpected and will require further architecture-specific abstractions to 
be defined for different approaches to scheduling that these architectures support.  

There is still a considerable amount of work to be undertaken within SP2 now that the SVP has been 
fully defined. Three compilers are being investigated at UvA, related to the definition of ! TC. Two 
are source-to-source compilers and will translate C to ! TC and ! TC to C. The third is a ! TC 
compiler to support various SANE implementations in hardware within SP1. The ! TC to C compiler 
is trivial and has already been completed. However, the next and more interesting development based 
on this will be in choosing at what level in the concurrency tree to flatten the tree as a sequential 
schedule and then to translate higher levels into distribution and communication. VTT will 
investigate this direction. 

The compiler from C to ! TC is a parallelising one and will be used for generating concurrent units of 
work based on their definition in the C language, i.e. where it would be used as a box language within 
Snet. This allows us to exploit a wealth of legacy code and compile it to the SVP model for 
implementation on any hardware that supports the SVP model. This is a significant development, 
currently a MasterÕs student at UvA is investigating both CoSy (the second HiPEAC compiler 
platform) and StanfordÕs Suif as suitable compiler frameworks for this work. One of the advantages 
of the SVP model is that a parallelising compiler for it need only capture concurrency, rather than 
providing schedules for that concurrency, which is an NP hard problem and not generally amenable 
to static analysis. SVP is a powerful and dynamic model of concurrency and it is assumed that the 
most efficient implementations of it will be performed dynamically by synchronisers and schedulers 
implemented in the hardware, this work on microgrids of microthreaded microprocessors will 
continue at UvA but will be focused on triggers and algorithms for adaptation. 

It is also anticipated that a spin-off project based on SVP will be submitted into the Novel 
Architecture component of the seventh European FrameworkÕs first call for projects. This project 
will continue the development of compilers with ! TC as a target. The consortium being established 
will evaluate a number of existing European chip multiprocessors as targets. Compilers from C to 
! TC (UvA) and Single-assignment C to ! TC (University of Hertfordshire) will be used in 
conjunction with a SIMD intermediate language from the University of Glasgow.  

The third compiler being developed in AETHER will generate binary code for the microthreaded 
processors from ! TC using a modified gcc compiler. Although this work is specific to the 
development of microgrids of microthreaded microprocessors, other partners may exploit the front-
end of the compiler in a range of hardware implementations. Possibilities are outlined above and 
include synthesising configurable logic, to implement the computation defined in SVP. That 
synthesis may well proceed via a second intermediate language, such as VHDL or Handel C, 
currently used by some SP1 partners in their synthesis work. Other targets are GRIDS of 
conventional processors via C, MPI and Globus. 

At the OE level, future work will address: 

- Refinement of task communication and synchronization based on task and function 
definition that can represent communications specific task or function. 

- Introduction of QoS monitoring tags with communication links. 

- Test of the application model according to dynamic task graph requirements. 

Both will be done conjointly with simulator developments. 
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Appendix I  Glossary 
SP 1, SP 2, SP 3 Ð sub projects 1, 2 and 3. 
SANE Ð Self-adaptive network entity, the processor model supporting self-adaptivity in hardware. 
SVP Ð SANE virtual processor, the abstract layer providing a target for compilers and capturing the 
concurrency controls that allows self-adaptation. 
SP Ð a SANE processor. 
SEP Ð Systems environment processes, the collection of tasks defined to support the SVP model in 
various implementations in hardware. This includes resource modelling and allocation, protocol 
conversion in implementing families of threads and the associated communications, security issues 
must be built into the foundations of the SEP. 
OE Ð Operating environment, the part of the SEP that manages the scheduling of tasks (applications 
or parts of applications) onto a system of distributed SANE processors. 

SVP packet of information Ð all of the information required to execute a family of threads on a remote 
SANE processor. This will comprise the familyÕs inputs, the parameters and metadata of the family, 
the location and identification of the family on the initiating processor and the code or description of 
the functionality of the family. Inputs may be locations in shared memory or may be communications 
between distributed memories. The family will return the familyÕs outputs on completion. 

SVP unit of work Ð the unit of computation that is amenable to self adaptation. In SVP this is defined 
as a family of threads. 

SVP parameterised family of threads Ð this comprises the definition of a thread in some form, an index 
set, which defines the number of threads to be created and an arbitrary amount of implementation-
defined information (e.g. metadata, power budget, period, real-time constraints etc.). 

SVP concurrency tree Ð the dynamic structure formed by creating families of threads recursively. Each 
node in the tree represents a thread the number of branches at that node is defined by the cardinality 
of the union of the index sets for any family that the thread has created and which has not 
terminated. 

SVP asynchronous shared memory Ð an abstraction that allows communication between families of  
threads to be represented as shared memory. The memory has no guarantees concerning its speed of 
operation and threads will wait of values read from shared memory before being able to perform 
operations on them. 

SVP place Ð the abstract concept for where a family of threads may be executed. I t includes the 
concept of a processing resource as well as a service, which may require mutual exclusion. A place 
therefore represents a processor, a processor cluster or a cluster or reconfigurable cells, which may 
offer specific system srvices. 

SVP squeeze Ð the signal initiating the action of removing any dynamic synchronising state from a 
concurrency tree and capturing the progress of completed threads within each family. The signal is 
sent to a named family of threads. 

SVP break Ð the signal required to terminate a family of threads by one of the threads within that 
family. 

SVP kill Ð the signal required to terminate a named family of threads. 

OE task graph Ð the task graph managed by the OE is the top-level partitioning of an application It 
describes the top-level families and is annotated with information on resource requirements and QoS 
constraints. 



 

 


