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Abstract

For an agent to perform well in a dynamic environment, such as those in
computer games, adaptation is required. However, the agents in the current
games are scripted, which means they will not learn from experience and
therefore do not adapt. Because of this lack of learning and adapting, it
makes the current agents boring to play against as a human being. This
paper presents a non scripted, non reactive approach to a simplified real time
strategy game, using Hierarchical Reinforcement Learning, in particular the
MaxQ method with safe state abstraction [1]. We will compare it to a
Qlearning algorithm and MaxQ without safe state abstraction.





Introduction

Artificial Intelligence (AI) in computer games is a field in which there is a
lot of room for improvement. Today’s computer-game AI is mostly scripted
and reactive, meaning that it does not learn from experience. Especially
the AI of Real Time Strategy (RTS) games is underdeveloped. RTS games
are a type of war games in which opponents confront each other with their
armies in real time. These armies are built by gathering resources and are
controlled by an agent (artificial or human). We wish to investigate the po-
tential of a non-scripted method called Hierarchical Reinforcement Learning
(HRL) with Safe State Abstractions (SSA) in RTS games. HRL is an ex-
tension of flat RL where the Markov Decision Proces (MDP) is decomposed
into a hierarchy of subtask MDP’s. This makes HRL a good candidate for
use in the hierarchical environment of an RTS game.

To decompose an MDP into a hierarchy of subtasks, several methods are
available [2, 3, 4]. However most of these are not formally defined, nor are
their relative merits very well understood. One method that has been for-
malized is MaxQ [1]. This approach decomposes a reinforcement learning
problem into subproblems and the problem’s value function into a set of
value sub-functions. The MaxQ decomposition has many advantages, such
as higher convergence rates due to generalization and statespace reduction,
and the ability to reuse learned policies for multiple parent-tasks. The MaxQ
method (more precisely its algorithmic forms MaxQ-0 and MaxQ-Q) can
learn all hierarchical subtasks in a fully online fashion, and has been proven
to converge to a so-called recursively optimal policy. This means that each
subtask’s policy is locally optimal given that of its children. The recursive
optimality property enables solving subtasks without reference to their con-
text, making them easier to share. This also creates an opportunity for safe
state abstraction, which we will exploit.

In order to investigate the success of MaxQ with SSA in RTS games [5, 6],
we will create a simple RTS scenario. This scenario will be an extension
to the Taxi Problem as described by Dietterich [1], to which MaxQ with
SSA and without SSA will be applied to. The results will be compared
on optimality and efficiency (convergence, or learning-time of both meth-
ods) by means of the number of timesteps it takes to learn to achieve high
cumulative rewards.

Reinforcement Learning

Reinforcement learning is learning by means of experience. An agent learns
the mapping of situations to actions in order to maximize a numerical re-
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ward [7]. Instead of learning by example, as is the case with supervised
learning, it learns the desired behavior using past knowledge (history) from
the environment. The current knowledge of an agent about its environment
is often referred to as a state. So for a state to be effective in reinforcement
learning it should contain some kind of history of previous states. When a
state represents the environment such that the history is contained within
it, the state satisfies the so called Markov property.

Markov Decision Process

A Markov Decision Process (MDP) is a reinforcement learning task which
satisfies the Markov property. When the number of states in an environment
of an agent are finite the MDP is a finite MDP. Formally the finite MDP is
a tuple 〈S, A, P, R〉, where:

• S is the finite state space and s ∈ S is a state the agent can observe.

• A is the action space and a ∈ A is an action that can be performed by
the agent.

• P holds the probability distribution. When an agent performes action
a, the environment makes a transition s → s′, between the current
state s and its successor state s′ with a probability P (s′|s, a).

• R is the reward function defined as R : S × A 7→ R, which returns a
numerical reward r each time an action a is performed from s.

For an agent to solve an episodic (finite) problem, a sequence of actions
is required. This sequence is called a policy and is formally defined as:
π : S 7→ A, so when an agent is in a certain state s it can perform action
a = π(s). The objective is to maximize the return, i.e. the cumulative
(discounted) reward.

Value functions

A value function determines how good it is for an agent to be in a certain
state. It is defined with respect to a certain policy π. A state-value function
has a value v for every state, so for s ∈ S there exists a value v = V π(s).
Formally the state-value function is defined as:

V π(s) =
∑

s′

P (s′|s, π(s))
[

R(s′|s, π(s)) + γV π(s′)
]

,

where s, s′ ∈ S and γ is the discount value [7]. For every successor state
s′ a reward r is computed and weighted against the probability of getting
into s′ afterwards. The value function corresponds to the optimal function
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V ∗ when it maximizes the reward in all states s. This has been proved by
Bellman (1957) and is therefore called the Bellman equation.

V ∗(s) = maxa

∑

s′

P (s′|s, a)
[

R(s′|s, a) + γV ∗(s′)
]

.

An optimal policy is denoted as π∗ and it is always greedy with respect
to V ∗, maxπV π(s). Similarly, there exists a action-value function. This
determines the value of taking action a in state s under policy π, which is
formally defined as:

Qπ(s, a) =
∑

s′

P (s′|s, a)
[

R(s′|s, a) + γQπ(s′, π(s′))
]

.

The optimal action-value function Q∗(s, a) satisfies the equation:

Q∗(s, a) =
∑

s′

P (s′|s, a)
[

R(s′|s, a) + γmaxa′ Q∗(s′, a′)
]

.

Note that there can be many optimal policies that satisfy one of these two
optimal values. An action order, referred to as ω, is a total ordering over
the actions within an MDP. So when for instance two actions a1, a2 have
equal values there exists an ordering ω(a1, a2) that is always unique. This is
not import for standard RL in general, but it is important for MaxQ which
will be described below.

Reinforcement Learning Algorithms

The algorithms used in reinforcement learning try to construct an optimal
policy for an unknown MDP. They start with an initial state s0 and on each
timestep t perform an action a ∈ A on s that is executable in s. This will
shift s to s′ and a reward r is received until s′ is terminal (for episodic tasks,
for infinite horizon tasks this process continues indefinetly), in which case
the s′ is reset to a (new) s0.

In Qlearning, a well known algorithm, when s is observed, a is chosen, r

is received and s′ observed an update is performed:

Qt(s, a) = (1 − α)Qt−1(s, a) + αt

[

r + γmaxa′ Qt−1(s
′, a′)

]

,

Where αt is the learning parameter, that typically decreases with time t,
which determines how much influence the update has on the current value.
As Qt(s, a) reaches optimal values, the learning rate should decrease to 0.
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Hierarchical Reinforcement Learning

When a person wants to cook a meal he or she doesn’t think about the
actions that needs to be taken on a micro level like walk north, get ingredi-
ent x from shelve y, walk west. Instead the person thinks in more general
(composite) actions like get ingredients, mix them together. This is the ba-
sic idea of Hierarchical Reinforcement Learning, where composite (general)
actions can perform several sub composite- and/or primitive (basic) actions
to complete themselves. This in contrast to standard “flat” RL where there
are only primitive actions.

Semi Markov Decision Process

As an intermediate step, we will consider Semi Markov Decision Processes,
which extend a standard MDP with temporally extended actions. A discrete-
time SMDP is a generalization of an MDP, where actions can take more than
a single time unit to complete. Let N denote the number of time units to
complete action a in state s. We can now modify the Bellman equation for
the value function of a policy π as:

V π(s) = R(s, π(s)) +
∑

s′,N

P (s′, N |s, π(s))γNV π(s′).

Now the expected reward R(s′, N |s, π(s)) is a summation of all the expected
rewards from the actions taken to complete a with respect to s′ and N , and
γ is raised to the power of N such that the amount of time units that it
takes is given into acount.

MaxQ

The MaxQ method decomposes an MDP M into a finite set of subtasks
{M0, M1, . . . , Mn}, where M0 is the root task by convention, when M0 is
solved, the entire MDP is solved [1]. These subtasks are connected via an
acyclic directed graph, in other words they can not call themselves directly
or indirectly.

A subtask is a tuple 〈Ti, Ai, R̃i〉, where

• Ti is the termination predicate that divides the statespace S into Si

and Ti, active states and terminal states respectively.

• Ai is the set of actions Ai ⊂ A that can be performed in Mi. An action
can be either primitive or composite. If a subtask Mj is parameterized,
then this is interpreted as if the subtask occurred multiple times in Ai.
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• R̃i(s
′) is the pseudo-reward function, which determines a pseudo-reward

for each transition to a terminal state s′ ∈ Ti. Note that the pseudo-
reward is only used in the MaxQ-Q algorithm to speed up the learning
of subtasks and to overcome some problems associated with recursive
optimality (explained later).

Every primitive action a in M takes a single time unit to complete and thus
terminates immediately after being executed. When a subtask Mi is pa-
rameterized, each binding of actual values specifies a distinct subtask that
needs to be learned. Let b denote the parameter(s) of a subtask Mi, then we
can define parameterized termination predicates Ti(s, b) and pseudo-reward
functions R̃i(s

′, b).

Note that if M is divided with specific bindings (parameter instantiations)
into several subtasks Mi, there will be a hierarchical policy π = {π0, . . . , πn}
for the entire MDP. Every policy πi takes a state s and returns a subtask or
primitive action to invoke.

Value Decomposition

The projected value function of policy π on substask Mi, denoted V π(i, s),
is the expected cumulative reward R(s, i) of executing πi and the policies
of its children. MaxQ’s value function decomposition decomposes V (0, s)
(0 being the root task M0) in terms of projected value functions V (i, s) on
every subtask of the graph.

To formalize the definition for V π(i, s), we first of all use an action-value
representation (Q). Now that subtasks are involved, Q needs an extension
to handle these subtasks. Let Qπ(i, s, a) be the expected cumulative reward
for subtask Mi of performing action a in state s and then following policy
π until Mi terminates. Qπ(i, s, a) is now formally defined as:

Qπ(i, s, a) = V π(a, s) +
∑

s′,N

P π
i (s′, N |s, a)γNQπ(i, s′, π(s′)).

The right most term is the expected discounted reward of completing the
task Mi after executing action a in state s. Let Cπ(i, s, a) be equal to this
term, we can then express the Q function recursively as:

Qπ(i, s, a) = V π(a, s) + Cπ(i, s, a).

Finally V π(i, s) can be rewritten as:

V π(i, s) =

{

Qπ(i, s, πi(s)) if i is composite
∑

s′ P (s′|s, i)R(s′|s, i) if i is primitive

These equations recursively decompose the projected value function for
V π(0, s), the root into the projected value functions for the subtasks M1, . . . , Mn
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and the completion functions C(j, s, a) for j = 1, . . . , n [1]. In general this
decomposition has the form:

V π(0, s) = V π(am, s) +
1

∑

i=m

Cπ(ai−1, s, ai),

where a0, . . . , am is a path from the root to a primitive node through the
graph, chosen by the hierarchical policy. To get a good overview of a specific
MaxQ problem as a programmer, a graphical representation was defined by
Dietterich [1]. This representation is called a MaxQ graph and contains two
kinds of nodes:

1. Max nodes, these correspond to the subtasks Mi in the graph.

2. Q nodes, these correspond to the actions that are available for each
subtask and store for each parent task i, state s and child j the com-
pletion value C(i, s, j).

The children of any node are unordered, meaning that they can be executed
in a different order as drawn. In the application section, we have defined
such a MaxQ graph for our problem.

Recursive Optimality

In order to share and recycle subtasks and apply safe state abstraction (ex-
plained in the next section), the form of optimality that MaxQ has to provide
needs to be context-free. This means that the subtask cannot depend on
the broader context in which it is executed. Recursive optimality allowes
for this. Recursive optimality is a kind of optimality in which a policy πi is
optimal given the policies of its children {πj |parent(j) = i}. Because of this
context free feature, an optimal policy of a child node may not be optimal
at a higher level (local optimality). However this is a price worth paying
given the advantages of HRL and the proven convergence of MaxQ.

The MaxQ-0 Learning Algorithm

The MaxQ method actually has two algorithmic forms for its corresponding
learning algorithm, MaxQ-Q and MaxQ-0. The key difference between the
two is that MaxQ-Q uses pseudo- rewards to speed up learning of subtasks
and overcome local optimality (the drawback of recursive optimality). This
paper will only describe MaxQ-0.

MaxQ-0 is divided into three algorithms. MaxQ-0, the main algorithm,
updates the completion values for composite tasks C(i, s, j) and the regular
values V (i, s) for primitive tasks recursively, see algorithm 1. To compute
Vt(i, s

′) in line 11, another recursive function is used, called evalMaxNode,
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Algorithm 1 MaxQ-0(i, s)

Require: The MaxNode i, state s

1: if i is primitive then

2: Execute i, receive r and observe s′

3: Vt+1(i, s) ← (1 − αt(i))Vt(i, s) + αt(i)r
4: return 1
5: else

6: count ← 0
7: while Ti(s) is false do

8: a ← selectNextTask(i, s) (Including the current binding if any)
9: N ← MaxQ-0(a, s)

10: observe s′

11: Ct+1(i, s, a) ← (1 − αt(i))Ct(i, s, a) + αt(i)γ
NVt(i, s

′)
12: count ← count + N

13: s ← s′

14: return count

15: end while

16: end if

see algorithm 2. This algorithm recursively walks the path of MaxNodes and
returns the score of the best path through the MaxQ graph based on the cur-
rent completion (for QNodes) and immediate reward (for primitive MaxN-
odes). When a MaxNode i is parameterized, the active binding i should be
taken into account and mapped onto j the childnode b = B(i). The third and
final algorithm 3 selectNextTask(i,s), let’s us select a child task according to
an exploration policy πx(i, s). This algorithm needs to take the bindings in
account for the childtasks it selects. It also must maintain a GLIE1 ordering
in the child-task selection using ω(j1, j2, . . . , jn). This ordering is important
for MaxQ-0, because it needs to converge to a uniquely-defined recursive
optimal policy.

1Greedy in the Limit with Infinite Exploration
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Algorithm 2 evalMaxNode(i, s)

Require: The MaxNode i, state s

1: if i is primitive then

2: return V (i, s)
3: else

4: v∗ ← −∞
5: if Ti(s) is true then

6: return ∞
7: else

8: for all j ∈ {jb|parent(j) = i ∧ b = (B(i) 7→ B(j))} do

9: v ← evalMaxNode(j, s) + C(i, s, j)
10: if v > v∗ then

11: v∗ ← v

12: end if

13: end for

14: return v∗

15: end if

16: end if

Algorithm 3 selectNextTask(i, s)

Require: The MaxNode i, state s

1: L ← [ ], an empty list
2: if i has an active binding then

3: for all j ∈ {jb|parent(j) = i ∧ b = (B(i) 7→ B(j))} do

4: append 〈C(i, s, j)+evalMaxNode(j,s) , jω〉 to L

5: end for

6: else

7: for all j ∈ {jb|parent(j) = i ∧ b = B(j)} do

8: append 〈C(i, s, j)+evalMaxNode(j,s) , jω〉 to L

9: end for

10: end if

11: Sort L, high to low and in order of the tuple
12: return x(L), where x is the exploration function
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Safe State Abstraction

Probably the most valued asset of hierarchical reinforcement learning is safe
state abstraction. It allows us to solve M0 much faster than using the reg-
ular amount of state-values V (i, s) and C(i, s, j). This is important, since
the system needs to adapt fast in a dynamic environment.

There are three different kinds of conditions under which abstractions can
be applied:

1. Elimination of irrelevant variables within a subtask of the MaxQ graph.

2. Funnel actions that move the environment from a large number of
initial states to a small number of resulting states. These actions
appear higher in the MaxQ graph, so this form of abstraction is most
usefull near the root.

3. Large parts of the statespace may not be reachable because of the
termination conditions of its ancestors in the MaxQ graph.

There are five types of state abstraction: two of the first type, two of the
second type and one of the third type. Dietterich proves that when state
abstraction is applied the system still converges to an optimal policy as
proven by Dietterich [1].

1. Max Node Irrelevance This condition arises when a set of state vari-
ables is irrelevant to a MaxNode. It requires that the state transition
probability distribution factor into X and Y components for all pos-
sible abstract hierarchical policies.

2. Leaf Node Irrelevance Depends on the definition: “A set of state vari-
ables Y is irrelevant for a primitive action a of a MaxQ graph if for all
states s the expected value of the reward function does not depend on
any of the values of the state variables in Y ”.

3. Result Distribution Irrelevance This condition depends on the funnel
property and is defined as: “A set of state variables Yj is irrelevant for
the result distribution of action j if, for all abstract policies π executed
by node j and its descendents in the MaxQ hieerarchy, the following
holds: for all pairs of states s1, s2 that differ only in their values for
the state variables in Yj”.

4. Termination Is closely related to the funnel property. When a subtask
is guaranteed to cause its parant task to terminate in a goal state, this
condition can be used.
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5. Shielding Is satisfied when there is a task Mi such that in all paths
from the root of the MaxQ graph down to Mi there is a subtask j who
is terminal on state s (Tj(s) = true). Then the Qnodes of Mi, do not
need C values for s.

Realtime Strategy Game

A realtime strategy game is a type of war game where two opponents face
eachother on a virtual battlefield. On this battlefield they must gather
resources and build/train units to confront eachother in war. Since each
unit/building can be micro managed, the dynamics of this game can become
incredibly complex.

Transportation

One of the main problems in realtime strategy games is transportation. As-
sume there are two units a, b that need to be transported behind enemy
lines for infiltration. Currently an artificial agent would just send these
units straight through its opponent’s defences, needlessly exposing them to
danger.
We have created a discrete version of this scenario (see figure 1). {R, G, B, Y }
represent the spawning points for the units. The location Z is the dropzone

Figure 1: The discrete transport scenario.

of the units (indicated by the diamond shaped superscripts) and the trans-
portation vehicle/airplane is indicated with the triangle. An enemy unit is
placed in the center column of the world, where it can move up and down
along the column and has a fire radius of two cells. An episode of the game
is over when both units are safely transported to Z using the transport
vehicle/airplane, after which a new episode starts.
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Application

The application of the theory is a mapping of the states, composite- and
primitive actions and the immediate reward function to the problem in order
to create the SMDP’s. Since the problem is episodic (there are terminal
states), γ is irrelevant and thus γ = 1. A MaxQ graph is shown in figure 2.

Figure 2: The MaxQ graph, with its QNodes and MaxNodes.

The parameter u specifies the current unit u ∈ {U1, U2}, t specifies the
location to navigate to t ∈ {R, G, B, Y, Z} and Z is the dropzone which is
static for MaxPut and its children. A state is a tuple 〈U1, U2, T, El, Ed〉 and
is defined as:

• U1, U2, the unit locations Ui ∈ {R, G, B, Y, Z, T}.

• T , the transport location, which can be anywhere in the world T ∈
{(x, y)|x ∈ {1, . . . , 7}, y ∈ {1, . . . , 5}}.

• El, the enemy location El ∈ {(x, y)|x = 3, y ∈ {1, . . . , 5}}.

• Ed, the enemy direction Ed ∈ {up, down}.

The statespace S holds 12600 states for this problem. The reward func-
tion R(s, a) is defined for the leaf nodes of the MaxQ graph. The actions
{North, South, East, West} as well as a legal Get receive a reward of -1.
In case of an illegal Get or Put a reward of -10 is received. The legal Put

action receives a reward of 20u, where u denotes the number of units that
are at location T (ie., in the transport) before Put is executed. Put and
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Get are only legal if they are executed when T = Ui. If the enemy unit is
in range, an extra penalty of −20

d+1
is received, where d denotes the squared

euclidian distance between the transport vehicle and the enemy unit. The
termination predicates Ti(s) are defined for MaxRoot, MaxGet, MaxPut

and MaxNav as follows:

• MaxRoot, is terminal if U1 = Z and U2 = Z.

• MaxGet(u), is terminal if u = T or u = Z).

• MaxPut(Z), is terminal if U1 6= T and U2 6= T .

• MaxNav(t), is terminal if T = t.

It can be quite tricky to define these predicates for MaxNodes, when they
are not well defined an infinite loop in MaxQ is easily created.

Safe State Abstraction Applied

Without Safe State Abstraction, the number of values (regular and compos-
ite) that needs to be learned is QNodes × 12600 + Primitives × 12600 =
453600.This is an even greater number than using ordinary flat-Q, which
comes at |S × A| = 88200. As mentioned there are five conditions that can
be applied to our problem which results in the following:

1. Idle, North, South, East, West, each require 1 value when Leaf Node

Irrelevance is applied (5 values).

2. Put, Get, each require 2 values for legal and illegal execution when
Leaf Node Irrelevance is applied (4 values).

3. QIdle requires the location T and El,d when Max Node Irrelevance is
applied (350 values).

4. QGet requires the location of Ui and i itself Result Distribution Irrel-

evance (8 values).

5. QPut requires no values Shielding and Termination.

6. QPickup(u) requires T and Ui when Ui ∈ {R, G, B, Y } Max Node

Irrelevance (140 values).

7. QNavigateGet(u) requires Ui when Ui ∈ {R, G, B, Y }, because of Max

Node Irrelevent and Result Distribution Irrelevance (4 values).

8. QNavigatePut(Z) requires Z, which is static, because of Max Node

Irrelevent and Result Distribution Irrelevance (1 value).

9. QPutdown(Z) requires only the location of T after Max Node Irrele-

vance has been applied (35 values).
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10. QNorth(t), QSouth(t), QEast(t), QWest(t) require each T, El,d and
Ui when Ui ∈ {R, G, B, Y }, because of Max Node Irrelevance (4×1400
values).

Now the total number of values (regular and composite) that needs to be
learned is reduced to 6147. This greatly affects the time it takes to learn an
optimal policy.

Experiments and Results

We have compared three methods: MaxQ without SSA, MaxQ with SSA
and Q-learning. The third method was implemented by R. Tobi [8]. Each
method was run in 10 series of 10000 episodes and their output averaged
over all series (see figure 3). On the x axis the number of primitive actions
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Flat Q, MaxQ and MaxQ with safe state abstraction on the RTS game
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Figure 3: Comparison of MaxQ with and without SSA, and regular Flat-Q
learning as implemented by R. Tobi [8].

is shown and on the y axis the cumulative reward for all three methods.
In this experiment all three methods were given the same ǫ = 0.333 and
decay = 0.999, and their V, C values were initiated to 0.1234 and 0.5678
respectively to get uniform results. The decay multiplied with ǫ after each
episode in order to gain optimality. Furthermore the applied exploration
function is ǫ-Greedy. Figure 3 shows that MaxQ with SSA converges to an
optimum at 50000 primitive actions and is the fastest of the three. During
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the experiment, the learning rate α was kept at a constant 0.25 for all
three methods and each MaxNode. As we can see, MaxQ with SSA clearly
outperforms the other methods because of the reduction in the number of
state-values that needs to be learned.

Conclusion

This paper has shown that the MaxQ method combined with Safe State Ab-
straction clearly outperforms flat Qlearning and MaxQ without Safe State
Abstraction on learning, within a simplified RTS game. Although all meth-
ods are capable of functioning as an AI for RTS games, the speed of learning
is criticial in such a dynamic environment. The drawbacks of MaxQ in gen-
eral are its computational costs and the knowledge that is required of the
programmer to define the termination predicates and MaxQ graph.

Future work

There are many ways to build upon this paper. The problem presented here
is only a part of a real RTS game. The system could be expanded with
a resource gathering task, a multi-agent system could be build to make it
more powerful. Another challenge within RTS games is finding the balance
between resource gathering and unit building. MaxQ could be applied to it
as a master AI in order to optimize this balance.
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