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1 Summary of research proposal

There is ample evidence that current practice in building performance models for morphological
and syntactic processing is not suitable for languages that exhibit strong interaction between
morphology and syntax (e.g. Modern Hebrew, Arabic and Turkish). The present proposal aims
at devising novel probabilistic models over linguistic representations that integrate morphology
and syntax and applying them to Modern Hebrew.
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Research proposal

3 Description of research proposal

Introduction

Syntactic processing (i.e. parsing) is often considered a first step towards utterance understand-
ing. Parsing is concerned with the ways in which words combine to form phrases, and phrases
to form sentences. Parsing provides crucial information for semantic processing. For exam-
ple, it reveals the predicate-argument structure, e.g. which word is the verb and which phrases
constitute its subject and object.

A performance model of natural language processing is aimed at capturing the input-output
language processing behavior of an adult speaker. A major concern in building performance
models for syntactic processing is ambiguity, i.e. the fact that multiple analyses are associated
with one and the same utterance. For example, the English utterance I saw the dog with

the telescope has at least two readings, each with its own syntactic analysis: (1) see(SBJ=I,
OBJ=dog+telescope) and (2) see(SBJ=I, OBJ=dog, INSTRUMENT=telescope)1.

Linguistic grammars are specifically built to encode the various possible readings of an utterance.
However, linguistic grammars are definitely not meant to select the most plausible analysis of
an utterance, because they do not encode the various extra-linguistic factors that play a role in

1SBJ and OBJ stand for the subject and object roles.
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ambiguity resolution, e.g. world-knowledge, cultural preferences and domain specific language
use. For example, it is beyond the grammatical descriptions to encode the fact that, in our
world, see dog with the telescope == see using the telescope is more likely to be true
than see dog with the telescope == dog carrying the telescope.

Because ambiguity is a manifestation of lack of knowledge, state-of-the-art performance models
extend linguistic representations with a probabilistic component [Manning and Schutze, 1999,
Bod et al., 2003]. The probabilistic component enables the ranking of the different possible
analyses for every input utterance in order to select the most probable one. Naturally, for
accurate disambiguation, the probabilities must reflect actual human language use. Hence, the
probabilities are estimated from representative samples of utterance-analysis pairs, i.e. annotated
corpora called treebanks (e.g. [Marcus et al., 1993]).

Usually, the parser’s input is assumed to have undergone analysis at the word level, i.e. morpho-
logical analysis. A morphological analyzer extracts the base forms of words (inflected forms),
and segments the words into their constituent morphemes. For example, the form eating should
be analysed as a pair of constituent morphemes eat+ING.

Existing research on probabilistic parsing models has largely focused on a few European lan-
guages, particularly English. Most state-of-the-art models (e.g. [Charniak, 2000, Bod et al., 2003])
have been developed and tested on benchmark English corpora [Marcus et al., 1993]. A remark-
able fact about these models is the absence of morphological analysis prior to parsing. While
research on English parsing can afford to do so, there is ample evidence that this simplification
is not suitable for languages that exhibit rich morphology, e.g. Modern Hebrew, Arabic, Turk-
ish and Maltese. In the present proposal our focus will be on performance models for Modern
Hebrew, but the general approach should apply to similar languages.

Modern Hebrew has a rich syntactic agreement system expressed at the morphological level:
many affixes (such as agreement features, prepositions, determiners, and conjunctions) are
prepended or appended to the word ([Sima’an et al., 2001, Bar-Haim et al., 2004]). Thus, a
syntactic parser for Hebrew must rely on a morphological analyzer that provides the segmen-
tation of words into their constituent morphemes. For example, the Hebrew form2 ‘wkfmhbit ’,
(read as ‘u-kshe-me-ha-bayit’, literally “and-when-from-the-house”) should be segmented to no
less than five morphemes that will be further assigned different syntactic roles (w/conjunction,
kf/relativizer, m/preposition, h/determiner and bit/noun respectively).

The rich Hebrew morphological system results in large-scale ambiguity already at the word
level [Segal, 2000, Sima’an et al., 2001]. This situation is further compounded by the fact that
Hebrew texts lack most vowels (diacritics – nikkud). To illustrate this, consider the Hebrew form
‘fmnh’. This form has at least four different readings, as exemplified in Table 1, each of which
is associated with one or more different morphological analyses. In fact, a statistical study on
a large corpus [Sima’an et al., 2001] shows that there are on average 2.1 possible analyses per
word-form in Modern Hebrew, while 55% of the word-forms are morphologically ambiguous.

There is ample evidence that a suitable performance model of morphology for Hebrew and
similar languages should incorporate contextual factors of a linguistic (e.g. syntactic structure)
and extra-linguistic (e.g. world- and domain-knowledge) nature. In this proposal we suggest
that crucial contextual information can best be expressed on top of syntactic structures.

To illustrate how syntactic contextual knowledge facilitates morphological disambiguation con-
sider the form ‘hzrim’. Table 2 shows two different morphological analyses that can be associated

2We adopt the trasnscription system described in [Sima’an et al., 2001].
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Notation in morphological analyses: the tables below include Part-Of-Speech tags (DE-
Terminer/Noun/ Verb[pattern]/ ADJective/ PossessivePronoun/ RELativizer), and markers for
number (Singular/Plural), gender (Masculine/Feminine) and person (1/2/3).

‘fmnh ’ ‘hzrim ’

Reading Analysis

shmena “fat/ADJ-S-F-1/2/3”
shamna “got-fat/V[paal]-S-F-3”
shimna “oiled/V[piel]-S-F-3”
shimna “her/PP-S-F-3 oil/N”
she-mana “that/REL”-“counted/V[paal]-S-M-3”
she-mana “that/REL”-“her/PP-S-F-3 seed/N”

Table 1: Morphological analyses for ‘fmnh ’.

Reading Analysis

ha-zarim “the/DET”-
“foreigners/ADJ-P-M”

hizrim “made-flow/V[hitpael]-S-M”

Table 2: Morphological analyses for
‘hzrim ’.

Reading Analysis

haovdim hazarim holchim “The/DET workers/N-M-P the/DET foreigners/ADJ-M-P go/V-M-P”
haoved hizrim mayim “The/DET worker/N-M-S made-flow/V-M-S water”

Table 3: Morphological disambiguation of ‘hzrim ’ using syntactic features.

with this form. This form cannot be disambiguated without reference to context, i.e. an utter-
ance. When the context is available, various syntactic features of surrounding forms provide
useful hints for choosing the right analysis. Table 3 shows the analyses of the form ‘hzrim’
within possible constructions. Notably, the morphological analysis indicates agreement on gen-
der (M) and number (S) between words that carry different syntactic roles in the sentence.

Crucially, mere local context (neighboring words) shall not always suffice as there may appear
any number of words between the words that exhibit agreement. For instance, note the distance
and agreement between the bolded forms in the phrases in Table 4. Notably, the preceding
context of the ambiguous form in both phrases is the same. In both sentences there is an
agreement with other forms, however in the first case it appears long before the ambiguous
form, and in the second case it appears immediately after.

Heb: hewbd hlk lmfk vhzrim mim btelwt
Lit: The/DET -worker/N-S-M

went/V-S-M to the field and
made-flow/V-S-M water in-the-canal

Heb: hewbd hlk lmfk vhzrim hlkw aitw
Lit: The/DET-worker/N-S-M went/V-S-M

to the field and the/DET-foreigners/V-S-P
went/V-S-P with him

Table 4: Long-distance dependencies expressed in feature agreements

In light of the above, a suitable treatment of morphological analysis of Modern Hebrew de-
mands a treatment of syntactic analysis, and vice versa. Therefore, we suggest that adequate
performance models for Hebrew morphological and syntactic processing must interact with one
another. Accordingly, the goal of the proposed project is to develop an integrated probabilistic
model that accounts for the interaction between the two kinds of processing.
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Research Question

The main research question of the present proposal is:

How should we build adequate and efficient probabilistic models for Hebrew morpho-
logical and syntactic processing?

Because of the intertwined nature of Hebrew morphology and syntax, we address this question
from a challenging angle: we start out with a unified framework, and subsequently explore more
practical and efficient implementations in which two separate modules interact via a suitable
interface. The main research questions that guide us through this process are:

1. How can we define an integrated probabilistic model for Hebrew morphological and syn-
tactic processing?

2. How can we decompose this framework into two inter-dependent yet stand-alone modules
that interact through a suitable interface?

In practice, the focus of the proposed research will be on building generative probabilistic lan-
guage models, and empirically evaluating them on actual corpora. A probabilistic language model
describes the language as a probability distribution over all utterance-analysis pairs; a generative
model assumes that the distribution is generated by a formal generative device, e.g. a grammar.
Therefore, upon establishing our integrated framework and defining a suitable interface, the
following questions must be tackled:

1. What are the relevant linguistic representations (symbols and structures)?

2. How can we define a probability distribution over these representations and which formal
device can be used to generate it?

3. Which methods are suitable for estimating the probabilities from annotated data?

Novel challenges arise when addressing these questions in the context of the present proposal.
In particular, the integrated representations may deviate from the standard tree representations
that are common in syntactic processing, because the agreement features introduce dependencies
between different words, and because a Hebrew word could be split into morphemes that fall
within different neighboring phrases. These challenges have not been tackled by existing work
and will demand from us novel solutions as we shall see next.

Method/Approach

We start out from a single, integrated framework for morphological and syntactic processing,
and explore ways for decomposing it into two modules that interact through a suitable interface.
The interface specifies the kind of information that each module needs from the other module.

The departure point for our integrated framework is the well-known Noisy Channel model
[Shannon and Weaver, 1949], where the most probable pair of morphological (m) and syntactic
(t) representations is selected given an utterance (u):

arg max
m,t

P (m, t|u)

We decompose this expression using Probability Theory as follows:

arg max
m,t

P (t)P (m,u|t)
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This formula can be seen to integrate two separate modules: (1) the parser P (t) and (2) the
morphological analyzer P (m,u|t). The term P (m,u|t) conditions the morphology m and ut-
terance u on the syntax t. In practice, because it is hard to obtain statistics for estimating
P (m,u | t), we have to introduce independence assumptions between m and t. For example,
one could condition m only on part-of-speech tags and agreement features from t. The choice of
the right independence assumptions is crucial for the optimal decomposition of the integrated
framework into two interacting, yet stand-alone modules.

In building the probabilistic language model the following steps must be taken: (1) Specify the
linguistic representations that the model employs, (2) Define the probabilistic grammar (basic
productions) and the way the probabilities of derivations and parses are calculated from the
probabilities of the basic grammar productions, and (3) Specify the way these probabilities are
statistically estimated from a sample of text annotated with the specified representations.

Hence, a prior condition for building such models is the availability of an integrated representa-
tion of morphology and syntax, and a corpus of text annotated with this representation. For-
tunately, we have such a corpus. Through ongoing cooperation3 we developed the first Hebrew
treebank [Sima’an et al., 2001] which consists of texts annotated with integrated morphological
and syntactic representations. The annotations in the Hebrew treebank are Phrase-Structure an-
notations enriched with dependency labels (subject, object and complements), where words are
segmented into morphemes with markings of the original word boundaries, and where agreement
is marked through various syntactic features4 both at the part-of-speech tags of the morphemes
and at the phrasal level.

Because the Hebrew treebank is available, our proposal concentrates on the other stages of
building a probabilistic model, i.e. developing a probabilistic grammar and specifying statistical
estimation methods for the probabilities from the treebank. The lion’s share of our work will
be directed towards developing adequate probabilistic grammars and evaluating them, while for
estimation we employ existing methods based on Maximum-Likelihood. Furthermore, we rely on
the results of related work on Statistical Estimation Theory that currently takes place within an-
other NWO project at our group (http://staff.science.uva.nl/~simaan/LeStoGram.html).

Most existing work on probabilistic grammars works with Phrase-Structure annotations, e.g.
Probabilistic Context-Free Grammars (PCFGs) [Fujisaki, 1984]. The kind of probabilistic mod-
els that are suitable for dealing with our annotations, including graphical representations that
deviate from trees, have received minimal attention. For example, most work on probabilistic
versions of Lexical Functional Grammar (LFG) [Kaplan and Bresnan, 1982, Riezler et al., 2002]
does not address morphological processing and has not been generative, i.e. does not result in a
language model with a single distribution over the set of utterance-analysis pairs. Hence, a ma-
jor challenge in this proposal is to define a generative probabilistic model both for morphology
and for syntax where (agreement) features receive a suitable treatment.

Our approach is based on the use of distributional similarity [Lee, 1997, Dagan et al., 1999].
The idea is to work with grammars that deviate from the current treebank grammars in two
aspects (1) they employ complex symbols that consist of contextual information including joint
coccurence of agreement features in treebank trees5, and (2) a probabilistic measure of similarity

3Technion, Haifa, Israel: prof A. Itai, dr Y. Winter and R. Bar-Haim http://www.cs.technion.ac.

il/~winter/Corpus-Project/project-description.html. See also http://staff.science.uva.nl/~simaan/

HebrewProject.html
4such as gender, number, person and definiteness
5Such enrichment with context can best work over a given treebank where node labels are enriched with

contextual clues, e.g. parent label, agreement features of neighboring nodes etc.
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between these symbols. Crucially, the probabilistic measure allows a new form of grammatical
rewriting where a probability value stands for a graded measure of the “substitutability” of one
symbol on another. This is in sheer contrast with existing grammars that allow rewriting only
upon exact match between symbols, e.g. substitution in PCFGs and unification in LFG.

This substitutability measure is implemented through probabilistic approximations, including
the similarity between two distributions [Lee, 1997] and backoff smoothing [Katz, 1987]. The
gain from this deviation from common practice is that a generative treatment can be given
to agreement features, and a robust model is obtained because a measure of substitutability
implements similarity as a probability. We will study implementations with varying complex-
ity, starting with a simplified, standard version based on statistical Backoff [Katz, 1987] and
extending it towards distributional similarity. It is noteworthy that the methods of backoff,
commonly used in the current parsing literature [Collins, 1997, Charniak, 2000], can be seen as
simplifications of this idea.

Finally, testing our models and observing their empirical behavior is an important aspect of
our methodology. The devised models will be implemented in prototype computer programs,
and tested on the Hebrew treebank for observing their accuracy. The method we employ for
empirical evaluation is common in Machine Learning and Computational Linguistics. We con-
duct experiments where the data is split into training and test set, and we apply n-fold cross
validation to obtain robust accuracy averages.

Innovation

The scientific innovation of our study lies at several levels, ranging from the conceptual level to
the technical levels. At the conceptual level, the innovation lies in the study of how to integrate
two performance models (morphological/syntactic) within a single, integrated framework. While
most existing work on English avoids the complexities of the interactions between performance
models at different levels of processing, we suggest that an integrated treatment may benefit
both levels in terms of their correctness. A secondary conceptual innovation lies in our study
of an efficient integrated framework, in which we develop two stand-alone yet interdependent
models, and limit the interaction to the kind of information that is crucial for disambiguation
of the respective module.

At the methodological level, the linguistic representation that we work with may deviate from
Phrase-Structure tree representations that are standard in current approaches to syntax. A
major result of the proposed project is to provide a new approach for building generative prob-
abilistic models over such complex representations, which have received limited attention. Our
proposal for the development of measures of substitutability constitutes a novel idea that gen-
eralizes over existing approaches and provides a more robust and corpus-driven probabilistic
alternative. Finally, a further technical innovation lies in pioneering the use of the first Hebrew
treebank for building probablistic models for Hebrew.

Relevance for science, technology or society

The current need for advanced information access seems to drive technology towards advanced
forms of retrieval, e.g. Question-Answering (QA), Information Extraction (IE), Text summa-
rization, and so on. In the current state of affairs, non-European languages are marginally
represented in efforts for increasing the internet access. For languages with rich morphology,
e.g. Hebrew and Arabic, the simplest forms of retrieval as well as advanced forms of man-
machine communication (e.g. machine translation systems) will demand suitable morphological
and syntactic analyzers.
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In light of the above, we view the relevance of the present project on several fronts. On the
scientific front, the results of this study should deepen our understanding of how to build suitable
models for dealing with the complex interaction between morphology and syntax. This, in turn,
should lead to the development of more adequate probabilistic models for language processing in
general. On the technological front, the new models should facilitate the emergence of the above
mentioned applications. Finally, on the social front, this development is expected to increase the
cultural diversity in the virtual communities of the world wide web that are currently centered
around North-American and European cultures.
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