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ABSTRACT 
 

Recent advances in computing power have brought the potential for real-time applications of image 

and facial recognition from the laboratory to the every-day reality. One of the possible uses of these 

methods is in the field of Nomadic Information, allowing for generation of media feedback (e.g. 

displaying advertisements) based on subject’s individual or general profiles as observed through an 

imaging system. While different methods of extracting the features that make up the profiles exist, 

most of them are extremely specific (e.g. “gender” only) or not very robust. This paper presents a 

generalized, robust and scalable method of facial feature extraction based on two-dimensional Hidden 

Markov Models [2], extended by addition of a domain context to the model. To validate this method, 

classification results are compared with the results obtained by specialized classifiers from literature 

under controlled and uncontrolled conditions. 
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1. INTRODUCTION 

1.1 General 
 

Facial recognition methods have in the past mainly been used for biometric security [3] and crowd 

information gathering [4]. Most of such systems have followed strictly individual human 

characteristics (faces). More recently, facial expression recognition is utilized [5] in the control of 

digital-camera focus or generation of music playlists in modern mobile telephones based on perceived 

mood. The more recent developments in utilization of facial recognition methods tend to more and 

more serve a social purpose, adapting the information output resulting from facial recognition to 

individual features of the user or users of such a system. Next to that, the generation and display of 

information is increasingly location-aware [6, 7], which adds the aspect of mobility to the information 

content.  

 

1.2 Nomadic Information 
 

Information that is individualized and location-sensitive (and therefore, in all practical purposes, 

mobile) can be called ‘Nomadic Information’. Nack et al [1] propose a variety of utilizations of 

technologies within the context of Nomadic Information. Reasoning in the line of thought described 

by Nack et al, mainly regarding the use and adaptation of technology in an implicit way, enriches 

interaction between humans and machines. The recognition of individual and, by extension, group 
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features of humans becomes an important factor. For example, it is possible to think of information 

outlets that adapt in real-time to the predominant gender, age, mood or ethnicity of the general group 

of people located near the imaging system and the information outlet. These adaptations consist of 

showing different advertisements or information messages. 

 

1.3 Classification method requirements 
 

Because of the necessity to deploy such systems in a non-controlled environment, and the necessity for 

such systems to be operated by operators not skilled in methods of computer vision, these systems 

must be self-contained (a “black box”) and they must internally utilize robust image recognition and 

classification methods. In the case of facial recognition and classification, robustness can be defined as 

the ability to keep performing with a similar level of accuracy in different light conditions and locales. 

In addition, if systems are involved that are to recognize general features deductible from a human 

face, e.g. gender or age, a robust method must be able to deduct general features of a group of subjects 

during the training of the classifiers, and apply this knowledge during the classification of a distinctly 

different group of subjects. 

For the sake of scalability and extensibility of such systems by scientist with a predominant interest in 

Nomadic Information applications (and not a lot of knowledge about computer vision) the method 

utilized for image recognition and classification should be as flexible as possible. This means that the 

same method used for the classification of one set of features should be able to classify another set of 

features without adaptations in the method itself. If this is possible, an extension of the classifier tasks 

is possible towards different classes of features just by training the classifiers with a different set of 

examples. For example, consider training a classifier using such a generalized method by showing it 

images of individuals with glasses and images of individuals with no glasses; the same generalized 

classification method that is used for discrimination of gender should be able to detect whether 

someone wears glasses or not. 

 

Another consideration is the performance of such a classifier in terms of accuracy and computational 

costs. The predictions of Moore’s Law [8], even though proven true until this day, are nearing their 

limits [9]. Even though this is true, currently available affordable computing power is sufficient for 

most methods of image classification - that is, depending on the scale of the images to be classified. 

To overcome the limits of Moore’s Law, computer engineering is moving towards utilization of 

multiple processing units on a chip [10]. In order to utilize a future potential of parallel processing, 

and to allow the scaling of the method’s accuracy vs. computational costs, the method should ideally 

be suitable for implementation in a parallel computing architecture. 

 

Summarized, from a theoretical perspective, the ideal image classifier for utilization in Nomadic 

Information applications should be robust, flexible and, in terms of accuracy vs. processing power, 

scalable – now and in the future. This paper presents a method for a classifier that has those 

characteristics, applied to the extraction and classification of human facial features in order to 

determine human traits. 

 

1.4 Method validation 
 

One application of the idea of Nomadic Information in which image recognition and, specifically, 

facial features are utilized is an adaptive advertisement system. Such a system is developed by Mooij 
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[11]: the system takes information trough digital imaging devices about the human individuals at a 

location in order to construct a “social context model” of the location at that moment. This model is 

one of the elements Mooij’s system uses to decide upon most appropriate advertisement for that group 

of people, at that time, at that location. 

Mooij’s system requires information about the number of individuals detected per collected sample, 

such as their gender, age, and approximate pose towards the imaging device. In order to validate the 

method for a robust, flexible and scalable classifier, as presented in this paper, the same method is 

used for classification of all three feature categories needed by Mooij. 

Validation is conducted by randomly splitting labeled parts of the FERET [12] database into training 

and test corpora per category. Additionally, a corpus is manually assembled and labeled using images 

from Google Images [13] for testing purposes. The method’s classifiers are always trained on a 

selected subset of FERET database, while the classification is done over both a subset of a FERET 

database and a subset of images acquired trough Google Images. Results of classification are 

compared with the literature presented in the section 3 of this paper. Finally, feedback from live 

deployment of a system containing the method’s classifiers in Mooij’s research is added as a 

indication of the real-life performance of such a system. 

 

2 PREVIOUS WORK 

2.1 General 
 

A number of methods for classification of facial features have been developed over time, starting in 

1990’s [12, 14, 21]. Most research into the classification of the facial features seems to have 

concentrated towards pose discrimination [15,16]. Slightly less, but still an impressive amount of 

research effort has gone into gender discrimination [14, 17-27], while age discrimination [24, 25, 27, 

28] seems to have attracted the least attention. There have also been previous attempts to create 

general classifiers for multiple facial features [18, 24, 25, 27].  

Research conducted until now has generally centered either on a experimental approach, or a 

neuropsychological approach. Under the latter, different classification attempts have been undertaken 

that use Artificial Neural Networks [25]. Experimental approaches have been known for the use of a 

variety of techniques, most prominent being Principal Component Analysis [27], Support Vector 

Machines (SVM’s) [18, 19] and Boosted-classifier methods [17, 22]. Some attempts have included the 

use of multiple aforementioned methods, combined with an Active Appearance Model [20,  24,  26]. 

A reported improvement over all these methods, which was, however, limited to the field of gender 

classification has been the use of Feature Fusion Hierarchies method [23]. 

 

2.2 Previous Methods, an overview 
 

Basic functionality principles of previous methods are usually responsible for their advantages and 

disadvantages at performing certain tasks. In the following short overview of methods used previously 

in gender classification tasks, the basic functioning principles are explained and best reported 

performances are noted. 
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Neural Networks are mathematical models that simulate the structure and functionality of connections 

between neurons in a human brain. Depending on the chosen model, different functionalities can be 

simulated. Best reported accuracy of Neural Networks in performing a gender classification task has 

been an 88% average accuracy [25]. 

In Principal Component Analysis (PCA), a large matrix containing information (e.g. about an image) 

is treated statistically; using linear transformations, large numbers of correlated variables are 

transformed into a smaller number of not-correlated variables, therefore retaining the “essence” of the 

original information. Best reported results using PCA, in gender classification, are 91% average 

accuracy [27]. 

Support Vector Machines view the provided data as two sets of vectors in n-dimensional space. Using 

the measure of distance between the points in both vectors, SVM’s calculate a hyperplane dividing the 

vectors with a maximal margin. The relation to this hyperplane is later used to classify new 

information. SVM’s have been reported to perform very well in gender discrimination tasks; best 

reported result from an SVM-classifier has an 97% average accuracy [23]. 

Boosted classifiers, see adaboost method, are, in contrast to aforementioned methods, not real 

classifiers in themselves, but meta-classifiers, which use feedback from weaker classifiers they consist 

of to adjust the weights of these weaker classifiers in the classifier network. Best reported results of 

these classifiers are 96,77% average accuracy [17]. 

An Active Appearance Model is used in conjunction with other classifiers to perform centering of the 

faces, which is necessary for most utilized methods. It consists of a (manually) constructed mask of a 

human face, with distinguishing characteristics being used in new images to try to center the 

recognition area over de face in the same way as before. 

Finally, Feature Fusion Hierarchies are, like Adaboost, meta-classifiers which use genetic evolution 

algorithms during learning to decide how the detection level and decision level information about a 

feature is to be optimally combined to produce the best possible result. 

 

2.3 Issues with previous methods 
 

In most cases motivation for the development of these classifiers has been purely scientific. This has 

attributed to the experimental nature of most of these classifiers, having as a consequence that 

robustness “in the field” has not been validated. A notable exception to this rule is the work of 

Lapedriza et al [17] and Shakanovich et al [22], where their methods were validated using a different, 

non-controled test-set. Shakanovich et al also choose to repeat earlier experiments utilizing SVM’s, 

now using a non-controlled test set. During the repetition of the experiments, the published results of 

early experiments, in which the error rate was a mere 3%, now had an error rate of 23%, indicating the 

problem with the issue of robustness. Shakanovich et al then validated their own algorithm on the non-

controlled test set, yielding a average error rate of 22% in recognition of gender. While this is not a 

great result performance-wise, they managed to achieve the same result using much less computational 

power then the method they validated against. 

In their paper, Shakanovich et al [22] highlight a number of reasons for inferiority of methods that 

work well under controlled conditions when they are applied to a non-controlled environment. 

Amongst the most persistent problems, the necessity for alignment of the observed images prior to 



classification in most methods is mentioned. This is not only computationally intensive, but also not 

always possible due to different lighting conditions. However, if no alignment is performed, an 

amount of noise is usually present in the image containing the face, depending on the method used to 

extract the face. Shakanovich et al use the Viola

from digital images. Figure 1 shows the noise in a face extracted by this algorithm.

Figure 

Most of the mentioned methods, an exception is Lapedriza et al [17], are unable to 

the images while maintaining acceptable recognition rates, as has been demonstrated by Shakanovich 

et al [22]. Many of these methods also count on the light conditions not changing too drastically, not 

only because of necessary alignment

invalidate the correlations observed during learning and therefore yield poor recognition rates. Another 

issue that prevents successful practical applications of these methods is that they often onl

when presented with a classification subject that is in a full frontal position with regard to the imaging 

device, which is often not the case in uncontrolled environments.

Another issue with previously used methods is the fact that they are often l

classification task. While they perform this task well under controlled conditions, the optimization to 

perform that particular task also means that they are not usable for other tasks. 

In the attempts to make more general classifiers [

classification of age is 91% average accuracy, while, for the same classifier, classification of gender is 

86% average accuracy, which seems promising. However, this is accomplished using a PCA

classifier [27], that can achieve this level of performance only in highly controlled conditions. The 

classifier requires that the detected faces are optimally lighted, perfectly filtered from noise, and in a 

perfect frontal position to the imaging device. These conditio

uncontrolled environment. Other generalized classifiers [24,25] perform worse, even under controlled 

conditions. 

 

2.4 HMMs in image classification
 

While Hidden Markov Models have been used previously within the field of computer 

other for face detection and recognition of individuals [30, 31, 37], aerial imagery classification [2, 32] 

and gesture recognition [33], there seems to be a curious absence of the use of HMMs in classification 

of general human characteristics. 

 

classification in most methods is mentioned. This is not only computationally intensive, but also not 

due to different lighting conditions. However, if no alignment is performed, an 

amount of noise is usually present in the image containing the face, depending on the method used to 

extract the face. Shakanovich et al use the Viola-Jones detection algorithm [29] to extract the faces 

from digital images. Figure 1 shows the noise in a face extracted by this algorithm. 

Figure 1: Noise in extracted face 
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Essentially, Hidden Markov Models represent statistical systems for discovering hidden probabilistic 

relationships between Markov states, based on observations of these states. Markov states are states 

within a discrete state-space that have the Markov property: the next state is dependent only on the 

current state and not on any of the previous states. Reversely, this also means that by observing the 

current state in relation to the past state, the calculated probabilities of the transition can be used for 

classification purposes by using different sets of transition probabilities (built during the training of 

such a system) in different class contexts. A digital image can be treated as a 1-dimensional or 2-

dimensional Markov space on which a Hidden Markov Model can be constructed, with individual 

regions (pixels or regions created by some form of dimensionality reduction) being the Markov states. 

 

Best reported performance of a HMM based system [32], utilizing an optimized treatment of digital 

images as 2-dimensional Markov space, is an 86% average accuracy in aerial photography imagery 

segmentation task, while Ma’s et al [32] work itself has been an improvement of  Li’s et al [2] work 

which already outperformed most other classification methods. Considering the fact that this task 

involves imagery obtained under highly non-controlled conditions and of higher variation then may be 

the case with images of human faces, the reported result raises the intriguing possibility of applications 

of HMMs in other fields of computer vision, such as classification of general characteristics of human 

faces.  

 

3 CLASSIFICATION METHOD 

3.1 General theory 

3.1.1 HMM-based classifiers 
 

There are a number of inherent features of Markov Models that indicate a possibility of use of the 

methods from Hidden Markov Models in robust image classifiers. While, according to the Markov 

Property, every state-transition to the next state is dependent only on the current state, the chaining 

nature of the Markov process does mean that the entire state-space (in case of a finite state-space, such 

as a image) can be taken in consideration during classification, not only in the quantitative sense (e.g. 

such as in Naive-Bayes classifiers), but taking into account interdependencies of observed states as 

well.  

 

It is this property that potentially makes HMM a useful tool in pattern-recognition tasks in general, 

and specifically for the problem of the classification of objects in images. Objects in images, which in 

themselves constitute a finite state-space, tend to cover continuous areas of an image, regardless of 

their position or scale within the image itself. Abstractly put, if there is no obstruction to a face, after 

observing an eye, one can expect to find the other eye, nose and mouth to be in a fixed geometrical 

position relative to the original eye, regardless of the position and scale (but not orientation) of the 

face in the image. 

Figure 2: Markov transitions in class context 

 
 

To exemplify the general idea further, in Figure 2 a simplified situation is presented in which 4 states 

are observed and 2 classes are present in the Markov classification problem. Prior to the classification 
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of this problem, the classifier is trained on examples of situations of the same shape, where the classes 

c1 and c2 are provided as labels to different examples by a training supervisor. As a result, transition 

probabilities between classes are calculated in the contexts of c1 and c2. While the transition to s2 

(state 2) remains dependent on s1 (state 1), the transition probabilities in the context of c1 (class 1) and 

c2 (class 2) are different, as determined during the training of the classifier. This is true for subsequent 

states as well. Once the final state, s4, is reached, the task is complete and the product of c1 and c2 are 

known over all states, despite the transitional dependence of every state on the previous state only. The 

class with the higher probability product is the classifier output. 

In image classification, presuming that object detection has been conducted by a different method 

prior to object classification itself, variations in scale and position of the desired object for 

classification can be expected to be minor, because the detected object can be scaled to a fixed size. 

When this is the case, individual pixels inside such a scaled image can be considered Markov states 

that can be used in training and classification. Same states are, in case of general facial characteristics 

classification, the “features” of interest that are extracted. 

 

While larger image sizes might give greater accuracies because of the inclusion of more detail, they 

are computationally costlier and require more training examples then smaller image sizes. However, 

because an object, once detected by the arbitrary detector, can be scaled to an arbitrary size, it is 

possible to make a trade-off between performance and computing costs/training corpus size, which is a 

desirable characteristic for a general image classifier. It is always imperative to conduct the supervised 

training and subsequent classification of images using the same scale of image. From an 

implementation perspective, because probability calculations for state transitions per class involve 

retrieving data from computer memory and, for every transition independently, calculating the 

transition probabilities per class before the final product is calculated, the HMM approach also allows 

for parallel processing of these individual processes, utilizing current and future potential of multi-core 

processor designs. 

 

3.1.2 HMM image-classifier 
 

While the paradigm of HMM-based classifiers is essentially applicable to almost any field of machine 

learning and classification, and indeed is being used extensively outside the field of computer vision 

[34, 35, 36], there are multiple approaches in utilizing HMM-based classifiers for the problem of 

image-classification itself. Most HMM utilizations in other fields use a 1-dimensional state-space. For 

example, in speech-recognition, where HMMs are used for utterance combination and word 

recognition, utterances are always sequential, therefore existing in only one dimension.  

Contrary to the situation in other fields of application of HMMs, images are always 2-dimensional 

state-spaces. A number of different approaches have been tried in past research [2, 30-33, 37] in order 

to extend the general principle of Hidden Markov Models into the second dimension. These 

approaches include the use of two 1-dimensional models [31, 37], creation of pseudo-2D models 

where 1-dimensional coefficient vectors are combined to create a 2D interdependency [30], hard-2D 

models which insist on dependency in 2-dimensions [2] and even multi-dependent 2D+D [32] models 

where dependence is not only horizontal or vertical, but also diagonal. Figure 3 exemplifies the 

dependencies in different approaches. 

Different approaches vary in the accuracy, extensibility and computational costs. Pseudo-2D 

approaches are specifically used to reduce the amount of computing power needed in hard-2D models 
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while keeping the performance almost as good [30]. Extensions of the hard 2D model, on the contrary, 

are used to boost performance to a higher level without accounting for computing power [32]. Most 

early approaches have used 1-dimensional models, due to lack of better theory. 

Figure 3: Transition dependencies in images 

 

An advantage of using 1-dimensional Markov Models vs. the use of a 2D model is that the order of the 

model can be higher; a Markov model of the 1st order is transitionally dependent only on 1 previous 

state, while a model of the 2nd order is dependent on the previous 2 states etc. More states in general 

provide more accuracy. The problem with using higher orders in a 2D Markov model is that the 

amount of images needed for training is raised by the power of 2 because of multi-dimensional 

interdependency of the current state. 

Regarding the more recently used models, the hard-2D model is theoretically the most straightforward 

one, allowing for easiest further extension. The results of the utilization of the hard-2D model seem 

promising, even though only a 1st order Markov Model has been used in the creation of these models 

[2]. The hard-2D 1st order model is therefore utilized in the method presented in this paper. 

 

3.2 Preprocessing of image data 

3.2.1 Dimensionality Reduction 
 

One disadvantage of using HMMs for image classification, particularly in 2 dimensions, is either the 

vast amount of training examples, computing power and memory needed if no preprocessing and 

dimensionality-reduction is applied to the image, or low amount of entropy between states (pixels) if a 

great amount of dimensionality-reduction is applied to the image. In Figure 4, on the left side an image 

of a face is presented in full color, with the (original size) resolution of 500x500 pixels. In this case 

every location in the image has 16,7 million possible states, and 250000 locations have to be 

processed. On the right side of Figure 4, the same image is reduced to (original size) 30x30 pixels and 

a monochrome color space. Here, for every location there are only 2 possible states, and 900 locations 

to process. 

The full-color image processing should in theory give excellent classification results, but in practice 

it’s difficult to train because of the huge amount of training images and a vast amount of processing 

power needed. On the other hand, the monochrome image can be processed without much 

computational effort, but probably doesn’t have enough resolution (possible states) to make proper 

distinctions between classes during classification. A HMM classifier can also be scaled in this regard, 

even though bigger resolution does not always mean better classification performance. Also, other 

methods usually can be scaled in this regard. 
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Figure 4: Dimensions in images 

 

Since almost all of the previous research into classification of facial characteristics has maintained that 

converting images to a grayscale scheme of 256 gray-scales yields acceptable, if not optimal results, 

the method presented in this paper uses conversion to 256 gray-scales as a step in preprocessing of the 

image. Contrary to the ubiquitous translation of image color space to gray-scale in previous research, 

image size used in different applications varies greatly. After experiments in which the method 

presented in this paper classified gender of the subjects on different image sizes (see section 5 of this 

paper) an image size of 30x30 pixels has been adopted for practical use. 

 

3.2.2 Histogram normalization 
 

Next to the reduction of the number of dimensions in the image, which is aimed at keeping the training 

and computational power requirements practical, another important issue in computer vision systems 

is the changing light conditions of perceived objects. Our method presented in this paper has as goal to 

provide a robust en generalized classifier, where the amount of detail in the digital image of the 

perceived object is of great importance. If no light correction of any kind is exercised on the images 

presented to the method, and coming from e.g. a web-camera, minor differences in lighting may 

invalidate the information learned during the training face and render the classifier non-functional.  

 

Considering that one the requirements for the classifier is to be able to work in non-controlled 

environments, where light conditions are bound to be changing constantly, and almost certainly do not 

correspond to the light conditions in the training images, a light-condition correction in image 

preprocessing is an absolute necessity. 

 

Because this paper concentrates on a method for classification of images in general, as opposed to 

image processing, the straightforward method of Histogram Normalization is used to retain similar 

contrast and therefore state values in changing light conditions.  

 

Histogram Normalization [38] measures the occurrence of different intensities of gray-scales within 

the dimensionality-reduced image, and linearly translates these intensities as to fill the entire possible 

projection space (0-255 in case of gray-scale images). Figure 5 gives a graphical indication of the 

process. 
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Figure 5: Histogram Normalization 

 
 

Because the perceived image gray-scale space is always projected on the full projection space, and 

thereby contrast-enhanced in a same way regardless of the absolute light values, a consistent state-

space for classification is provided. 

 

3.3 Domain Context and Method 
 

Previous work in the classification of gender and age (and presumably pose) has, as the overview of 

previous work has demonstrated, often been limited by the orientation of the face of the subject 

towards the digital imaging device at the moment of creation of the digital image for classification. 

Next to the difficulty that some methods have with handling change in illumination is the strict 

requirement of most methods regarding the perfect centering of the face to be classified. This has been 

one of main problems that prevented practical uses of methods from previous research.  

In the research of face classification using Hidden Markov Models, in most cases no reports have been 

made of such difficulties, except Samaria [37]. Samaria has noted that the performance of the HMM-

based classifier has been poor without the advent of manually (and arbitrarily) adding segmentation to 

the human face (Figure 7).  

While Samaria used a 1-dimensional HMM, which partially explains the poor performance without 

manual face segmentation, it is inherent to the way in which Markov Models function that such 

problems occur. Because the basic premise of a Markov Model is that the transition probability to the 

next state is only dependent on the current state, re-occurrence of same states within different sections 

of a digital image can raise problems. Figure 6 shows such a reoccurrence.  

Figure 6: Reoccurrence of 2D-state-transitions 
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As Figure 6 clearly shows, same states are present in different physical regions of the subject’s face. In 

addition, depending on the face detection and extraction algorithm used prior to classification, same 

states that occur in different regions of the face may also occur in the noise section of the image, as 

indicated in Figure 1, making the noise just as important a feature as other features present in the face. 

Therefore, segmentation of the face into regions, or “Domain Contexts”, as in Samaria’s research, 

might be a good idea.  

While Samaria’s segmentation of the face, even though done “by inspection” without further 

substantiation, yields significantly better results, it is not generally applicable. While the validation of 

the method proposed  

Figure 7: Samaria's [37] face segmentation 

 

in this paper is to occur by training the same classifier for recognition of gender, age and pose, the 

scope of applicability should ideally go beyond mere classification of human faces and extend to 

general objects. However, if manual segmentation is to be used to restrain states to their Domain 

Context, the classifier using the method will be harder to use for scientists without extended 

knowledge in the field of computer vision. 

The solution to this problem, and actual method proposed for the general 2D HMM-based classifier is 

to automate the learning of Domain Context, and use a distance metric between the domain observed 

during learning and the domain observed during classification, and apply it during classification as a 

discount to the frequency of occurrence of the state-transition observed during learning. This involves 

a major change in the procedures of the basic HMM; however, it preserves the main premise of 

Markov Models, that every next state is only dependent on the previous one and not on the states 

before that, thereby also preserving the advantages of HMMs. 

During learning, to every learned state-transition or “feature” SL, observed backward (from current 

state to previous state in horizontal and vertical dimension, as is done in the entire method 

description), instead of increasing the frequency of occurrence, as is the case in ordinary Markov 

Models, a domain d is added. Domain d specifies the (x,y) coordinates in the image at which, during 

learning, SL is observed. It is to SLdx,y that the frequency F of occurrence is assigned, or increased if 

SLdx,y has been observed before. Consequently, for every SL a number of dx,y are recorded, depending 

on the locations of occurrences of SL.  

Learning also always happens within the context of the class that is defined by the learning supervisor. 

Therefore to every state-transition SL observed during learning the class definition c is added. Classes 
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are together combined in the collection of classes C. Together, these parameters define the state-

transition definition within the class as follows: 

SL,cD  

with SL,c being the state-transition observed during learning of class c, containing the collection of 

domains dx,y∈D with their respective occurrence frequencies ���,���,	. 

The learning of the conditional frequencies of occurrence for SL (frequencies of previous states in both 

dimensions, regardless in which state they results), normally used for calculating the transition-chance 

with the relative frequency of SL, is not divided into domains; however, because the method, contrary 

to ordinary HMM, doesn’t work with chances anymore, but with discounted pseudo-chances, 

conditional frequency for the SL within class c is denoted by: 

��
���,� 
Figure 8 clarifies the learning procedure using an example. All learned relations are stored in the 

model M. 

Figure 8: Method's learning procedure 

 

In the classification phase, more significant changes in functioning of ordinary Markov Models 

method are introduced. Instead of requesting the frequency (per class) of the currently observed state-

transition SR in the learned model for the calculation of transition probability of that class, the 

discounted state-transition frequency is calculated by discounting frequencies F of all domains in  

SL,cD by the distance-metric for the distance between SRdx,y and domains present in the SL,cD. The 

distance metric is the squared absolute difference between the domain (x,y position in image) of state-

transition currently observed, and the domain from same state-transition observed during learning, 

with 1 added to prevent division by 0 if the domains are exactly the same. Subsequently, the 

discounted frequency of the currently observed state-transition ���,� is calculated by: 

� ���,���,	
1 � ���,��� � ������ � ���,��� � ������

��,���,	∈��,��

 

Using the calculated discount frequency, the value of the currently observed state-transition SR at the 

current domain can be calculated. Note that, because discounting is used, this is not a transition chance 

calculation in the formal sense any more, which is why a different notation is used. The currently 

observed state-transition value, in the context of a class assigned during learning, is therefore denoted 

by  ��,�  and calculated by: 
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 ��,� ! 
���,�
��
���,�

 

This calculation is only possible if SR,c ∈ Mc, where all SL,c ∈ Mc and S(L-1),c ∈ Mc. If, on the other hand, 

current state-transition is unobserved during the building of the model, smoothing can be applied in 

order to tell as much as possible about the probable state-transition. While different methods of 

smoothing for Markov Models have been used in the past, they are usually applied in vastly different 

set-ups then the one used in our method. Therefore, if SR is not known in the model, but S(R-1) is, this 

conditional frequency can be used in smoothing. Because conditional frequency is not assigned into 

domains, to prevent it from having higher values then the discounted frequencies in domains its 

calculation is discounted by maximal distance possible:  

max∆ = |image.height|
2
+|image.width|

2 

Calculation of such a smoothed state-transition value in case that the conditional frequency is known 

in the model looks like: 

 ��,� ! 

��
���,�"#$% 

∑ ��
���,�
�
���,�∈'�  

Finally, a situation can occur in which both SR,c  and S(L-1),c are not known in Mc. In this case, the goal 

of smoothing is just to give a very low value, to prevent a 0 coming into the later product calculation. 

Because no usable information is presented by the current observation, the value generated by this 

smoothing step should not have any effect on the relative balance of the product calculation so far. 

Considering the observation frequencies can be different in different class contexts, the total size of 

class observations should be included in the calculation as a measure in order to ensure fair division. 

This yields the worst-case smoothing calculation: 

 ��,� ! 
∑ ��
���,�
�
���,�∈'� "#$%⁄
∑ ∑ ��
���,�

�
���,�∈'� �∈)
 

When, regardless of the situation, the value of currently observed state-transition per class is known 

(similar to the situation depicted in Figure 2), normalization on the values is performed. This is done 

because every value is potentially a very small number. When considering an entire image, because 

the product of different state transitions is calculated over all state-transitions in the image, the 

numerical values would become impossibly small for computer systems to handle if no normalization 

was performed. The larger the image, the greater this problem becomes. While this is another change 

from usual adaptations of the HMM theory, the goal of the classifier is to give a final classification for 

the object that is being classified. Therefore, more important than absolute value of the product is the 

relative value of the product of one class to the product of other classes; normalization does not change 

this relative relationship. Once the state-transition value of the observed state is known for all classes, 

the calculation of the normalized value *��,�  is a simple step: 

*��,� !
 ��,�

#+,"#$- ��,�� . ∈ /
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As becomes clear from the formula, the maximal class value for observed state-transition is projected 

to 1, while all other class values are, in the same proportion as originally, related to this maximal 

value. 

The process of calculating the normalized observed state-transition value per class is repeated for all 

features, or states, in the image I. The product calculation, generating the value of the class Vc over the 

entire image for the given class is therefore described as: 

 � !0*��,�
��∈1

 

With very large images it might be necessary to perform a normalization step on the Vc as well, 

because of the same reasons as normalization is performed on  ��,�  .  

When the separate class values are calculated for the entire image, and therefore the last state SR in I 

has been visited, giving the resulting classification cR, of the object in the image is done as such: 

.� ! #+,"#$
 �|. ∈ / 

At this point the method has completed the classification of the object in image.  

 

3.4 Implementation 
 

For greater speed of development, the experimentation framework has been written in Python 2.5.2 

[39] programming language. While Python is not the fastest programming language at execution time, 

it is sufficient to provide a proof-of-concept and, at small image scales, a working production 

environment. 

 

Because there is no native support for image processing in Python, the implementation of the method’s 

framework heavily relies on libraries provided by the OpenCV [40] computer vision framework, 

initially developed by Intel but subsequently released to the open-source community, for the collection 

and preprocessing of the images. Next to the support of many image manipulation functions (such as 

histogram normalization), OpenCV supports the use digital imaging devices on multiple platforms. In 

addition, OpenCV package contains a robust and free implementation of Viola-Jones face-detecting 

algorithm [29], that is used in this implementation for detection and extraction of faces from digital 

images. 

 

In order to interface OpenCV package with Python programming environment, the CvTypes package 

[41] for Python is used. For fast manipulation of integer matrices in Python, the NumPy package is 

used [42]. 

 

Next to learning and validation modules, in order to provide an interface to systems that use the 

classification information provided by our method, a server solution is also created in Python, using a 

simplified XML language interface. More documentation about this can be obtained upon request 

from the author. 
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At classification image resolution of 30x30 pixels, on a Pentium 4 2,8GHz computer with 512MB 

RAM, running on Windows XP operating system, the processing time per frame has been around 

500ms.  

 

4 EXPERIMENTS & DISCUSSION 

4.1 General 
 

In order to validate the method proposed in this paper a number of experiments were conducted. 

Because this paper specifically concentrates on providing a single classifier for the classification of 

gender, age and pose, as required by Mooij’s Nomadic Information advertising system [11], validation 

is conducted on gender, age and pose. Considering that most reported results in previous research are 

results that are obtained under highly controlled conditions, the validation is conducted using 

experiments under controlled conditions. In order to compare the results of the classifier using the 

method proposed in this paper with the available literature, age, gender and pose is used for validation. 

Next to the validation under controlled conditions, a indication of performance under non-controlled 

conditions is provided, as the main goal of our method is to have good performance under non-

controlled conditions.  

The indication of performance under non-controlled conditions is provided by using the classifier with 

the classification method proposed in this paper on randomly collected images from Google Image 

[13], which contain a great diversity of resolution, sharpness, lighting conditions, poses and 

backgrounds. As a further indication of practical performance of our method, feedback of a system test 

with human subjects that was conducted by Mooij [11] under non-controlled conditions (non-

controlled with regard to the method of classification) is included. 

The training of the classifier for different tasks is always conducted using a training corpus that is a 

subset of the FERET image database [12]. The FERET image database contains a large number of 

images of individuals under different poses, with different genders and ages. Next to the images, the 

database contains a annotation index for every image in the database that contains the description of 

the properties of that image.  

While for any practical purpose the training of the classifier is an important step, in which the corpus 

should be prepared manually paying attention to the inclusion of images representative for the class to 

be discriminated, and including images under different lighting conditions, in this paper the training 

corpora are prepared automatically. This is done because of the amount of work involved in training 3 

different classifiers, and using the image annotations provided in the FERET database. From each 

category, for the classes of interest, a random selection is made of images to be used in training. This 

means that, in classification of gender, the selection criterion is only the gender itself, having as a 

result that in the randomly selected corpus males of different ages and poses are included arbitrarily 

and the same is true for females. This is also the case for other categories; for age, pose and gender are 

chosen arbitrarily, and in pose the age and gender are chosen arbitrarily. 
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4.2 Gender 
 

In the training of gender, the training and the validation corpora are randomly selected from the 

FERET database as described in 5.1. The Gender category is separated into two classes: [male, 

female].  

 

In addition, a arbitrarily harvested corpus of images from Google Image [13], that has manually been 

separated into gender classes, is used as a indication of performance in heavily uncontrolled 

conditions.  

 

Because of a low number of class divisions (2), gender has been the first category to be trained for 

classification. As such, gender has also been used in the calibration of the classifier with regard to the 

image resolution to be used in this and subsequent classifiers. 

 

Gender classifier has been trained on a randomly selected subset of FERET database containing 600 

images, 300 per class. An additional 200 images, 100 male and 100 female, have been selected for the 

validation corpus. The additional arbitrary corpus harvested from Google Image contains 234 images, 

119 male and 115 female. 

 

During the calibration phase, under different image resolutions the image corpus had yielded different 

average recognition rates (Figure 9). The calibration has started at the arbitrary image size of 15x15 

pixels, with symmetrically increasing steps of 5 pixels at the time. Even though the recognition rates 

show an increase as image resolution increases as well, a fair performance of  ±92% average accuracy 

under the specified conditions has been found at image resolution of 30x30 pixels. Higher resolutions 

raised problems of computational power and have therefore not been utilized. 

 

After calibration, the validation test has been conducted for gender classifier, generating an average 

classification accuracy of 91,5% for gender (see the confusion matrix in Table 1, horizontal is the true 

class, vertical classified class). 

 

The indication test performed on images collected from Google Image, using same training that has 

been utilized for the validation, has resulted in an average classification accuracy of 81% for gender 

(see the confusion matrix in Table 2, horizontal is the true class, vertical classified class). 

Figure 9: Average performance in gender classification with different image resolutions 
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Table 1: Gender, controlled environment results 

  male female 

male 94% 11% 

female 6% 89% 

  

Table 2: Gender, non-controlled environment results 

 male female 

male 78% 16% 

female 22% 84% 

 

While the results of classification under controlled environment do not reach the levels reported under 

controlled conditions in many reports of previous work with gender-specific classifiers, they are not 

very far off. Our classifier outperforms all previous classifiers that were used for classification of 

multiple traits [24, 25, 27]. Contrary to earlier work, the training corpus had not been prepared 

manually. Because the HMM which the classifier creates profits from gender dimorphism between 

males and females by learning the general distinguishing characteristics, during the manual 

preparation of the training corpus the ambiguous cases should be omitted. An example of such cases is 

visible in Figure 10, where, on the left side, a male from the current training corpus is present, while 

on the right a female, which, to a human observer, could appear to be from the other gender. 

Another consideration that certainly leads to the apparent worse performance relative to that reported 

in previous work is the fact that the classifier has been trained on random face orientations and ages of 

the subjects in the training corpus, whereas most training corpora in previous work have been trained 

to work with frontal orientations only. Also, the sizes of both training and test corpora differed in the 

validation of our classifier with those in previous work. While our proposed classifier has been trained 

on more images, making it generally more versatile, it is much easier to train a classifier on a very 

limited training and test set and to work within that limited domain. 

Figure 10: Ambiguous gender dimorphism (FERET) 

 

Considering the issues raised in regard to the corpus that our classifier has been trained on as 

compared to training corpora of other methods, it is very likely that by careful manual construction of 

the training set the performance of the classifier can be improved if the necessity exists. Also, from the 

calibration experiment it is known that by increasing the classification image size (e.g. to 40x40) 

performance can also be slightly improved even without changes to the corpus. 

Worse performance of the classifier in the non-controlled test environment of the Google Image test 

corpus is rather expected. Within this corpus, great differences in image quality, resolution and 

illumination and orientation are present. In addition, the classifier has been trained on a subset of the 

FERET database, which has been recorded in the early 1990’s; because of differences in fashion, but 

also the apparent age of the subjects, the images in FERET training subset are usually rather different 

looking to most people in the Google Image test corpus, that contains mostly images from the year 

2001 and newer. For an example of the Google Images corpus, see Figure 11. 
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Despite these issues, the performance of the classifier in non-controlled environments is the best 

recorded performance yet, outperforming Shakanovich’s et al gender-specific classifier by 3% [22] 

under similar conditions.  

During his experiment, Mooij [11] has noted that the performance of the classifier for gender had been 

very good, using different web-cameras in a never-before observed environment. Mooij has been able 

to validate his own decision system successfully, which had only been possible because the face 

classifier provided correct information. 

Figure 11: Google Image's in-corpus differences 

 

 

4.3 Age 
 

Just as in the training of the Gender classifier, the training and the validation corpora are randomly 

selected from the FERET database as described in 5.1. The Age category is separated into four classes, 

as per specification provided by Mooij [11]: [young, young_adult, middle_aged, senior].  

The “young” class has been defined as anyone under the age of 24, a young_adult is everyone between 

25-34 years old, middle_aged is everyone between 35-49 years old, and everyone above 50 is 

considered senior. 

Just as in the case of the gender classification, an arbitrarily harvested corpus of images from Google 

Image [13] has manually been separated into age classes, to be used as a indication of performance in 

uncontrolled conditions. 

The age classifier is trained on a randomly selected subset of the FERET database containing 300 

images per class, totaling 1200 images. A 100 images per class have been randomly selected for the 

validation corpus, totaling to another 400 images. Finally, the additional arbitrary corpus harvested 

from Google Image contains 234 images: 69 in category young, 92 in category young_adult, 54 in 

category middle_aged and 19 in the category senior. 

Tests are conducted on the same image resolution calibrated for gender, 30x30 pixels. 

For the classification of age, the classifier performs considerably worse than for the classification of 

gender. A poor average accuracy of 53,5% is attained. The distribution of the results can be viewed in 

the confusion matrix in Table 3. 
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Surprisingly, the test performed on the set obtained from Google Image does not perform much worse 

relative to the controlled validation set. In the indication test corpus, an average performance of 

50,89% is attained. The distribution of the results can be viewed in the confusion matrix in Table 4. 

Table 3: Age, controlled environment results 

  young young_adult middle_aged senior 

young 72% 28% 14% 3% 

young_adult 15% 39% 17% 12% 

middle_aged 7% 17% 38% 20% 

senior 6% 16% 31% 65% 

 

Table 4: Age, uncontrolled environment results 

 young young_adult middle_aged senior 

young 75,36% 34,78% 14,81% 5,26% 

young_adult 13,04% 36,96% 18,52% 10,53% 

middle_aged 5,80% 15,22% 33,33% 26,32% 

senior 5,80% 13,04% 33,33% 57,89% 

 

A priori, slightly worse performance of age classifier relative to the gender classifier could be 

expected, because of greater number of subdivided classes (4 instead of 2). However, such a drop in 

performance can only be attributed to the automatically prepared corpus. 

While the classification performance applied to the validation corpus itself is relatively poor, 

especially in case of young_adult and middle_aged class, the faulty classifications usually are 

misclassified towards a plausible class (e.g. if young adults are misclassified, they are usually seen as 

either young, or middle aged, depending on which side of the young_adult spectrum they are). Just as 

in the case of gender test corpus, the candidates for the validation corpus for age have been selected at 

random, using annotations of the FERET corpus. In case of age annotation, no age class has been 

provided in the FERET annotations, but only the year of birth of the test subject. Next to different 

pictures, the date at which the picture is taken is provided, and the age is calculated using these two 

pieces of information. However, upon manual inspection of the age training corpus, it becomes 

apparent that many people which have a certain age relative to their birth year, do not have the looks 

which would qualify them as members of the class that they have been annotated in for the training of 

the classifier. In Figure 12, from left to right, a young person, young_adult, middle_aged and a senior 

person are displayed which exist in the training corpus, but upon visual inspection do not belong in 

their class. 

Figure 12: Ambiguous age tagging (FERET) 
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By considering the results reported in Table 3, it is possible to see in which categories such 

mislabeling is most prominent. The necessity of manually building training corpora for the learning of 

age seems to be obvious. 

Also, just like in the case of the gender corpus, the classifier has been trained on random face 

orientations and genders of the subjects in the training corpus, whereas most training corpora in 

previous work have been trained to work with frontal orientations only, on limited sets of images.  

Compared to gender, the difference in how individuals of certain ages used to look in the beginning of 

1990’s compared to how people look now seems to be much greater. It is therefore surprising that the 

performance of the classifier on uncontrolled test corpus, which is of a much more recent vintage, is 

similar compared to the performance of the classifier on the controlled test corpus. This negligible 

difference between performance of the two corpora, and moreover a similar distribution pattern of 

wrong classifications, as can be observed in Table 4, are just more indicators that the controlled corpus 

used for training had not been labeled properly. 

No results of age recognition in uncontrolled environments have been published as yet, therefore the 

observed performance from this classifier cannot be compared to previous work. It is however a 

promising result that, even when the classifier has been trained on a sub-optimal set, the performance 

in uncontrolled conditions seems to be not too far from the performance in controlled conditions. 

During Mooij’s [11] experiment Mooij has noted that the performance of the age classifier seems to be 

significantly worse than that of the gender classifier, which is compatible with the classification results 

that were validated in own experiments. 

The image resolution used for recognition of the age has been calibrated for the use in classification of 

gender. A specific (automatic) calibration of the classifier for use in recognition of age might yield 

better results. Considering the poor performance of age classifier, which is relative to poor quality of 

the training corpus, it is very likely that by careful manual construction of the training corpus the 

performance of the classifier can be vastly improved. 

 

4.4 Pose 
 

Random selection of candidates for the training and test corpora from the FERET image database has 

also been utilized for the building of the pose (orientation) training and test sets. The pose category is 

separated into five classes, as available in FERET annotations: [frontal, 15_degrees, 45_degrees, 

minus_15_degrees, minus_45_degrees]. 

 

The numbers in the age category division refer to approximate degrees of deviation towards a full 

frontal orientation of the face towards the imaging device. Just as in the case of gender and age 

corpora, the corpus for the classification of pose has been created by random selection of images 

annotated for pose from FERET database.  

 

Like in gender and age classification tests, the manual division of the Google Image corpus has been 

attempted. Because of a lack of images in poses that approximate 45 degrees from a frontal facial 

position in either direction, this division has not been successful. Therefore only the frontal and 15-

degree-of-deviation classes has been tested in the indication test corpus. 
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Because of small number of images available in the FERET corpus that have the 45-degree-of-

deviation position, the training set has been limited to 260 images per class, while the test set contains 

only 50 images per class. This makes a total of 1300 images for training, and 250 images for 

classification. The arbitrary corpus created from Google Image images is divided in 3 classes: frontal, 

15_degrees and minus_15_degrees. There are, in this test corpus, 234 images of which 89 are in 

frontal position, 79 in 15_degrees position and 66 images in minus_15_position.  

The tests are conducted on the same image resolution calibrated for gender, 30x30 pixels. 

The average accuracy achieved by the classifier on the FERET test set is 70,40%. While this seems 

low, it is actually a acceptable performance for the attention-measuring task it is used in [11]. 

Table 5: Pose, controlled environment results 

  Frontal 15 -15 45 -45 

Frontal 79% 4,5% 29% 4,5% 2% 

15 12% 89% 2% 17,5% 0,00% 

-15 7% 0,00% 61% 0,00% 45% 

45 0,00% 4,5% 0,00% 70% 0,00% 

-45 2% 2% 8% 8% 53% 

  

Just like in the case of age classification, observing the confusion matrix generated during the test 

(Table 5, horizontal is the true class, vertical classified class) indicates that annotations in the FERET 

corpus aren’t always exactly correct; misclassifications usually end up in the most adjacent class. 

Upon visual inspection of the training corpus, this suspicion is proven to be true. In Figure 13, a 

number of examples of wrongly tagged poses are presented.  

Figure 13: Pose tagging errors (FERET) 

 

From top left to right, on with the next line, the tags are: frontal, 15, -15, 45, +45. Moreover, the 

number of images which are tagged wrongly in the inspected training corpus seem to be correlated, as 

percentage of the class’s training corpus, to the error during classification. 

Classification of the uncontrolled test corpus again, like in the case of age, achieves an average 

classification rate of that is very close to the value of controlled conditions test: 69,19% (see Table 6, 

horizontal is the true class, vertical classified class). 

The image resolution used for recognition of the pose has been calibrated for the use in classification 

of gender. A specific (automatic) calibration of the classifier for use in recognition of pose might yield 

better results. 
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Table 6: Pose, uncontrolled environment results 

 Frontal 15 -15 45 -45 

Frontal 83,15% 16,46% 22,73% n/a n/a 

15 16,85% 68,35% 0,00% n/a n/a 

-15 0,00% 0,00% 56,06% n/a n/a 

45 0,00% 16,46% 0,00% n/a n/a 

-45 0,00% 0,00% 22,73% n/a n/a 

 

As in previous two classification tasks, it seems that constructing the training corpus manually and 

carefully is a absolute must.  

On the other hand, depending on the classification task, the classifier error might in fact be 

compensated by further processing, such as the assignment of different amounts “attention points” to 

different pose classes based on the performance of the classifier, as Mooij [11] has done in his 

research. Based upon observations of the test subjects and their reactions during the experiment, and 

correlating this to the measurements made by his system (which are based on pose detection), Mooij 

has indicated that the pose classifier seemed to perform rather well; in any case well enough to be 

usable for measuring of subject’s interest in commercials Mooij presented. 

 

5. CONCLUSION 
 

The approach presented in this report solves a number of problems of HMM classifiers that do not 

take into account the domain, or need manual domain configuration.  

The problem of noise is effectively solved by using such narrow domain definitions (1 pixel as the 

exact domain) as is the case in this method. Noise, as presented in Figure 1, can either be uniform 

(such as in case of a stationary imaging device always capturing similar background) or changing 

(such as in case of a non-stationary imaging device capturing different backgrounds). While in the 

stationary scenario the influence of the background is greater, it is always the same in all class 

contexts, and therefore it is always discounted equally. This means that the numeric relationship 

between class-values is not adversely affected by the noise. In case of a changing noise pattern, it is 

very likely that this pattern, even though parts of it might be present in the model Mc, is not present in 

the same domain as during the learning phase, leading to a severe discount on the observed state-

transition value. Because the importance of noise is automatically reduced, other, more domain-based 

relationships, effectively negate any adverse effect noise might have had. 

The problem of processing non-centered faces is also solved by our method. While the domain offset 

between the faces observed in the learning phase and those observed during classification could be 

great, leading to severe discounts on frequency values, same offset and therefore same discounts apply 

for all classes, still preserving the numeric relationship of class values. Therefore, because of the 

normalization step and the use of relative instead of absolute values, the offset doesn’t adversely affect 

the classification process. 

In addition, recognition of faces in different poses is highly improved trough assignment of the domain 

context, provided that during the learning phase the object is exposed in different poses to the imaging 
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device. In a non-domain version of 2D HMM learning state-transitions would have equal state-

transition values regardless of their position in the image, and therefore different poses would almost 

constitute noise. Our method provides a solution, trough the addition of a domain context that is 

sufficient to make a distinction between the same observed state-transitions in different locations of 

the image, as is always the case in objects shown in different poses.  

Because the process of assigning the domain context in this method is automatic, automated 

supervised learning is possible, as contrary to the cases where domain definitions have to be created 

manually for different objects. For example, by showing a object to a robot, and using color-region 

segmentation on the perceived image signal, object within a region can be labeled and shown in 

different poses, after which the classifier is trained for the recognition of that object, having learned 

both model and domain information. 

Because of the described properties, the method seems fit for dealing with most problems commonly 

found in non-controlled environments. It manages to keep the advantages of the HMM approach (the 

Markov property, creating the need for less training examples and ability to handle shifts of the object 

relative to the image), while overcoming most of its shortcomings. A notable exception of the 

shortcomings is still present in this method. It is the inability to handle great differences in 

illumination, because the method uses literal, albeit histogram-normalized, values in images as 

observations. This can, however, also be largely countered by preparing the training corpus carefully 

and including examples of objects under a number of different illumination conditions.  

A clear disadvantage of our method is the relative amount of computational power it needs compared 

to most other methods. While this is certainly an issue, on the other hand the method can be 

implemented in parallel-processing architecture, which seems to be the way of the future [10], and it 

has clear advantages in being able to use cheap, low-resolution cameras because of the robustness in 

the handling of the noise. 

Our method for the construction of a general image classifier, and the use of the classifier for the task 

of classification of age, gender and pose (orientation of the subjects towards the imaging device) for 

validation constitute one of few documented attempts to create general classifiers that work outside of 

the context of controlled laboratory conditions. Low amount of comparative literature where, next to 

results in controlled conditions results are published about the performance in uncontrolled conditions 

makes proper validation of our method difficult, but not impossible. 

The classification results obtained during validation of the 3 classifiers indicate that two of the 

classifiers, perform poorly regarding the accuracy of the method. A clear correlation between the poor 

results and bad training corpora could, however, be demonstrated. Another more important 

observation is that in the case of poor performance of the classifier the performance under 

uncontrolled conditions is not significantly lower in relation to the performance in controlled 

conditions.  

Compared to literature in which the results of classification under uncontrolled conditions have been 

published, notably in classification of gender, the method presented in this paper outperforms the best 

of such classifiers under uncontrolled conditions by 3%. Even though this margin of improvement is 

too small to claim a breakthrough, thought must be given to the fact that the training corpora with 

which our model in the matter has  been created have been collected automatically using, what has 

appeared to be, unreliable tagging. 
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Our method can be used as a general image classifier. While the performance for some tasks is 

questionable, there are indications that it can be highly improved by using better corpora. It is, by 

design, easy to be used by scientists outside the field of computer vision (it requires only the –careful - 

preparation of corpora) and performance-scalable. It allows the running of possible processes within 

the method in parallel, and therefore it can utilize the full potential of multi-core processor 

architectures. Finally, the method is very robust when applied to non-controlled environments as had 

been demonstrated both in theory, by validation using images arbitrarily collected from Google Image, 

as well as in practice, in Mooij’s experiments [11]. In this, the method fulfills the necessity for a 

general classifier that can be used for implicit human-computer interaction as defined in the idea of 

Nomadic Information [1]. 

 

6. FUTURE WORK 
 

The method as presented in this paper has shown a fair amount of promise for application in 

uncontrolled environments. Full potential in terms of accuracy has, however, not been attained due to 

automatically constructed learning corpora which in retrospect appeared to contain wrongly tagged 

and otherwise undesirable examples. Therefore another round of classifier validation, that includes 

manual construction of the training corpora, preferably with contemporary images of people, should 

be conducted in order to establish maximal accuracy potential of the classifier. 

Another useful benchmark that the method can be subjected to is classification of objects other than 

people, or even cross-object classification, distinguishing many objects in the same classifier. By 

doing this, the robustness of the classifier and the domain-context idea can be assessed, and functional 

boundaries for the method can be established. 

While the model that is being constructed by the method in the learning phase is used exclusively in 

classification, the use of the same model for data analysis, by visualization of most important features 

for classification, is to be considered. E.g. in case of gender discrimination, the N-points of the current 

face that score highest in information gain, could be visually highlighted on the face. By repeating this 

process for many faces, general regions of interest for discrimination of gender in human faces could 

be discovered. In human faces, these regions are known, but in many other objects they are not, so this 

application of the same method could be a useful one. 

A number of improvements to the method itself could be considered as well. While the method is now 

using a 1
st
 order Markov Model in 2 dimensions for the construction of state-transitions, during 

training auxiliary 1-dimensional models for the vertical and horizontal direction could be created in 

2nd...Nth order Markov Model. These auxiliary models could be then used for description of the 

Markov path until the 2D 1
st
 order state-transition, thereby using extended information about the 

environment of the state to get a more accurate calculation. Same auxiliary models could also be used 

for smoothing of the 2D-model, in case that the 2D state-transition isn’t known in the model.  

Another improvement to the method could be generalization of the domain. While the (original) 

domain in the current method is always 1 pixel in the image, by comparing the observed domains in 

state-transitions a larger area could be defined as the domain. This area can be found by segmentation, 

in which the rules are that none of the state transitions in the domain may exist more than once, and 

that the domain is always delimited by closed borders. 
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Because our method is based on general Markov Model theory, the domain-context extension added to 

that general theory might appear to be applicable to other fields in which Markov Models are used. An 

example could be  the field of statistical language modeling, in which the domain-context can 

potentially allow the accuracy of higher order of Markov Models to be attained in 1
st
-order Markov 

Models, combining the advantages of both and eliminating their disadvantages. 
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